
1 
Confidential and Proprietary to CVDI 

 

Year 10                                               

Final Project Report                         

2021-2022 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

A National Science Foundation          

University Cooperative Research Center 

 

Project 10a.001.UL_TAU - AnonyTrack: A Privacy-Aware 

People Localization and Tracking Within Buildings with Multi-

Modal Learning 



2 
Confidential and Proprietary to CVDI 

Project # - Project Title 

Contents 
Personnel ........................................................................................................................................ 2 

Executive Summary/Abstract ......................................................................................................... 2 

Goals and Objectives ....................................................................................................................... 3 

Differences from Current State of Art ............................................................................................ 3 

Methods and Datasets .................................................................................................................... 3 

Results ............................................................................................................................................. 3 

Functionality of Innovation(s) ......................................................................................................... 7 

Conclusions and Recommendations ............................................................................................... 9 

Impact and Uses/Benefits ............................................................................................................. 10 

List of References .......................................................................................................................... 10 

Appendix ....................................................................................................................................... 10 

 

 

 

Personnel 
 Principal Investigator: Raju Gottumukkala 

  Other team member’s first and last name Moncef Gabbouj – Professor (Co-PI) ,Satya Katragadda – 

Research Scientist (Co-PI), RaviTeja Bhupatiraju – Research Scientist (Co-PI), Seyed Majid Hosseini – PhD 

Student, Jake Guidry – Graduate Student, Soon Jyn Chu – Graduate student  

Sponsoring IAB member’s first and last name Robert Boland - CSL Behring John Thompson - CSL Behring
,Matti Vakkuri - Haltian 



3 
Confidential and Proprietary to CVDI 

 Executive Summary/Abstract 
  Indoor Positioning and Localization are essential to provide location-based services in smart 
building environments. The choice of indoor position technology is usually a tradeoff between 
various factors such as cost, localization performance, and privacy. The general idea of multi-
modal localization is to combine more than one modality to provide better localization 
performance. In this project, we propose multi-modal approach that combines BLE and computer 
vision techniques with the goal to track mobile phones anonymously. We apply Siamese network-
based method to map BLE and computer vision trajectories.  The proposed system overcomes 
the limitation of BLE technologies in terms of improving its location precision as a result of using 
trajectories generated from computer vision. We evaluated the localization performance of the 
proposed multi-modal approach through rigorous experiments on small restricted indoor spaces 
with various movement dynamics. Our proposed MIPS system achieves an average accuracy of 
95.16\% and an error of less than 39.53 cm for all five scenarios with a tracking window of 5 
seconds. 

Goals and Objectives 
Improve tracking and localization of individuals in common areas 
Evaluate cost vs anonymization vs performance tradeoffs (i.e., localization error, tracking error) 
Preserve anonymity 
Multi-modal intelligence [representation learning + information fusion] 

Differences from Current State of Art 
Conventional indoor tracking systems can be divided into two different categories non-video and 

video-based tracking models. Computer vision tracking systems trade of the privacy to accuracy and 

are not able to connect to the individual. However, the proposed model is able balancing cost, privacy, 

accuracy, speed) to solve the problem of real-time privacy-aware tracking and localization of 

individuals. To the best of our knowledge, there is no literature combining BLE low energy signal and 

video for indoor localization. The proposed model is robust in the absence of one or some modalities. 

Moreover, the system can track the mobile devices over time and self-correct when new tracking 

IDs are generated due to ID switching or Occlusions due to the Siamese mapping.  

Methods and Datasets 
The research team presented the overall study design and approach to the human subjects recruited 

for the study. After the students expressed interest, the research team obtained approval from the 

subjects, and consenting 6 individuals were recruited for the study. The subjects were given a mobile 

device and an overhead camera was used to track their movements in the indoor space. The mobile 

device was tracked using a mobile app that obtained data from BLE beacons. Various tracking 

experiments were conducted with different starting positions, varying numbers of people tracked at 

a single instance, and movement dynamics. All the subjects are in the field of view of the overhead 

camera. Our primary objective was to evaluate if the localization performance of BLE-IPS can be 

improved with the MIPS model. The machine learning models used in the BLE-IPS model are trained 

and tested for each scenario separately rather than having a generalized or pre-trained model. The 
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CV-IPS model uses a pre-trained overhead object detection model [1]. The default window size for 

MIPS-based real-time tracking is set to 5 seconds. But we also evaluated the effect of varying window 

sizes.  

The initial association between the two tracking identifiers becomes straightforward when the 

objects are separated in space and time. Figures 1-5 shows the following five scenarios created to 

evaluate the performance of MIPS when individuals enter the space with minimum and maximum 

inter-object distance. 

 
Figure 1: Scenario 1: 4 people enter with a high inter-object distance (individuals enter from 

4 corners) and no one leaves the tracking space 
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Figure 2: Scenario 2: 6 people enter with medium inter-object distance (individuals enter 

from 4 corners and 2 sides) and nobody leaves the tracking space 

 
Figure 3: Scenario 3: 6 people enter with medium inter-object distance (4 individuals enter 

from one side and 2 fromthe opposite side), 3 individuals leave the tracking space 



6 
Confidential and Proprietary to CVDI 

 
Figure 4: Scenario 4: 5 people with low inter-object distance and 1 individual enter from the 

opposite side, 4 individuals leave the study area 

 
Figure 5: Scenario 5: 5 people with low inter-object distance and 1 individual enter from the 

opposite side, 2 individuals leave the scene 

 

Figure 5 shows the entry points (represented by a triangle) and users’ trajectories created from the 

computer vision system. 
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Results 

The performance of MIPS is compared to BLE-IPS with respect to OLA and OLE using the five 

scenarios described in Section V. First, we discuss the performance of CV-IPS. However, CV-IPS 

cannot track or uniquely identify individual mobile devices but can only track objects in the camera 

field of view using a pseudo identifier. We discuss the performance of CV-IPS when the device 

identifiers are known. We then analyze the performance of MIPS by comparing the OLA and OLE to 

BLE-IPS as a baseline. Finally, the computational time required for location prediction for MIPS is 

also discussed. 

A. PERFORMANCE OF CV-IPS  

An annotated image dataset with 9967 images of individuals from an overhead camera in the indoor 

space was used for training the model and tested against each scenario used in the experiments. 

Table 2 shows that the YOLOv3-tiny model achieves an accuracy of 97.5% when detecting an 

individual within 23.2cm of the actual position. The CNN model works efficiently with a 160-degree 

FOV for localizing multiple users since the SORT algorithm depends on how well YOLOv3-tiny 

differentiates people from other objects in the image sequence. One of the problems with assigning 

pseudo-identity in computer vision is that the tracklet ID associated with an object changes over time 

due to id-switching. While the CV-IPS is highly effective at localizing objects, identifying and tracking 

the user’s trajectory from an overhead camera is non-trivial [2], especially when people cross each 

other. 

Table 1 presents the the number of ID switches, and the number of unique tracklet ids generated for 

each scenario. The occlusion percentage increases as the number of individuals increases (as 

observed in scenarios 2 and 3). ID switches also increase as the object trajectories cross, resulting in 

switched tracklet ids. In addition, the CV-IPS assigns a new tracklet ID to any re-identified object. This 

poses a challenge when an object is not detected or returns to the study area because the CV-IPS 

model cannot re-identify the same individual at a later time. To overcome the issue of uniquely 

identifying a user, we use the BLE-IPS identifier. When MIPS cannot accurately map the CV-IPS and 

BLE-IPS, the overall tracking and localization performance is affected. 

Table 1: OLA and OLE metrics for CV-IPS 

Scenario OLA OLE (cm) 

s1 97.90\% 26.5 

s2 97.90\% 30.1 

s3 98.00\% 27.1 

s4 98.10\% 26.6 

s5 97.40\% 28.9 
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B. MIPS LOCATION DETECTION AND TRACKING PERFORMANCE 

Our results show that the MIPS location detection system improves location detection accuracy 

substantially over the traditional Bluetooth-based location positioning system. The BLE-based 

indoor tracking systems have a localization error that ranges from 1m to 2m, like prior research [3] 

for all the five scenarios in our analysis.  

 
(a) BLE IPS 

 
(b) MIPS 

FIGURE 6: OLA of BLE-IPS and MIPS for various scenarios 

Figure 6 shows that the average OLA of MIPS across all the scenarios increases to 91.11% compared 

to BLE-IPS, where the average accuracy is 47.53%. The OLA accuracy for all the scenarios is greater 

than 88% for all individuals across the scenarios. Scenarios 1 and 2 have better performance than 

scenarios 3-4 for BLE-IPS and MIPS. In these two scenarios, the number of objects stays the same 

throughout the experiment. In scenarios 3, 4, and 5, the inter-object distance between the human 

subjects is lower, leading to increased errors due to id switching. In addition, the individuals leave 

the study area at regular intervals, disconnect their Bluetooth, and enter the study area later. The 

aforementioned issues reduce the performance of BLE-IPS, which negatively impacts MIPS 

performance. The OLA accuracy over time for scenario 5 is provided in Figure 6 using BLE-IPS, MIPS 

without tracking, and MIPS with tracking. The accuracy of the BLE-IPS is 85% when the experiment 

starts, then decrease to 50% as individuals start moving and remain at 50% for the rest of the 

scenario. The high accuracy at the beginning of the experiment is due to stable Bluetooth signals to 

ensure accurate localization of individuals in the study area. This high accuracy and CV-IPS location 

detection results in a higher association rate between the device ID and the tracklet ID. Due to the 

swapping of tracklet ids between objects, the OLA is reduced to 66.67% three times during the 

scenario. However, the tracking component in MIPS breaks the incorrect associations. On the other 

hand, MIPS without tracking can only recover when a new tracklet ID has been generated for the 

original MIPS or if there is an ID switch. 
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Scenario 
Trajectory Length 

10 20 30 40 

Scenario 1 91.99 92.96 93.24 93.37 

Scenario 2 91.36 92.56 92.56 93.88 

Scenario 3 91.56 92.78 92.65 92.99 

Scenario 4 77.16 90.38 91.23 92.17 

Scenario 5 68.33 86.94 89.31 90.22 

 

Functionality of Innovation(s) 

 Our primary motivation for this work was to introduce a multi-modal localization approach to 

improve the performance of BLE by integrating an overhead camera. The experiments conducted in 

this project were under controlled conditions in a 1X1 m grid where the RSSI signals are reachable 

across the study space, and the subjects are in the field of view. This study was important to test and 

evaluate the system at low resolution in the presence of multiple subjects, which is an improvement 

compared to existing studies that tracked fewer subjects in a wide area [4], [5]. Our system enables 

the communication to individuals anonymously using Bluetooth. Moreover, the Siamese mapping 

system reduces the ID switch occurrences during occlusion. 

Conclusions and Recommendations 
We introduced a Siamese network-based multi-modal indoor positioning system for mapping 

and tracking users in indoor spaces. The system first generates location trajectories of users’ mobile 
devices (from BLE-IPS) and the overhead camera-based CV-IPS. Then, these location trajectories 
are mapped using the Siamese network. We conducted numerous experiments to evaluate the  
performance of the proposed system. The MIPS system can localize users with a error of 0.40m 
compared to BLE, which has an average error of 2.8m. The localization of the user within a 1m × 1m 
grid is above 90% for all scenarios using the MIPS system; however, for the baseline BLE-IPS 
system, the accuracy is 47.53%. These baseline performances are similar to earlier analysis of the 
BLE systems [6]. We also investigated the impact of the duration of the historical trajectory used in 
the model on the localization error and accuracy. Increasing trajectory history improves the  
accuracy of mapping CV-IPS and BLE-IPS. But increasing the trajectory history would increase the 
time for the IPS system to match trajectories. Our analysis shows that the average OLE decreases 
from 0.85m to 0.40m, and the OLA increases from 84.08% to 91.11% when trajectory length 
increases from 10 to 40. We also study the computation time to detect and track a user in an indoor 
space because real-time tracking is important for several applications. The MIPS system can map 
and track an individual on an average of 167.32 ms for a trajectory length of 10, compared to 56.4 
ms for BLE-IPS and 29.3 ms for CV-IPS. The execution time increases to 220.78 ms for a trajectory 
length of 40. These times would enable the MIPS to map and track individuals in near real-time.  
This offers strong potential for real-world application. 



10 
Confidential and Proprietary to CVDI 

Impact and Uses/Benefits 
This is the first work integrating BLE and computer vision for indoor localization and tracking using 

machine learning using Siamese networks. The BLE approach uses standard machine learning-based 

fingerprinting, and the computer vision-based IPS uses YOLOv3-tiny-based object detection and 

tracking approaches. Our proposed decision level fusion uses Spatio-temporal trajectory information 

to match the location estimates using Siamese networks.  

• The proposed MIPS uses multi-modal localization and tracking with commercial BLE beacons, an 

overhead camera, and a mobile phone-based app. The edge device can process the data streams close 

to real-time and can anonymously communicate with the user while not uniquely identifying the 

user.  

• We experimentally validated the feasibility of integrating BLE signals and video streams for indoor 

localization in small spaces with multiple users. This system was extensively tested for various 

scenarios to understand the performance implications of increasing the number of people and 

mobility dynamics. 
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