
1 
Confidential and Proprietary to CVDI 

 

Year 10                                               

Final Project Report                         

2021-2022 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

A National Science Foundation          

University Cooperative Research Center 

 

10a.017.SBU - Parallel GPU Cluster Workload 

Scheduling  and  Computing  for  Machine  Learning 



2 
Confidential and Proprietary to CVDI 

10a.017.SBU - Parallel GPU Cluster 

Workload Scheduling and Computing 

for Machine Learning 

Contents 
 

Personnel ....................................................................................................................................3 

Executive Summary/Abstract ......................................................................................................3 

Goals and Objectives ...................................................................................................................3 

Differences from Current State of Art..........................................................................................3 

Methods and Datasets ................................................................................................................3 

Results ........................................................................................................................................5 

Functionality of Innovation(s)......................................................................................................5 

Conclusions and Recommendations ............................................................................................5 

Impact and Uses/Benefits ...........................................................................................................6 

List of References ........................................................................................................................6 

 

 



3 
Confidential and Proprietary to CVDI 

Personnel 
• Arie Kaufman (co-PI) 

• Shawn Mathew (Graduate Student) 

• Parmida Ghahremani (Graduate Student) 

• Desai Xie (Graduate Student) 

• Gaofeng Deng (Graduate Student) 

• Li Wenchen (Graduate Student) 

• Mouli Narayanan (Zeblok Computational) 

Executive Summary/Abstract 
The project developed workload computation on multi-GPU cluster through multiple workload 

distribution technologies, including Kubernetes, to find efficient methods for accomplishing the 

goals. In addition, it explored hardware acceleration for machine learning (ML) and artificial 

intelligence (AI) on GPUs and GPU clusters. Furthermore, the project developed a notebook 

applications demonstrating the utilization of such a capability through multiple language bindings. It 

capitalized on prior work to create a shared, collaborative, efficient AI and ML Infrastructure. The 

project included system administration support for GPU cluster primarily for AI and ML workloads, 

including networking, dual booting, NVLINK GPU interconnection, and the like, primarily for students 

and faculty at Stony Brook University on the homogeneous SMART Cluster. Due to the COVID 

pandemic the project progress was slower, but was completed. 

Goals and Objectives 

1. High performance HPC shared computational environment for SBU faculty/students and 

enterprises to utilize at CEWIT SMART Cluster. 

2. Delivery of foundational libraries and acceleration hardware for parallel computation of machine 

learning (ML) and artificial intelligence (AI) on GPU-based clusters. 

 

Differences from Current State of Art 
• HPC is fairly developed for CPU clusters and supercomputers, but not for GPU clusters. 

• HPC support for ML and AI is limited. 

 

Methods and Datasets 

This project involved research and evaluation of technologies to implement machine learning (ML) 

and artificial intelligence (AI). It involved research and evaluation of software and hardware 

technologies to implement ML and AI capabilities across a vast array of computational nodes and 
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GPUs (Graphical Processing Units). The resultant hardware and library serve as a foundational 

component for large enterprises in their journey of migrating from un-accelerated workloads to 

accelerated computing saving millions in power/ space will delivering up to 100x improvement in 

performance for the enterprises. 

The recent rise in cloud-native computing has enabled applications to be more flexible and agile than 

ever before. However, HPC has been slow to adapt to cloud-native environments and to fully realize 

the potential benefits, especially with the growing importance of AI and machine learning (ML) 

applications. The prospect of using HPC on the cloud to integrate the development, training, and 

deployment and scaling of AI/ML models and model ecosystems is uniquely promising.  However, 

there are still some significant challenges to realizing this goal, especially when such applications 

demand specialized accelerator hardware, and may use significant amounts of memory, network and 

storage resources.  Optimizing heterogeneous cluster resources to the diverse and ever changing 

needs of AI/ML applications on HPC heterogeneous and hybrid clusters remains a significant 

challenge. At Stony Brook, we have been exploring these challenges and applying cloud-native 

technologies for HPC, such as Kubernetes and containerizations that enable us to aggregate data, 

train AI models, and deploy those models to a production application. 

We specifically focus on our large-scale GPU cluster, the SMART Cluster (Strategic Machine-learning 

Acceleration and Ray Tracing Cluster) at our Center of Excellence for Wireless and Information 

Technology (CEWIT). The SMART Cluster is a dual use GPU cluster, for both machine-learning and 

visualization, which is the fastest among New York State academic institutions. It utilizes 184 NVIDIA 

RTX6000 GPUs with an aggregate peak performance of 3 Peta (quadrillion) FLOPS (32 bit Floating-

point Operations Per Second) and 24 tensor Peta FLOPS, which dramatically boost productivity of 

deep learning applications than ever before. 

The SMART Cluster is also the first hardware-accelerated ray-tracing cluster for real-time cinematic-

quality rendering driving our freshly upgraded Reality Deck 2.0, the largest immersive display in the 

world with 1.5 billion pixels, as well as our new Silo, a cylindrical immersive stereo display with 0.6 

billion pixels. 

The SMART Cluster has been available in year 10 to all Stony Brook faculty and students, and other 

IUCRC CVDI faculty and students, as well as to any corporation, from smart manufacturing to financial 

to high tech, in need of powerful AI-enhanced computational capabilities, dramatically accelerated 

ML training and inference, high-end visual computing and analytics, and accelerating of data-

intensive and compute-intensive processes. Access is provided through remote portals of 

foundational libraries for parallel tensor computations and high-performance GPU cluster 

environments.   

Another target HPC is our heterogeneous cluster of the Stony Brook Institute for AI-Driven Discovery 

and Innovation, which includes 40 GPUs (8 Nvidia DGX-A100, 16 Nvidia V100, and 16 Nvidia 

RTX8000) and fast storage (1.5TB RAM server and 120TB raw flash storage).  Additionally, Stony 

Brook and IBM Researchers have been developing tools for benchmarking cloud-native 

environments that will be necessary for evaluating the performance of HPC on the cloud for AI 

applications.  
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We have installed and developed a Kubernetes and containerized cloud environment for 

homogeneous (on the SMART Cluster). We have tested it on 3 biomedical applications We have built 

a repository of container images ready to run and to be used for benchmarking, tracing, and to be 

launched in the dashboard. It now contains 3 biomedical imaging AI applications that we have tested 

on the developed environment. They address challenges with immunohistochemistry image 

quantification for pathology, deep learning in colonoscopy videos, and chest CT classification for 

COVID-19 diagnosis, and include more than 5 algorithms (XDCycleGAN; LSGAN, PatchGAN; CLTS-

GAN; CycleGAN, PatchGAN; U-Net, CNN). They are containerized and tested in Kubernetes on our 

SMART Cluster, so that a user can invoke them with a single command. Multi-GPU training is 

supported. The images are optimized to a minimal size for faster deployment and development, and 

algorithms and datasets are separated to allow mix-and-match. They also include a visualization tool, 

visdom, to allow users to see live training results.  

We plan to further develop our environment on heterogeneous (on the AI Institute Cluster) HPC 

clusters with GPUs (and GPU-CPU mixes) for AI and specifically for ML. We also plan to develop 

hybrid cloud methods: Stony Brook has ample on-premise private clusters and public cloud are 

amply available: together, the team will develop hybrid-cloud techniques that can offload running AI 

containers between public and private clouds. These are beyond the scope of the current project of 

IUCRC CVDI. 

Results 
The project developed workload computation on multi-GPU cluster through multiple workload 

distribution technologies, including Kubernetes, to find efficient methods for accomplishing the 

goals. In addition, it explored hardware acceleration for machine learning (ML) and artificial 

intelligence (AI) on GPUs and GPU clusters. Furthermore, the project developed a notebook 

applications demonstrating the utilization of such a capability through multiple language bindings.  

Functionality of Innovation(s) 

In this project we developed a multi-GPU cluster environment based on Kubernetes and notebook 

applications for accelerating ML and AI applications and it has the potential to democratize AI and 

ML for a variety of applications. 

Conclusions and Recommendations 
In this project we proposed and developed and experimented with workload computation on multi-

GPU cluster using Kubernetes, notebook, slurm, docker and the like and explored hardware 

acceleration for ML and AI on GPUs and homogeneous GPU clusters.  Further studies should be 

conducted in the future on heterogeneous and hybrid GPU clusters.  
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Impact and Uses/Benefits 
• The resultant hardware and library serve as a foundational component for large enterprises in 

their journey of migrating from un-accelerated workloads to accelerated computing saving 

millions in power/ space will delivering up to 100x improvement in performance for the 

enterprises. 

• This project provided students opportunities to obtain research experience and hands-on 

software programming and ML and AI skills. The resultant computational infrastructure built 

have been utilized by faculty and students working in the area of AI and ML. This computational 

environment dramatically increased productivity of researchers and make collaboration easy. 
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