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Executive Summary/Abstract
Objectives: Free text documents such as scientific literature contain abundant knowledge
about relationships among concepts or entities. Unfortunately, this type of knowledge is
expressed in natural language, where different types of relationships are not explicitly
categorized. In this project, we developed techniques for extracting structured knowledge from
unstructured data through weak supervision over existing sources of knowledge.

Methods: We used the Elsevier document corpus containing about 1 million articles in the
neuroscience domain as our testbed for the project. We developed a novel relation extraction
approach that integrates distant learning with open information extraction techniques. Unlike
state-of-the-art models of relation extraction from text files, which are based on supervised
learning, our approach does not need manually-labeled examples of relations. In addition, our
model incorporates a grouping strategy to take into consideration the interdependency among
entities occurring in one sentence, which has been largely ignored in previous studies.

Results: We developed and implemented a distance supervision method for extracting gene
expression relationships between genes and brain regions. We conducted experiments against
manually annotated “gold standards.” Our experimental results show that our methods can
achieve better performance than baselines.

Conclusions: It is possible to develop general distant supervision approaches for relation
extraction from free text. Such an approach would significantly reduce the effort on manually
labeling training examples. With the success in the biomedical domain, we look forward to
expanding our techniques to a broader range of applications.
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Differences from Current State of Art
Traditional methods for solving the relation extraction problem can be regarded as a multi-class
classification problem with one type of relation as one class. The state-of-the-art supervised
approaches for tackling relation extraction falls into two categories: feature-based and kernelbased. For a given pair of entities and a sentence containing the pair, both approaches usually
start with multiple level analyses of the sentence, such as tokenization, partial or full syntactic
parsing, and dependency parsing. The feature based method explicitly extracts a variety of
lexical, syntactic and semantic features for statistical machine learning, including discriminative
or generative models ([4]–[8]). In contrast, kernel based methods do not explicitly require
features; it relies on kernel functions over structure representations of sentences, such as
sequence, dependency or parse tree to capture the similarities between different relation
instances ([9]–[15]). Both lines of work depend on effective features.
Supervised approaches require a large amount of training examples, which is expensive to
obtain. Therefore, recent studies have been focusing on training distant (or weakly) supervised
relation extractor to tackling these two challenges [1][2][3][16][17]. With the growth of the
social Web, much human knowledge has been contributed by a large crowd of users and stored
in knowledge bases, such as Wikipedia, Freebase, etc. With such freely available knowledge, it
becomes possible to use a large set of entity pairs known to have a target relation to generate
training data. The key idea is to use a database of relations to generate a number of sentences
containing certain entity pairs.
However, while distant supervised approaches have been widely applied to general domains,
their main source of knowledge for distant learning is Freebase. Other domains such as the
biomedical domain hardly benefit from the existing methods, because the freebase does not
contain much specialized biomedical knowledge. Currently, biomedical relation extraction
mainly relies on supervised approaches. State-of-the-art approaches for relation extraction in
the biomedical domain are mainly focusing on protein-protein interactions [18][19] because of
the essential roles of genes and proteins in understanding biological processes. Other
associations of interest include interactions between drugs [20], proteins and point mutations
[20], proteins and their binding sites [21], genes and diseases [22], and genes and phenotypic
context [23]. The Genia Event task in BioNLP Shared Task aims at leveraging text mining and
natural language processing techniques for information extraction from biomedical literature.
This event has been organized for three years [24][25][24]. In 2013, the task introduced 13
types of relations. The best performance for relation extraction overall all types of relations can
be achieved at an F-score1 of around 0.5.
1

F-score is a measure of accuracy.
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In this project, we explored a more general distant supervision approach that can be
generalized to a broader range of domains. The method is able to glean knowledge for
extraction from multiple distant sources, including the results of other open extraction
solutions.
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Results
Methods
This section provides an overview of the major steps in our method, which is summarized in
Fig.1. Implementation details are presented in the following Sections A-C. Given a large text
corpus, we first use biomedical dictionaries and taggers to annotate sentences with entities of
interest. Parse trees of those sentences containing entity pairs were generated, from which we
used our proposed rules to identify interdependency entities. After using features to represent
each pair of entities or groups of entities, we developed a hybrid model incorporating distant
supervision and open information extraction technique, to decode the relationships between
each of the entities pairs/groups at both corpus and sentential level.

Fig. 1. Overall Architecture
A. Entity Annotation
The first stage of the architecture is to annotate sentences with entities of interests. In this
study, we aim at extracting relationships between two types of biomedical entities, brain
regions and genes. Therefore, we utilize the following resources and toolkit to annotate
sentences: 1) the Brain Regions Hierarchy from Neuroscience Information Framework (NIF)2 ; 2)
a comprehensive brain dictionary provided by Elsevier3; and 3) the Penn BioTagger4.
We first selected sentences containing brain regions and genes individually. For brain regions,
we used string matching to annotate sentences with brain mentions. For genes, we relied on
the Penn BioTagger to annotate sentences containing genes. After that, we retained sentences
containing both brain regions and genes. It is noted that there are multiple entities occurring in
one sentence. We will show how our proposed grouping strategy will be applied to find
interdependency entities and generate corresponding features.
B. Grouping Strategy
Once a set of sentences containing two types of entities are gathered, traditional approaches
for relation extraction usually start with multiple level analyses of the context surrounding
those entities such as preprocessing (tokenization, POS tagging, etc.), partial or full syntactic
parsing, and dependency parsing. After that, features for each pair of entities are extracted for
training statistical machine learning model. This way of transforming a set of sentences into a
set of feature representations for each entity pair is based on the assumption that entity pairs
are independent. However, this is often violated in the biomedical domain.
Take the following sentence as an example:
2

http://neurolex.org/wiki/Brain_Regions_Hierarchy
http://www.elsevier.com/
4
http://www.seas.upenn.edu/~strctlrn/BioTagger/BioTagger.html
3

7

In the AD brain, decreased BDNF protein levels were reported in hippocampus, entorhinal
cortex, and temporal neocortex, while no changes were observed in areas less affected by the
disease, such as the frontal, parietal, and cerebellar cortices.
From this sentence, BDNF was tagged as a gene, and hippocampus, entorhinal cortex, and
temporal neocortex, frontal, parietal, and cerebellar cortices were tagged as brain regions.
Traditional methods will convert the sentence into six pairs of entities, (BDNF, hippocampus),
(BDNF, entorhinal cortex), (BDNF, temporal neocortex), (BDNF, frontal cortices), (BDNF, parietal
cortices), and (BDNF, cerebellar cortices). Then, six individual feature vectors will be generated
for each of the entity pair (see Section III.C for details of feature representation).
Table 1. Rules for grouping entities
Category

Examples of patterns

Examples of phrases

Two
consecutive
nouns

(NP (NN striatum) (CC and) (NN nucleus))

Striatum and nucleus

(NP (NN DOPAC) (CC and) (NN HVA))

DOPAC and HVA

(NP (DT the) (NN cortex) (CC and) (NN
hippocampus))

The cortex and
hippocampus

(NP (NP (JJ ventral)) (CC and) (NP (NN dorsal)
(NN hippocampus)))

Ventral and dorsal
hippocampus

(NP (NP (NN AChE)) (CC and) (NP (JJ
antioxidant) (NNS enzymes)))

AchE and antioxidant
enzymes

Multiple
consecutive
nouns

(NP (NN cortex) (, ,) (NN hippocampus) (CC
and) (NN brain))

The cerebral cortex,
hippocampus and striatum

(NP (NN GABA) (, ,) (NN aspartate) (, ,) (NN
glutamate) (, ,) (NN glycine) (CC and) (NN
alanine))

The GABA, aspartate,
glutamate, glycine, and
alanine

Multiple
consecutive
noun phrases

(NP (NP (DT the) (JJ medial) (JJ prefrontal) (NN
cortex)) (, ,) (NP (NN nucleus) (NNS
accumbens)) (, ,) (NP (JJ medial) (NN corpus)
(NN striatum)) (, ,) (CC and) (NP (NN
hippocampus))))

The medial prefrontal
cortex, nucleus accumbens,
medial corpus striatum, and
hippocampus

(NP (NP (DT the) (NN hippocampus)) (, ,) (NP
(NN choroid) (NN plexus)) (, ,) (CC and) (NP (JJ
frontal) (NN cortex))))

The hippocampus, choroid
plexus, and frontal cortex

Two
consecutive
noun phrases
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However, from a linguistic perspective, the first and second three brain regions are parallel with
each other. Therefore, the relationships of the two sets of three brain regions with BDNF
should be the same. Indeed, consecutive entities occurred in one sentence are quite common
in biomedical literature – almost one third of the sentences in our experimental dataset contain
interdependency brain regions and genes.
In dealing with this problem, we first utilize Stanford parser5 to generate parse trees for all the
sentences; and then develop some heuristics rules to find parallel entities from each sentence.
The rules are summarized in Table 1. Examples of rules include consecutive nouns or noun
phrases. We can infer that if any of the noun phrases in the chunks has been annotated with a
brain region or gene, any of the nouns in the chunks is a brain region or a gene name.
Therefore, in addition to identifying the interdependency entities, those rules are also
beneficial for finding entities that are either not included in the dictionary or not identified by
the tagger.
Fig. 2 and 3 show the difference of entity pair instance between before and after grouping
consecutive entities. Before identifying the parallel structure, we need to deal with six
independent entity pairs. After applying the rules to find grouping entities, the six brain regions
are categorized into two groups. Those two “brain combinations” will be paired with the gene
to construct two entity pairs.

Fig 2. Before grouping entities

Fig 3. After grouping entities

C. Feature Generation
Our features are based on standard features from the literature [1]. Each feature describes
how two entities are related in a sentence from lexical and syntactic perspectives.
Lexical features
Lexical features describe specific words between and surrounding the two entities in the
sentence in which they appear. Examples of lexical features include:

5



Bags-of-words of the two entities



Bags-of-words of the sequence of words between the two entities



The sequence of words between the two entities



The part-of-speech tags of these words

http://nlp.stanford.edu/software/lex-parser.shtml
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A flag indicating which entity came first in the sentence



A window of k words to the left of Entity 1 and their part-of-speech tags



A window of k words to the right of Entity 2 and their part-of-speech tags

Syntactic features
In addition to lexical features, we also include a number of features based on syntactic analysis
of sentences. The sentences are first parsed by Stanford dependency parser6. Then, the
shortest dependency path between those two entities is extracted, which shows the types and
directions of each of the dependencies from one entity to another.
Based on our grouping strategy, entities in one group will share some of the lexical features
such as word sequence, POS tags, etc.; and syntactic features. Take the three entity pairs
(BDNF, hippocampus), (BDNF, entorhinal cortex), and (BDNF, temporal neocortex) extracted
from the sentence mentioned in Section III.B for example. Before grouping those brain regions
into one group, the feature of word sequence between two entities would be “protein levels
were reported in”, “protein levels were reported in hippocampus”, and “protein levels were
reported in hippocampus, entorhinal cortex, and”, respectively. After grouping those brain
entities, the word sequence feature for those three entities pairs would be “protein levels were
reported in”, which is the sequence between the gene BDNF and the “brain combination”.

Tools, prototypes, demos
We have developed a prototype tool for extracting gene expression relationships based on
10,000 Elsevier articles. Fig. 4 shows a screenshot of the prototype tool.

Experimental Evaluations
We used the Elsevier Neuroscience corpus to apply the distant supervision method. After
extracting a sample of 10,000 full-text articles from the corpus, we use BioTagger [27] and NIF
ontology7 to annotate sentences containing both genes and brain regions. Then, those
sentences were annotated with both genes and brains. We conducted the following
experiments to test the performance of the relation extractor with and without the grouping
strategy.

6
7

http://nlp.stanford.edu/software/stanford-dependencies.shtml
http://www.neuinfo.org/
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Fig. 4. Screenshot of the Prototype for Gene Expression Extraction
Sentential-Level Relation Extraction Using Supervised Approach
We first tested the performance of a fully-supervised approach incorporating our proposed
grouping strategy. We manually labeled 259 sentences in which 215 unique pairs of entities cooccur. Ninety-five (95) out of the 259 sentences contain interdependency entities. One
hundred and fourteen (114) sentences are labeled as positive examples; and 143 sentences are
labeled as negative examples. We apply two classic supervised learning models, Support
Vector Machine (SVM) and Logistic Regression (LR) to test the performance of the relation
extraction task. Given that the number of labeled examples is small, we use 10-fold cross
validation to test the prediction performance of the models. Table 2 shows the averaged
precision, recall, and F1-value achieved by the two models, without/with the grouping strategy.
For those two classifiers, the grouping strategy can help boost the F1-value by 6% and 9.6%.
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Table 2. Relation Extraction Results Using Supervised Approaches
SVM (Before
grouping
entities)

SVM (After
grouping
entities)

LR (Before
grouping
entities)

LR (After
grouping
entities)

Precision

0.757

0.804

0.736

0.805

Recall

0.759

0.808

0.737

0.812

F1-Value

0.758

0.805

0.736

0.807

Sentential-Level Relation Extraction Using Distant Learning Approach
We take 7,700 unique entity pairs along with 30,000 evidences containing those entities as
training examples to train the distant learning model and used the labeled 215 entity pairs
along with their 259 occurrences as test examples. 8310 dimensional of features are extracted
to represent the data. Table 3 shows the results of applying distant supervision method to
relation extraction. As we do not rely on human labeled data to train the model, it is reasonable
that the performance of the distant learning model is inferior to that of fully-supervised
models. However, adopting the grouping strategy will increase both the precision and recall.
Table 3. Relation Extraction Results Using Distant Supervision Approach
Before grouping
entities

After grouping
entities

Precision

0.427

0.533

Recall

0.427

0.533

F1-Value

0.427

0.533

Corpus-Level Relation Extraction Using Distant Learning Approach
In addition to decoding sentence-level relations, we also compared the performance of relation
extraction at corpus-level. For the 7,700 entity pairs from the second experiment, we randomly
selected half of the data into the training set and another half into the test set. Then, we
applied the same feature engineering procedure to extract 5,300 features. After representing
the data, we trained the distant learning model and used it to predict the relations for each of
the entity pairs in the test set. Fig. 5 shows the precision recall curves for the model
without/with the grouping method. The model incorporating the grouping strategy achieves
12

better precision over the baseline at the recall level between 0 and 0.15, except the very low
recall range of approximately 0-1%. At the recall level between 0.15 and 0.4, the model with
grouping strategy works slightly worse than the baseline; but the precision increases from the
recall level of 0.4, which is competitive with the baseline.

Fig. 5. Precision Recall Curves of Distant Learning Model
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Functionality of Innovation(s)
In this project, we developed a novel distant learning model to extract relations between given
pairs of entities. Innovations include:


The proposed model does not require any human labeled examples. It saves a
significant amount of human labor on annotating training examples.



The proposed model leverages the results of existing open information extraction
systems, and combines them with a distant learning method. The approach is unique in
that it extends the capability of the distant supervision method for a variety of domains.



The proposed model also takes into consideration the interdependency characteristic of
domain entities. Results show the proposed model with grouping strategy achieves
promising results, compared with baselines at both sentential level and corpus-level.

14

Conclusions and Recommendations
We developed a distant supervision method using the biomedical literature corpus provided by
Elsevier. The promising evaluation results indicate that it is possible to develop a flexible
distant supervision approach that can learn from multiple sources of knowledge. A distant
supervision approach will save a significant amount of human labor in building machine
learning models for information extraction.
The current prototype is based on the extraction of 10,000 articles due to the limitation of the
computing power of the research machines. We recommend extending the current
implementation to cloud computing infrastructure for processing much bigger data.
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Impact and Uses/Benefits
Working with the IAB member Elsevier, we developed the proposed distant supervision
approach for gene expression relation extraction. The development was primarily led by
Elsevier’s particular interests. However, the approach can be easily generalized to other IAB
members’ data sets. The outcomes of the project provide techniques for easily processing big
data in analytic environments. The results of the study improve productivity for extracting
greater value from big unstructured data.
The modules of the system are implemented in Python and Java languages. The entire system
consists of three subsystems:


Data Preparation



Entity Annotation



Relation Extraction

Fig. 6 shows the software component diagram of the implemented system. Each component
corresponds to one or more programming functions.

Fig. 6. Software Component Diagram
Table 4 lists the descriptions of some programing functions. The description includes function
name, input, output and usage. The complete API will be provided in a software package.
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Table 4. Descriptions of Example Programming Functions
Function: XML Parser
Script: ElsevierParser.py
Input: xml file
Output: xml file
Command: python ElsevierParser.py input-xml-file output-xml-file
Function: Brain and Gene Identification by Aggregating annotations for each sentence
Script: ElevierBrainGeneAnnotation.py
Input: a set of sentences containing both brains and genes
Output: a set of sentences, each of which is annotated with multiple brains and genes
Command: python ElsevierBrainGeneAnnotation.py output-gene-sents output-brain-gene-sents
Function: Parse sentences into dependency path trees and extract shortest path between two
entities
Scripts: ElsevierDep.jar
Input: annotated sentences
Output: annotated sentences with shortest dependency paths
Command: java –jar ElsevierDep.jar annotation-brain-gene-sents dep-brain-gene-sents
Function: Feature generation
Lexical features
 Script: generateLexFeatures.py
 Command: python generateLexFeatures.py dep-brain-gene-sents lex-set lex-vec
Dependency path features
 Script: generateDepFeatures.py
 Command: python generateDepFeatures.py dep-brain-gene-sents dep-set dep-vec
Dependency word features
 Script: generateDepWordFeatures.py
 Command: python generateDepWordFeatures.py dep-brain-gene-sents dep-word-set
dep-word-vec
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Executive Summary/Abstract
Objectives: This project has four primary objectives. First, we developed improved methods
for sentiment analysis that simultaneously generated aspects and the related user sentiments.
Second, we developed improved topic evolution models, which better captures topics and their
evolution over time. Third, we developed a high-speed, distributed clustering algorithm, as
graph clustering is utilized by many social media analytic techniques. Fourth, we sought to
enhance the ability to detect emerging events by detection and tracking of subevents as well as
incorporate data from multiple data sources.

Methods: The Event Detection on Onset with Subevents (EDOS) method leverages a simple
evolution method to detect subevents; it recasts the initial EDO graph pruning step into a graph
fusion step for low-cost incorporation new media data. By eliminating weak associations in the
similarity matrix, the proposed Pruned AP method reduces the original AP complexity from
O(N3) to O(N), significantly reducing time for data processing and network communication.

Results: The EDOS method is still able to detect both the onset of events and detect new
subevents, within 3 minutes of the first event occurrence. The proposed Pruned AP distributed
method is not only efficient and scalable but also producing competitive clustering quality. In
addition, results shows that JSDDP-W and JSDDP-P outperform all other models for sentiment
analysis, and the phrase model JSDDP-P performs better than the word model JSDDP-W.

Conclusions: The EDOS works; however, use of a distributed computational environment and
developing strong summarization methods would be highly beneficial. We developed a new
probabilistic model for sentiment analysis, namely Joint Similarity Dependency Dirichlet Process
(JSDDP), which extends the Dirichlet Process. This model has solved the problem of determining
the number of aspects faced by LDA extended models.
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Differences from Current State of Art
Simultaneous Aspect and Sentiment Generation
Overview
Sentiment analysis studies the public opinions towards an entity; it is an important research
area in data mining. Recently, a lot of sentiment analysis models have been proposed, including
supervised and unsupervised approaches. However, the role of supervised models has been
undermined by the phenomenon of big data and the unsupervised ones are drawing more and
more attention. To solve these problems, this paper proposes a novel hybrid HDP-LDA model.
This model can automatically determine the number of aspects, distinguish factual words from
opinioned words, and effectively extracts the aspect specific sentiment words. Experiment
result shows that our model can clearly capture the aspects people mentioned and the specific
sentiment words they use in each aspect, improving the performance of sentiment analysis
efficiently. At last, we compare our model with other influential models, such as JST, AUSM and
MaxEnt-LDA, on the online restaurant review, and the experimental results demonstrates the
advantages of our model over the mentioned models.
Differences
Most current unsupervised methods are LDA-based, and they need to specify the number of
aspects in advance, making them subjective. In addition, these methods treat factual words and
opinioned words the same, and assume that one sentence contains only one aspect, all of
which make the existing unsupervised methods unsatisfactory..

Enhance Topic Evolution
Overview
We study the problem of topic modeling in continuous social media streams and propose a new
generative probabilistic model called Hash-Based Stream LDA (HS-LDA), which is a
generalization of the popular LDA approach. Performance of the new algorithm was evaluated
against classical LDA approach as well as the stream-oriented On-line LDA and SparseLDA using
data sets collected from the Twitter microblog system and an IRC chat community.
Experimental results showed that HS-LDA outperformed other techniques by more than 12%
for the Twitter dataset and by 21% for the IRC data in terms of average perplexity.
Differences
The model differs from LDA in that it exposes facilities to include inter-document similarity in
topic modeling. The corresponding inference algorithm outlined in the paper relies on efficient
estimation of document similarity with Locality Sensitive Hashing to retain the knowledge of
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past social discourse in a scalable way. The historical knowledge of previous messages is used
in inference to improve quality of topic discovery.

Affinity Propagation
Overview
The Affinity Propagation (AP) method for data clustering was proposed in a Science article in
2007 based on the idea of passing messages among data points [Frey and Dueck, 2007]. The
algorithm consists of a series of iterative steps which finally converge to a set of values: the
cluster centers and data points that fall under those centers. AP takes as input a matrix of
similarity values of data points and assigns special relationships among them through iterative
computation.
Differences
One major problem with the classic AP algorithm is that it is computationally complex in the
context of text clustering. When computing similarities among documents, it is likely that any
two documents have terms in common and hence non-zero similarity scores in the similarity
matrix. Therefore, the AP algorithm has to calculate the availability and responsibility scores for
nearly N2/2 pairs of <doc_1,doc_2>, where N is the number of documents, which in turn takes
roughly N steps as each update requires N-1 other data points in the aggregation (e.g., sum and
max) functions. The classic AP method has a computational complexity of O(N3). Even with a
large cluster of computer nodes, the AP clustering method can hardly scale as a moderate
increase in the number of data points (documents) will dramatically increase data processing
time.
To reduce clustering time and improve the scalability of AP clustering on MapReduce, in the
proposed Pruned AP method, we reduce the number of similarity pairs by pruning the similarity
matrix/network. Specifically, for each data point (document), we only keep the top K most
highly similar documents and remove other associations from the matrix. To update pair-wise
responsibility and availability scores, the modified method only needs to compute KN pairs,
each of which takes roughly K steps. Overall it takes K2 N steps to update all scores in each
iteration which is O(N) complexity if K can be kept constant.

Emerging Event Detection
Overview
Event detection evolved from topic detection, which was part of Topic Detection and Tracking
(TDT) that started as a DARPA program in 1997. Topic detection can be broadly classified into
two categories: document-pivot methods which detects topics based on semantic distance
between two documents [Yang et al, 1998] and feature-pivot methods which tracks words and
discovers topics by grouping words together [Kleinberg, 2002]. Original event detection from
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news articles and blogs concentrated on document-pivot methods to detect new events from a
steam of stories [Brants and Chen, 2003], similar techniques have been implemented on
Twitter domain where locality sensitive hashing (LSH) is applied to each tweet and is compared
to a set of predefined topics to group similar tweets that denote an event [Petrovice et al,
2010]. Feature-pivot methods are also used on Twitter streams to identify bursts of events and
identify events based on co-occurrence of terms [Mathioudakis and Koudas, 2010].
First successful use of tweets to detect an event was by Sakaki et al. [Sakaki et al, 2010] who
proposed event detection as a classification problem. They designed a classifier using support
vector machines that uses keywords and context of the tweet to detect earthquakes in real
time. Earle et al. [Earle et al, 2012] used sudden bursts of related words, using the ratio of a
word appearing in current time period to the previous time period in order to predict the onset
of earthquakes. TEDAS [Li et al, 2012b] is another event detection system that uses information
like user location, user credibility and hashtags to define a classifier to detect crime and disaster
related events. Choudhury et al. [Choudhury and Breslin, 2011] uses an entity-based approach
to event detection, where domain knowledge from Wikipedia is used to identify sub-events
during a specific gaming event. Twevent [Li et al, 2012a] tokenizes the words using Microsoft Ngram service and Wikipedia to calculate importance of the word. This is heavily dependent on
speed of the services. It is also limited by the fact that not all words are available on Wikipedia.
Our previous approach for event detection reduces the computations to a minimum, by
comparing historical data to a minimum. We use a simple Kullback-leibler divergence model
[Kullback and Leibler, 1951] to identify bursty words and then eliminate all the words that are
not considered important. To identify events, we cluster all the bursty keywords using a liner
time voltage based clustering [Wu and Huberman, 2004].
Event tracking on social media has also seen increased interest lately. Trends are tracked for
various topics over time using a statistical measure based on burstiness of words and
information diffusion [Lin et al, 2010]. Smoothing techniques are also used to integrate
foreground models with background models to work on continuous tweet streams [Lin et al,
2011]. Ying et al. [Yin et al, 2013] expands upon the smoothing techniques to also use social
information to track topics over time.
Pohl et al [Pohl et al, 2012] did some work on subevent detection on multimedia data
concentrating on Flickr and YouTube. They perform clustering using self-organizing maps on
features extracted form metadata of images and videos. Similar work has been done by Dhekar
at al [Dheka and Toshniwal, 2013] where they used features like post date and location
extracted from the video to identify subevents within an event.
We track clusters using Kullback-Leibler divergence model and relate different clusters over
time. We use Grubbs outlier test [Grubbs, 1950] to identify large change in clusters.
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Differences
There has been some work done in integrating data from multiple sites like Flickr and YouTube.
However, we have found little work done with respect to integration of data from websites
with large differences in quality and quantity. Our method is able to combine the events from
both Twitter and Tumblr without one data source overwhelming the events from a
comparatively smaller data source.
To the best of our knowledge, the subevent detection model has not been tackled before on
unstructured social media text. The previous work has been done on Flickr and YouTube, but
has not been attempted on Twitter or Tumblr. There has been some work done on topic
evolution, which concentrated on identifying continuity of an event over time. We are not only
interested in identifying relationships between clusters from different time periods, but also
calculating the degree of change and categorizing an outlier from usual change.
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Results
Methods
Simultaneous Aspect and Sentiment Generation
We have developed a new probabilistic model for sentiment analysis, namely Joint Similarity
Dependency Dirichlet Process (JSDDP), which extends the Dirichlet Process. This model has
solved the problem of determining the number of aspects faced by LDA extended models.
Based on JSDDP, we have realized two kinds of models, the word model JSDDP-W and the
phrase model JSDDP-P. In JSDDP-W, we use a Bernoulli distribution to simulate a word’s
probability of being factual or opinioned. In JSDDP-P, we use Stanford Dependency Parser to
transform a document into a series of phrases.
Both of our two models can efficiently distinguish factual words from opinioned words and find
the aspects within a document set, and then find the aspect specific sentiment words within
each sentiment of a certain aspect. After evaluation, we find that our models JSDDP-W and
JSDDP-P outperform all other models in comparison, namely, LDA, HDP, JST, ASUM, MaxEntLDA and JAS. With experiment and evaluation, we find JSDDP-P performs better than JSDDP-W.
However, our models are a little time consuming. When the dataset contains more than 3000
long reviews (longer than 500 words), it may take more than 10 minutes to finish its work.
Therefore, in the future, we will figure out how to speed it up.
Enhance Topic Evolution
We developed a novel hierarchical topic model called Microblog-hLDA that is designed to
address challenges inherent to social media corpora. We evaluate the performance of the new
model against related approaches that include Hierarchical LDA, Tree-Structure Stick Breaking
and Recursive Chinese Restaurant Process. We compare these algorithms in terms of heldout
log-likelihood and topic specialization using three large social media data sets. Our evaluation
shows that the Microblog-hLDA outperforms comparable approaches by a significant margin.
Affinity Propagation
For Pruned AP on Hadoop, experimental evaluation confirms that clustering time is
proportional to the number of documents N and can be reduced with an increased number of
parallel processors (reducers) Nr. Clustering time T is roughly 1/Nr for both Pruned AP and
classic AP methods.
Experiments have also shown that Pruned AP, by skipping weak associations from the similarity
matrix in clustering computation, is much more scalable than the classic AP method. Whereas
classic AP has a O(N3) time complexity, Pruned AP clustering time is linear to N when K (the
number of top similarities to use in computation) is kept constant.
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Emerging Event Detection
There are two main aspects of emerging event detection that are important for better
detection and tracking of emerging events which are 1) Incorporating multiple websites to get
better coverage of events and 2) To track events by identifying change in events over time. We
utilize the event detection model that was proposed during year 1 as a base. There are four
main phases in the event detection process, 1) Extract word tokens and generate a cooccurrence graph, 2) Extract a subgraph based on nodes that start to exhibit high changes
based on divergence score, 3) Cluster the subgraph using voltage based clustering and, 4) Apply
topic evolution process to verify detected events and eliminate noise. The process is
illustrated in the figure below.

Figure 1. Event Detection on Onset (EDO)
Incorporating Multiple Social Media Sites
When examining the incorporation of multiple social media sources into the event detection
process, three different solutions were identified. These are:
1. Combine the data streams as the data arrives and treat the result as a single source
2. Extract sub graphs from data sources independently and combine them after extracting
the subgraph.
3. Complete the event detection process on both data sources and combine the event
clusters from two data sources.
The different versions can be seen in Figures 2, 3, and 4.

Figure 2. Event Detection on Onset with Multiple Sites, Solution 1
For the purpose of this effort, we concentrated on Tumblr; Tumblr is a microblogging platform
that allows the posting of various types of media, including short blogs, photos and video.
Moreover, similar to Twitter hash tags, Tumblr also allows (and encourages) the association of
tags with the posts.
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For this study, we are using both Twitter and Tumblr. We utilize Twitter, as it was studied in
the year 1 event detection effort. Tumblr was chosen in part, as it highlights one of the
problems that can impact the integration scheme, namely, the differences in the quality and
quantity of the information generated by the sites. In the case of Tumblr, the frequency of
posts is really small compared to Twitter. In addition, the Tumblr tags are often phrases rather
than word tokens extracted from Twitter.

Figure 3. Event Detection on Onset with Multiple Sites, Solution 2

Figure 4. Event Detection on Onset with Multiple Sites, Solution 3
Creating a Single Word Graph
When producing a single word graph, each node can be classified into one of three categories.
These are Twitter Only, Tumblr Only, or Both. Twitter Only nodes are a result of a word found
only in tweets; it never appears in the Tumblr posts. Tumblr Only nodes are composed of a
word or phrase that appears only in Tumblr posts but not in Twitter tweets. Finally, Both nodes
have words that appears in both Tumblr and Twitter. These distinctions are important when
the graph filtering occurs. The filtering process depends on several parameters; the key ones
are the thresholds used to determine if a term is emerging, important, or irrelevant. If we use
the thresholds established in the Year 1 effort, then most (if not all) of the Tumblr Only nodes
are removed. In the preliminary experiments conducted, the end result of the event detection
method was event clusters that were identical to the clusters formed using only Twitter data.
On the other hand, if we reset the thresholds to keep relevant Tumblr Only nodes, then we also
kept more of the irrelevant Twitter Only and Both nodes; this leads to more spurious clusters
and/or harder to interpret event clusters. As a result, this option was not pursued and no
detailed studies conducted. See Figure 2.
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Graph Merging Prior to Clustering
We generate different word graphs for each data source and identify the words that are
starting to trend for each data source separately. This would allow us to set separate thresholds
for each data source based on the flow of information. Then we could combine these two
graphs based on the words that are common between the two sources and then perform the
clustering on them. See Figure 3.
Graph Merging Post Clustering
Another option is to combine the graph based on the event clusters identified for both the data
sources. We identify the cluster similarity model used in [Goldberg et al, 2010] to identify
clusters that are similar. However, the nodes from Tumblr data are usually word phrases
compared to word tokens from Twitter. We tokenize the nodes from Tumblr to help us identify
clusters that are similar with a better accuracy. See Figure 4.
Subevent Detection
Subevent detection falls under the criteria of event tracking, where new information is coming
in a continuous stream. Subevent detection is a two-step process, where the first step is to
identify the event clusters from the social media data. The next step is to identify the changes
in clusters from the clusters from the previous time period. We identified four scenarios that
can happen when an event evolves from one time period to another; they are
1)
2)
3)
4)

There is no substantial change in cluster
A cluster is divided into multiple clusters
Multiple clusters combine to form a bigger cluster
There is a substantial change in cluster that reflects a major change in the real world.

The second and third scenarios are easily identified in our event evolution process, where we
chalk the relationship of a cluster to those in its previous time period. The problem here is to
identify substantial change in cluster. To do this we introduce the concept of divisive clusters. A
divisive cluster is one that undergoes a substantial change from the clusters in the previous
time period or from the previous divisive cluster. Each divisive cluster is identified as a Subevent
in the event monitoring process.
We identify substantial change in the cluster using Grubbs test. We detect the change in cluster
from each time interval and calculate the outlier using the formula given below
|

|

where Y is the current divergence value, s and are mean and standard deviation of divergence
scores of clusters from previous time periods with the divisive cluster respectively. If G is
greater than a threshold, then the cluster is said to be significantly different from its previous
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divisive cluster. If a cluster divides into multiple clusters or multiple clusters combine to form a
bigger cluster, the new clusters are considered the most divisive clusters.

Tools, Prototypes, and Demos
Simultaneous Aspect and Sentiment Generation
A prototype program has been developed and tested.
Enhance Topic Evolution
A prototype program has been developed and tested.
Affinity Propagation
A prototype AP program on Hadoop has been developed and tested on one of our Hadoop
clusters.
Emerging Event Detection
At present, we have two versions of the Event Detection on Onset with Subsets (EDOS) concept.
The first is a demonstration system that analyzes tweets in real time, and displays the detected
events and subevents. The second is a set of command-line tools that permit the analysis of
stored tweets. The second system is designed to allow comparison work and exploration of
different ideas; the first system is designed to present how the EDO techniques operate as a
whole. In addition, a slightly modified version of the prototype AP program exists. The
modifications (a) allow the AP algorithm to read in the merged graphs created both Twitter and
Tumblr and (b) redefines co-occurrence count between nodes as the similarity measure.

Experimental Evaluations
Simultaneous Aspect and Sentiment Generation
The dataset we used is the restaurant review. This review dataset is manually annotated and
covers 150 restaurants with about 3,400 sentences which are parsed on the aspect level. Each
sentence is assigned one or more aspects and sentiment label. The six aspects labels are food,
staff, price, ambience, anecdote and miscellaneous, and the three sentiment labels are positive,
negative, and neutral.
Enhance Topic Evolution
In order to validate the utility of our model, the approach was tested on two distinct data sets.
Our first data set consisted of 1,000,000 English language messages collected from Twitter
micro-blog site using its public sampling API over a period of one week. The second data set
was comprised of 300,000 English language chatroom messages collected by connecting to the
public irc.freenode.net public chat server and monitoring chat rooms with more than 150
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chatters for the same one week period. Filtering of non-English texts was accomplished with
the help of the open source language-detection8 library.
Affinity Propagation
Data Collection
We use a subset of PubMed Central (PMC) archives for clustering experiments in this study. The
collection includes biomedical and life sciences journal literature at the U.S. National Institutes
of Health’s National Library of Medicine (NIH/NLM), available at
http://www.ncbi.nlm.nih.gov/pmc/tools/ftp. All the articles in the PMC open access subset are
provided as HTML files. We randomly chose 10 journals from the subset and selected 2,000
abstracts for the main experiments.
We treat the ten journals as categories that the articles/abstracts belong to in the ground truth,
which include: BMC bioinformatics; Current Cardiology Reviews; International Journal of
Shoulder Surgery; Alzheimer’s Research & Therapy; Comparative Hepatology; Allergy, Asthma,
and Clinical Immunology; Journal of Foot and Ankle Research, etc. Clusters generated from
experiments are compared to these categorical journals for effectiveness evaluation.
Experimental Setup
We conduct experiments on the developed data clustering algorithms and related processes on
a Cloudera Distribution of Hadoop (CDH) cluster, which consists of three dual-quadcore Intel
servers, totaling 24 processors. With the various map/reduce processes we have developed, we
tokenize documents into single words, collect term frequencies and document frequencies,
build an inverted index with postings of TF*IDF weights, and compute pair-wise cosine
similarities based on the postings. All data are stored, accessed, and communicated through the
Hadoop Distributed File Systems (HDFS).
Evaluation Metrics
Using categorical labels available in data as the gold standard, we evaluate clustering results
based on several classic metrics, namely, purity, rand index, precision, recall, and F1. Whereas
rand index measures clustering accuracy by taking into account both true positive and true
negative, classic evaluation metrics such as precision and recall, emphasize the ability to find
relevant answers/pairs (true positive). Purity and precision are similar in that they both focus
on the internal accuracy within each cluster. Recall, on the other hand, addresses the
effectiveness of having as many relevant document pairs as possible in one cluster. With these
various metrics, we were able to examine strengths and weaknesses of the proposed methods
in multiple perspectives.

8

https://code.google.com/p/language-detection/
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Evaluation Results
Results show that Pruned AP takes only a fraction of time needed for Exact AP clustering. For
example, with K = 10, Pruned AP takes about 20 seconds to process 10, 000 documents
whereas Exact AP uses about 5, 000 seconds. With larger K values, clustering time for Pruned
AP becomes longer but remains significantly faster than Exact AP. Further analysis confirms that
clustering time of Pruned AP (e.g. with K = 80 and K = 160) is linear to the number of documents
N. Exact AP clustering time increases dramatically with the increase of collection size N. Pruned
AP is much more scalable than Exact AP clustering. The efficiency gain is greater with larger
data collections.
For Pruned AP, results indicate that any efficiency degradation due to growing data (increased
collection size) can be offset by using a larger number of parallel processes. With clustering
time T ∝ N and T ∝ 1/Nr for Pruned AP, clustering time can be maintained at a roughly constant
level if we can grow computing capacity at the rate of data growth.
It is also shown that a smaller K value (top number of similarities to retain in clustering
computation) leads to shorter clustering time of Pruned AP. Figure 3 plots the relation of
clustering time T to K on different collection sizes in the experiments. Analysis reveals that the
relation is closer to a linear function than a quadratic one.
Emerging Event Detection
In this section we evaluate our methods of combining data from multiple sources and subevent
detection methods.
Dataset
We collected the tweets from Twitter and posts from Tumblr based on a list of keywords used
by Department of Homeland Security (DHS) to monitor social media. Twitter returns all the
tweets that contain any of the words in the original keyword list as long as it is within 1% of the
tweets at that moment in its system. We collected 2.1 million tweets over the course of a week
starting April 30th, 2013 to May 6th, 2013. We had an average of 208 tweets per minute, with
150 tweets during normal periods and reaching up to 300 tweets at maximum during the
timescale of data collection. We collected the data from Tumblr retroactively for the same time
period. We had an average of 18 posts per minute, with 15 posts during the normal time period
and 25 posts during the time of an important event.
Multiple Sites
Experimental Setup
Our method is targeted at detecting events as soon as possible. As a result, we evaluate the
data every minute; our total processing time needs to be under a minute. Twitter data is
received via a push mechanism; therefore, we can be assured that we have all the potentially
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relevant up-to-date data when the event tracking processed is executed. Tumblr, however, is
handled via a pull mechanism. It allows us to submit one keyword or phrase at a time, with a
requested time period. In turn, Tumblr allows us to retrieve posts in twenty unit increments.
As a result, we need to cycle through the keywords/phrases one at a time. If there are a
number of words/phrases, we cannot guarantee that we will cycle through all of them within
one minute. As a result, the event detection algorithm is designed to process all the Tumblr
data gathered within the one minute interval, while the data is gathered in a round robin
fashion for each keyword from the last update.
To combine the data before the clustering process, we consider words to be emerging on
Twitter if they increase their KL value by at least 5. Similarly, a word is considered important if it
has a KL value of 100, i.e. a word which has not been seen before is considered important if it
appears at least 10 times in a single time period. Since the Tumblr data is produced at a slower
rate, we consider a word to be emerging if they increase a value by at least 2.5 during the
previous 5-minute interval. Similarly, a word is considered important, if it has a KL value of 30,
i.e. a word that has not been seen before is considered to be important if it appears at least 5
times in a single time period.
After we get the clusters from event evolution process (3 minutes), we combine the clusters
from Twitter and Tumblr based on the similarity between clusters from Twitter and Tumblr.
We compare the event detection by considering Twitter and Tumblr individually and then on
both the sources together. We also present the results for both the combination techniques
presented earlier. Voltage based clustering is used for all these results presented for multiple
sites.
Results Analysis
In Table 1, we present the events detected for both Twitter and Tumblr individually and
together. It is impossible to identify all the events that transpired over the one week period due
to varying sizes and types of events, so we consider anything of importance. There were a total
of 347 events that occurred during the experimental period. A total of 304 events were
detected by just the Twitter data, 85 by just using the Tumblr data. Using data from both gave
us some leverage in identifying the events that were missed by using the data from just one
source. The Twitter and Tumblr data together identified 332 events when combined before the
clustering process, but identified 342 events when combined after the clustering. However, the
number of clusters that are not associated with any events also increased considerably when
the two data sources were combined after the event clusters were formed.
Table 2, shows the clusters of events related to the event and actual event detected using our
event detection system for both Twitter and Tumblr. All the clusters generated were evaluated
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by humans to categorize each cluster as an event or not based on the words that form the
cluster and the tweets that the clusters were based upon. All of these events were recognized
as new events by our system. There are cases where some words are missing because they do
not satisfy the criteria to extract them from the sub graph. This would result in the event
clusters to be incoherent. Tweets and context were also presented along with event clusters to
give a better understanding of event clusters.
Table 1. Comparison of Results for various social media sources

Number of events detected/
Total number of events
Number of events that were not
detected
Noise (clusters created that are
not events)
Execution time

Twitter

Tumblr
85/347

Twitter and Tumblr
(pre clustering)
332/347

Twitter and Tumblr
(post clustering)
342/347

304/347
43

309

15

5

43

47

52

74

42 seconds

23 seconds

44 seconds

46 seconds

Table 2. Detected Clusters and the Corresponding Event
Event Clusters from EDO

Event
Twitter
evacuated, dearborn, district, courthouse
Dearborn Court evacuated due to bomb threat
price, puts, hiding, cop, fugitive, cuba,fbi
FBI puts 2 million price on fugitive in cuba, who was
charged with killing a cop
evacuated, nypd, raymond, bronx, threat, bomb
School in Raymond, bronyx evacuated due to bomb
threat
airport, reported, person, fired, shots, iahhouston
Shots firead at Houston International airport
dropped, stuff, fall, recently, switzerland, scientists,
Switzerland scientists drops antimatter
antimatter, nuclear
flash, illinois, watch, issued, cdt, nws, central, warning, NWS waring to flash floods in Illinois
thunderstorm
terrorists, fbi, preventing, terrorism, easy, hindsight,
Bruce Schineiner special on Boston bombing on cnn
connect, boston, bruce, schneier, adds, cnn
near, blazes, curtin, australia, fascinatingpics, springs
Picture of a fire tornado near Curtin Springs, Australia
wildfire, california, homes, forces, evacuation,
California State University-Channel Islands evacuated
campus, channel
due to wild fires
center, memphis, thunderstorm, watch, pueblo,
Tornado warning in Memphis
issued, cdt, nws, severe, tornado, warning
photos, fbi, site, washington, benghazi, thursday,
FBI releases photos of Benghazi attack
releases, reuters, attack, men, release
Tumblr
Occupy Sandy, Forte Green, Occupy WallStreet,
Occupy wall street sets up distribution center for
Mayday Protests
mayday protests
Nobama, guantanamo, hunger strike, free prisoners
Obama called to free the prisoners from Guantanamo
Curtin Springs, smoke and fire
Picture of fire near Curtin Springs, Australia
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Subevent Detection
Experimental Setup
Our Subevent detection system is built upon our event detection model; it still processes all the
clusters and calculates subevents within a minute. So our time period is considered to be under
one minute. We collect all the clusters after the end of the minute and compare them against
the clusters from the previous time period. We perform subevent detection on Twitter and
Tumblr data using a pre clustering approach for event detection.
A cluster is said to have undergone substantial change from its previously known divisive cluster
if its divergence score is considered an outlier from the normal divergence scores. The outliers
are identified using grubs coefficient. A single cluster is considered to have undergone
substantial change if its Grubb’s coefficient is greater than 3, i.e. the change in divergence score
from normal should be three times higher than the standard deviation of the score. The Grubbs
coefficient also places a cap on time that a cluster cannot spawn a new subevent within 10 time
periods of previous divisive cluster.
Results Analysis
Table 3. Results for Subevent detection
Total Number of detected Events/Actual Events

332/347

Total Number of Clusters divisive clusters identified

2,162

Total number of subevents

1,993

Divisive clusters that are not subevents

169

Total number of subevents from division of clusters

1,497

Total number of subevents from merging of clusters

269

Total number of subevents from change in cluster over time

227

Average time a subevent is active

8.34 minutes

Average time an event is active

38.13 minutes

In Table 3, we present the results for subevent detection. There are a total of 332 events
detected in our dataset. We identified a total of 2,162 divisive clusters which represent
subevents. Of the 2,161 subevents identified by the system, 1,993 are actual subevents and 169
of them are noise. A majority of subevents (1,497) are formed by an event splitting into
multiple clusters. There were 269 subevents that merged to form a new event; a majority of
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these cases represent events that should have been identified as a single event in the first
place. This indicates that there wasn’t enough information initially for the algorithm to treat
the events as a single instance. In addition, there are 227 subevents that were formed by a
single cluster changing over time. On average we had a subevent active for 8.34 minutes and an
event active for about 38.13 minutes. Changing the threshold for Grubbs coefficient did not
have a huge impact on subevent detection process because the majority of subevents are
formed due to division of clusters.
Incorporation of Affinity Propagation
Experimental Setup
The main aim of using affinity propagation is to study the feasibility of parallelizing the event
detection algorithm for better execution time during the clustering process. We ran the affinity
propagation algorithm on subgraphs extracted before clustering from both Twitter and Tumblr.
The similarity between the nodes is the co-occurrence count of those nodes for affinity
propagation. We ran both voltage based clustering and affinity propagation on a 64bit
MacBook with 2.4ghz processor and 8gb ram. The affinity propagation algorithm is run using
Hadoop on a single node pseudo-distributed mode.
Results Analysis
In Table 4, we present the comparison between voltage based clustering and Affinity
propagation. There were a total of 347 events that we know happened during the 7 day period.
Both voltage based clustering and affinity propagation were able to detect 332 and 340 events
respectively. The amount of noise that was detected by affinity propagation is smaller than the
noise detected by voltage based clustering. Affinity propagation seems to perform well at
detecting events. The clusters generated by affinity propagation looks better subjectively than
the clusters generated by voltage based clustering.
Table 4. Comparison between Voltage based clustering and Affinity Propagation
Voltage Based Clustering

Affinity Propagation

332/347

340/347

Number of events not detected

15

7

Noise

52

32

18 seconds

51 seconds

Number of events detected/Total
number of events

Running Time

39

The main disadvantage with affinity propagation was that the execution time of the parallel
version took longer than the serial implementation of voltage based clustering. We also tried
running affinity propagation on a smaller dataset of 5 hours on a Hadoop cluster. The time
taken to execute was 54 seconds on a single node and 36 seconds on three nodes.
The graph construction and extraction process takes 28 seconds with voltage based clustering
taking 18 seconds to generate clusters. The affinity propagation takes more than a minute to
construct a graph and generate clusters on Hadoop environment.
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Functionality of Innovation(s)
Simultaneous Aspect and Sentiment Generation
As mentioned in the Results Section, both of our proposed models, the word model JSDDP-W
and the phrase model JSDDP-P, are able to efficiently distinguish factual words from opinioned
words, find the aspects within a document set, and then find the aspect specific sentiment
words within each sentiment of a certain aspect. While JSDDP-P has better performance than
JSDDP-W, both outperform existing state-of-the-art models, including LDA, HDP, JST, ASUM,
MaxEnt-LDA and JAS.

Enhance Topic Evolution
We introduced the Microblog-hLDA model, which learns hierarchical topic models from short
and noisy social media messages by relying on the corpus-level topic mixing assumption. We
applied our model to three distinct data sets and showed that topic models learned by
Microblog-hLDA outperformed other approaches in terms of held-out log likelihood. Then we
tested the topic specialization of topics learned by our model and other approaches. Our
evaluation showed that our model produced a near-linear increase in topic specialization,
indicating lower levels of noise as compared to TSSB, hLDA and rCRP. Further, we introduced a
new metric called expected topic rank and showed that Microblog-hLDA exhibited near-linear
growth in terms of that metric, which provided further evidence for the improvements in
quality of Microblog-hLDA topic model as compared to other tested approaches. Finally, we
presented visualizations of topic hierarchies and discussed differences in learned topics for our
research work. The simple degenerate distribution was chosen to ensure that words
concentrate around levels related to their ranks. In our future works, we will attempt to
improve results further by investigating how other discrete distributions effect predictive
power and readability of learned hierarchical models. We will consider approximating wordlevel distributions by integrating input from domain knowledge and human experts into
Microblog-hLDA.

Affinity Propagation
The clustering algorithm we propose on the Hadoop MapReduce platform is a version that
accurately (exactly) executes the original Affinity Propagation (AP) idea. We refer to this
method as the Exact AP on MapReduce. The second method proposed is called Pruned AP on
MapReduce follows the same steps as in Exact AP except that it works on a partial, pruned
similarity matrix.
Now that we have the similarity matrix, we can input this to AP. The core components of AP in
Hadoop are two iterative Hadoop jobs to compute availability and responsibility. These Hadoop
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jobs take as input the similarity matrix, outputs an intermediate result, takes as input the
intermediate result and outputs the similarity matrix again (with updated values for availability
and responsibility).
After the iterative portion is finished, another Hadoop program simply sums up the availability
and responsibility values. The output of this program is then channeled into yet another
Hadoop program which identifies the cluster centers, a simple procedure of finding where
evidence ← (availability + responsibility) > 0.
1) Computing Responsibility: Input to the responsibility job is the output from the similarity
computation, which is a list of key-value pairs in the format of Key <doci, dock> and Value <s, a,
r> for all document pairs i and k, where s, a, and r represent similarity, availability, and
responsibility scores respectively. Note that this is also the format for output from both the
responsibility and availability computation, which essentially updates r and a values.
2) Computing Availability: The input to this part of the program is the same as that to
responsibility computation. The code for availability is more complex since we need to access
information between documents i and all other k′s as well as document k and its associated i′
data points. MapReduce’s programming model restricts us to passing only certain values
between the Map and the Reduce procedures. However, we can still compute availability by
outputting the second document k rather than i.
Once the mappers and reducers for responsibility and availability computation are in place, the
evidence score is the sum of the availability and responsibility values, which is then used to
detect the cluster centers. By convention, a data point is a cluster center if its evidence > 0.
Upon finding the cluster center, we can compare every other data point with that specific
cluster center by looking at the similarity values and then assign the data point to that specific
cluster center or to another cluster center which has a higher similarity.

Emerging Event Detection
We have improved the capability of the original Event Detection on Onset (EDO) method in two
ways. First, we have developed two different approaches for combining data from multiple
different streaming/social media sources. Second, we have developed a process for detecting
and tracking subevents. We have also demonstrated that both enhancements can be
incorporated into the existing EDO model, while maintaining the ability to process and detect
events within a minute.
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Conclusions and Recommendations
Affinity Propagation
Pruned AP reduces time complexity for text clustering on Hadoop. Its clustering time is
proportional to the number of documents N and can be reduced with an increased number of
parallel processors (reducers) Nr (when K, the number of top similarities to use in computation,
is kept constant). Interestingly, an increase of K from a small value leads to efficiency
degradation but does not necessarily improve clustering quality. Whereas purity and precision
of generated clusters are inflated by a larger number of clusters due to a small K value, there
appears to be an inflection point in the range of K in terms of recall and F1 metrics. Finding the
inflection point can be the key to optimize both efficiency and effectiveness of the proposed
Pruned AP method on the Hadoop MapReduce platform.

Emerging Event Detection
Currently, we are able to combine Twitter and Tumblr data to further refine the event
detection process. To accomplish this, we proposed and evaluated two different approaches
for combining streaming data from more than one source. We are also able to identify change
in event clusters over time and track subevents within a main event. Our preliminary analysis
indicates that the quality of detected subevents is highly dependent on the quality of event
clusters from our event detection process. As a result, we tested our approach with the Pruned
Affinity Propagation. The events detected using Pruned Affinity Propagation were less noisy
and quality of clusters produced is subjectively better than voltage based clustering. However,
the utilized implementation currently takes longer than voltage based clustering. This can be
addressed by using either (a) more nodes in the distributed computation or (b) reexamining the
internal data structure.
In terms of future work, four different thrusts should be explored. The first is based on
improving the comprehensibility of the event(s) being detected. Presently, each event is
described either by a list of words or as a word graph. Ideally each event should be described
either in a natural narrative form, or in a report, which provides relevant passages from tweets
and blogs, along with related information (such as start time, location, duration and so forth).
The second thrust is the incorporation of additional data feeds into the event detection
process; the additional feeds could be social media, news sites, or wikis. The third thrust area
is to improve the speed of the event detection methods. Presently, the largest computational
cost at this time is building the word graphs from the streaming data. Creating efficient parallel
and/or distributed approach for building the word graphs would permit the event detection
method to handle larger amounts of data and/or operate on shorter durations (seconds versus
minutes). Finally, given the impact clustering has on the quality of event clusters, exploring
alternative clustering methods would be advisable.
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Impact and Uses/Benefits
Simultaneous Aspect and Sentiment Generation
Sentiment analysis aims to detect subjective information from messages, giving people a quick
overview about public opinions towards a certain entity, such as a hotel, a product or an event.
Especially with the information explosion online, the role of sentiment analysis is getting more
and more important. For example, a restaurant may have hundreds of online reviews, and it’s
hard, if not impossible, for a reader to read over all the reviews to get a whole picture of the
restaurant. Sentiment analysis then comes to rescue. It may tell the readers that most people
express positive sentiment on the price of the restaurant but negative sentiment on the service;
therefore, the readers can get a quick review about the restaurant and make a decision.

Enhance Topic Evolution
We are particularly interested in discovering hierarchical structures in data, as hierarchies have
been shown to be instrumental in human sense making. Hierarchies expose relationships in
data that may be useful for efficient and meaningful real-world evaluation. A sibling
relationship between topics may be useful in understanding different facets of general
patterns.

Affinity Propagation
Converting the Affinity Propagation algorithm into the MapReduce framework realizes the
implementation of the two availability and responsibility procedures using Hadoop’s
constraints. But once realized (as outlined above), the method can take advantage of Hadoop’s
distributed computing power and draw on enormous amounts of data. The Affinity Propagation
method by message-passing between data points holds exciting possibilities when paired with
Hadoop MapReduce and could be a key to answering various clustering problems in computer
science. AP effectiveness on large data collections has not been tested but with the proposed
MapReduce-based Pruned AP, the method can scale with distributed computing resources
through experiments on the Hadoop platform.

Emerging Event Detection
The EDOS method should be capable of providing organizations and individuals notice of events
of interest when they are occurring. It provides the potential for early reaction and allows the
end user the ability to prepare and control their response (as needed). For instance, the system
could provide advanced warning (or confirmation) of disasters/emergencies for Emergency
Event Managers. In the case of advanced warning, this allows them to react in a more timely
fashion; while in the confirmation mode, it allows them to gauge potential impact. For news
organizations, the events may lead them to potentially interesting (or news worthy) stories. Or
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in the case of subevents, allow them to track and respond to reactions to an ongoing event (via
subevent detection).
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Appendix A. Event Detection Dataset Details
A total of 6 datasets were collected from Twitter and Tumblr during this project. All of the
datasets were collected by using specific keywords as a filtering mechanism.
Also, while the data was collected for various events, not all has been used in the experiments
reported here. They do provide a basis for future experiments.
Name of Dataset

Start Date

End Date

Number of Tweets

Disaster

Sep 14

Oct 22

13,521,293

Syria Crisis

Aug 22 13

Nov 3 13

8,205,389

Stream Service Shutdown

May 9

May 22

2,984,188

House of Cards release

Feb 13

May 8

12,428,187

Disaster (Tumblr)

Apr 29 13

May 6 13

179,995

Disaster (Tumblr)

Sep 14

Oct 22

56,264

Table A.1. Dataset Name, start and stop dates of data collection and number of tweets
collected.
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Appendix B. Install /Use Event Detection Demo System
How to Compile the Executable Jar File
To compile the Executable jar file follow the steps below.





Step 1: Go to Command prompt
Step 2: Go into the directory where the Executable jar file is placed using “cd”
command.

Step 3: Type the command below to run the executable jar file.
o Java –jar filename.jar

The above steps will compile the Executable jar file and run the code which will pop up the User
Interface for the Emerging Event Detection shown below.
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Using the System
Emerging event detection demo comprises of various functionalities; let’s look at them one by
one.
Tabs
Twitter Data Analysis
This is the place where all the tweets appear from the Twitter stream whether it is a
Random/Filtered /Location/Location & Filtered Collection. All the tweets from the Twitter
stream can be analyzed here.
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Tumblr Data Analysis
This is the place where all the Tumblr posts are placed.

WORD CHART
This tab focuses on the keywords or the words which are frequently occurring as a part of
tweets from the Twitter stream and are placed on a graph showing the spikes each keyword
gives with time as the scale of X-axis and the score as the scale for Y-axis.

CLUSTERS (TEXT VERSION):
This tab keeps track of all the clusters which are formed and it keeps changing every 5 minutes.

53

How to Set the Secret Tokens
To access the Twitter stream there are certain secret tokens which are to be set and placed in
the Set Tokens in the File Menu.
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The secret tokens are to be set for the first time you run the demo and it stores them in a word
document. Whenever the demo is accessed it looks for the word document for the secret
tokens, if it finds the tokens the Twitter stream can be accessed or else it asks to enter the
tokens again.
Tweet Collection
The demo has the functionality of collecting Twitter stream in 4 different ways such as Random
Collection, Filtered Collection, Location Collection and Location/Filtered Collection.
Random Collection
Random Collection is selected by default in the demo. This collection does not require any
special entries into the demo unlike other collections which require something to be entered in
order to access those streams. To access the Random Collection one has to just hit the Start
button on the demo screen as shown below.

Filtered Collection
The functionality of this type of collection is that it collects the stream which consists of the
keywords which are placed in the Filtered Keywords Section in the demo. It is a special type of
collection which requires the user to enter Keywords in the Filter Keywords Section.
The Filter Keyword Section allows adding and deleting the keywords through Add Keyword and
Delete Keyword Buttons.
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Appendix C. Notes on Hadoop Setup on Apple and Windows
To conduct the experiment in which Event Detection utilized the Pruned Affinity Propagation,
Hadoop needed to be setup on some local machines in pseudo-distributed mode; these
machines were Windows and Apple based. A few issues arose in the deployment; hence, we
are documenting the steps that were successful in installing Hadoop and executing the Pruned
Affinity Propagation.
The directions are adapted, in part, from the websites: Hadoop on Windows in Eclipse
(http://ebiquity.umbc.edu/Tutorials/Hadoop/00%20-%20Intro.html) and the page How to setup
Hadoop on Mac OS X 10.9 Mavericks (http://shayanmasood.com/blog/how-to-setup-hadoopon-mac-os-x-10-9-mavericks/). Both pages were last accessed on 11:06 AM Central, June 26,
2014.

Hadoop installation Windows
1.
2.
3.
4.

Install Cygwin on windows. In this case, it was version 1.7.30.
Download Hadoop 1.14.1 on windows and extract it( example c:/Hadoop)
Make sure the packages openSSH server and client, openSSL are checked to install
Add the following paths to environment variables on computer
c:\cygwin\bin;c:\cygwin\usr\bin

5. open Cygwin, configure with following options
a. $ ssh-host-config
b. Should privilege selection be used? Yes
c. Do you want to install SSD as a service? Yes
d. Environment variable on CYGWIN. CYGWIN=ntsec
6. Start CYGWIN sshd service on windows
7. On Cygwin prompt, execute following commands
$ ssh-keygen
(press enter to accept default values on filenames and paraphrases)
$ cd ~/.ssh
$ ls –l
(you should see id_rsa.pub and id_rsa files)
$ cat id_rsa.pub >> authorized_keys
$ ssh localhost
8. On Cygwin prompt, execute following commands to link Hadoop
$ cd .
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$ explorer . ( this opens up a explorer window, copy the contents of c:/Hadoop
to this window, i.e. Hadoop-1.14.1)
9. modify configuration files on Hadoop, using Cygwin
$ cd hadoop-1.14.1
$ cd conf
$ explorer .
copy the following to hadoop-site.xml
<property>
<name>fs.default.name</name>
<value>hdfs://localhost:9100</value>
</property>
<property>
<name>mapred.job.tracker</name>
<value>localhost:9101</value>
</property>
<property>
<name>dfs.replication</name>
<value>1</value>
</property>
10. open new Cygwin window and install hdfs
$ cd hadoop-0.14.1
$ mkdir logs
$ bin/hadoop namenode –format
11. copy hadoop plugin from c:/Hadoop/hadoop-1.14.1/eclipse-plugin to plugin folder of
Eclipse installation
12. Start the following from Cygwin windows, goto cd hadoop-1.14.1 ( should do al of
following to separate windows and do not close them)
bin/hadoop namenode
bin/hadoop secondarynamenode
bin/haoop jobtracker
bin/haoop datanode
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bin/haoop tasktracker
13. open Mapreduce perspective in eclipse
14. open map reduce location tabs on eclipse environment
15. Set following properties
Location Name – localhost
Mapreduce Master
Host – localhost
Port – 9101
DFS Master
Check “Use M/R Master Host”
Port - 9100
Username - User
16. Open a new Cygwin window and execute the following commands
cd hadoop-0.14.1
bin/hadoop fs -mkdir In
bin/hadoop fs -put *.txt In
17. Open DFS location on Eclipse environment and make sure a new In user is created
18. Create a new Map Reduce project in hadoop, and change Map reduce path to
“c:\Cygwin\Home\User\hadoop-0.14.1”
19. Create a Mapreduce driver for the project fromproject explorer tab.
20. Click the new driver inproject explorer tab and set it to run on Hadoop
21. Import the Affinity propagation code to project
22. Change the input and output folder paths to local folders
23. Place the input in a designated folder as shown in the AP_iteration.java
24. Run the program

Hadoop installation on Mac
1. Requires java 1.6 or higher for Hadoop to work
2. Install homebrew on mac
3. Enable remote login under system preferences, then set up SSH keys
$ ssh-keygen -t rsa -P ""
4. Copy keys into authenticated keys
$ cat $HOME/.ssh/id_rsa.pub >> $HOME/.ssh/authorized_keys
5. connect to localhost and exit
$ ssh localhost
6. install hadoop using homebrew
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$ brew install Hadoop
7. Modify configuration files in hadoop
a. Hadoop-env.sh
i. Add the following line after
# export HADOOP_OPTS=-server
export HADOOP_OPTS="-Djava.security.krb5.realm=OX.AC.UK
-Djava.security.krb5.kdc=kdc0.ox.ac.uk:kdc1.ox.ac.uk"
b. core-site.xml : location- /usr/local/Cellar/hadoop/1.1.2/libexec/conf
i. paste the following into your core-site.xml
<configuration>
<property>
<name>hadoop.tmp.dir</name>
<value>/tmp/hadoop-${user.name}</value>
<description>A base for other temporary directories.</description>
</property>
<property>
<name>fs.default.name</name>
<value>hdfs://localhost:9000</value>
</property>
</configuration>
c. hdfs-site.xml
i. paste the following
<configuration>
<property>
<name>dfs.replication</name>
<value>1</value>
</property>
</configuration>
d. mapred-site.xml
i. paste the following
<configuration>
<property>
60

<name>mapred.job.tracker</name>
<value>localhost:9001</value>
</property>
</configuration>
8. Install hdfs
$ hadoop namenode –format
9. start hdfs and map reduce
$ /usr/local/Cellar/hadoop/1.1.2/libexec/bin/start-all.sh
10. Import the AP algorithm to eclipse, and include the required Hadoop jar files, hadoopcommon, hadoop-mapreduce-client-core and hadoop—mapreduce-client-jobclient
11. Change the location of core-site.xml in lincs.drexel.edu.AP.AP_iteration.java to
“/usr/local/Cellar/hadoop/1.1.2/libexec/conf/core-site.xml”
12. Change the location of hdfs-site.xml in lincs.drexel.edu.AP.AP_iteration.java to
“/usr/local/Cellar/hadoop/1.2.1/libexec/conf/hdfs-site.xml”
13. Change outputstream to localfolder
14. Export the eclipse project as a jar with all jar’s included in it (example text.jar)
15. Move the jar to hdfs using scp
$scp test.jar root@namenode.localhost:/etc/hadoop/
16. Copy the input folder to hdfs
17. Run the jar using command
$hadoop jar test.jar
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Executive Summary/Abstract
Objectives: The primary goal of this project is to develop a visual analytic framework for
mining large-scale time evolving graphs. The development of the framework had three
objectives: (1) we developed a methodology to construct a dependency graph using standard
association analysis techniques to understand relationships between various entities (2) we
developed a prediction model to predict event trends from evolutionary (or temporal) graphs,
where individual nodes have non-stationary correlations, and (3) we investigated the
application of emerging interaction and display devices for visual analytics interfaces.

Methods: Objective 1 was accomplished by a combination of hierarchical clustering, and
association mining to understand risky customers, and product dependency. Objective 2 was
accomplished by developing a prediction model for time-evolving graphs; a novel two-phase
forecasting system was developed and implemented for predicting influenza trends. Objective 3
has two parts – a standard web-based visualization of predictive analytics which was developed
using D3.js library, and a formal evaluation of the Handymenu menu system as an integrated
portion of Handymap. The design of our evaluation follows an iterative and constructive
methodology. Multi-touch graph interaction allows users to visualize data from our project
colleagues. While building on the Handymap application, graph interaction expands beyond the
need for geo-located datasets, a primary focus of our Year 3 project.

Results: Two application areas are investigated as part of this project. An influenza forecasting
model was developed that includes environmental conditions (temperature, sun exposure) and
influenza history. Initial results using Google Flu Trends (GTF) data reveal that the proposed
model outperforms existing time series models available in literature. The second dataset uses
sales transaction data to understand product purchase patterns, and at risk customers. The
visualization work involved extensions of Year 1’s Handymap interface for sensor data
exploration and the introduction of multi-touch displays and basic graph representation. A webbased dashboard kind of interface was also developed using D3.js where a user can get multiple
views of the data in a map over time along with summarized data in the form of stacked line
charts, etc.
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Conclusion: The development of visual analytic framework involved development in three
different aspects. (1) Constructing a dependency graph from sales transaction data. This
dependency graph provides the ability to analyze dependencies between product categories,
customers and products to identify critical products, at-risk customers. The results need to be
evaluated with a domain expert. This graph can be used to build recommendation graphs,
targeted customer marketing based on purchase behavior, etc. (2) The influenza forecasting
model performs better with a two-phase vectorized time series model compared to existing
methods discussed in literature. The forecasting model can be applied for any dataset arriving
from a network of sensors. (3) The handymap application provided new insights for graph
interaction. The tools developed would be used in Year 3 project.
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Differences from Current State of the Art
Overview
Given the proliferated interest in big data analytics, several business intelligence solutions were
developed, and called visual analytics solutions. Some of the examples were Tableau visual
Analytics, SAS Visual Analytics [14][15], etc. These tools provide a easy interface for the user to
perform analytics, and visualization through cloud platforms. But these tools lag behind in
analyzing graph data. This project presents new research in two areas (1) predicting event
trends from a network of sensors, and (2) visual interfaces. The predictive analytics component
is applied in two areas.
Flu surveillance – Most existing or state of the art flu surveillance systems use the simple Auto
Regressive Integrated Moving Average (ARIMA) over the flu data for forecasting; more recently,
the focus is on using some of the external factors that influence flu spread such as the climate
data [4] (temperature, humidity, precipitation etc.) while forecasting. Some of these surveys
[3] and experiments proved the correlation of these external factors with the flu data. The
existing methods try to capture these correlations using a cross correlation between the two
normalized time series [2] [6] to get an approximate time lag between them.
Sales Data Analysis – Predictive analytics using customer transaction data allows the ability to
capture past customer activity and determine attributes that have the greatest influence on
future customer activity. This provides marketing departments with the ability to optimize their
marketing campaigns and channel performance. In the contest of sales, we tried to understand
specific product trends using data from one of the IAB members including why the sales are
decreasing, who are the most at risk customers that are likely to drop out, and what products
should be incentivized to help sales of other products. In this study, with the sales data
provided to us we can see that there is a clear observable dip in overall sales from the past two
years. Some of the reasons might be losing customers, especially good ones and people not
being interested in particular products in the current trend. So it is necessary to identify the
customers who were lost recently and also who are at risk of being lost and in the later stages
try to find the reasons that this might happen. According to the Pareto 80-20 principle, 80% of
sales or profits come from 20% of the customers; it is essential to identify those 20% of
customers and keep them satisfied. With the data that we obtained from one of our IAB
members, one way of identifying the customers at risk or lost ones is by comparing their
average amount spent over fixed time intervals, or average quantity of products during the
same time period. To do that here, we followed a hierarchical two-stage clustering where in the
first stage we try to group the customers by the average quantity of products they buy so that
we know who good buyers are, who moderate quantity buyers are and who low quantity
buyers are. And in the next stage of clustering we try to identify how they are actually doing
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compared to their past transactions. By the end of this we know the good customers and who
are at risk currently among them.
Once we identify this group of customers with the transaction data in hand we try to find
answers for “Why we are losing them or why they are at risk?” One way of approaching this is
by understanding the product purchase behavior over time.
Handymap/Handymenu Overview - Handymap [8] [7] explores the use of handheld touch
displays (e.g., iPhone) to navigate and interact with 3D scenes viewed primarily on a larger
display. In VR-type displays, this may be a promising interaction technique when there are no
precise hand tracking systems or for users with limited motion due to age, injury, or disability. It
can also let people interact with readily-available consumer devices (iPod, 3DTV).
Handymenu is a touch-based menu system built around our earlier touch controlled selection
interface, Handymap. Virtual objects, e.g. hydrology sensors or data nodes, appear as spheres
on the main display and as circles on the handheld, as depicted in Figure 1. Users move the
thumb along the touch surface to position a selection cone near the intended sensor. After
selecting a virtual representation of a hydrology sensor, users can scroll through a time-series
plot of sensor readings.

Figure 1: Handymenu allows navigation and interaction with a virtual environment. Users
accomplish menu selection and parameter adjustment with single finger gestures.
Handymenu, the menu component, is triggered by touch in a selected portion of the screen
area closest to the user. Handymenu allows selection and scrolling activation, as well as
navigation control in the form of Pan, Orbit, and Scale. Time-series window scrolling and
navigation control use the area of the touch surface not occupied by the menu. To maintain a
coherent scene view, we constrain navigation and maintain a fixed center of workspace. All
changes to the view occur about a point just in front and below the projection surface, fixing in
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space a point on the virtual terrain. From the user’s
perspective, Scale has the effect of resizing the terrain and
all sensor elements while drawing attention to the central
area of exploration. Orbit restricts rotations to two
degrees of freedom. Figure 2 shows a user performing
Orbit navigation with a constant center of workspace.
2D gestures map well to the standard azimuth and
elevation model, with a fixed camera distance. Horizontal
gestures correspond to azimuth changes, and longitudinal
gestures correspond to elevation changes. Similarly, Pan
translates the camera in the rotated frame by simulating a
dragging of the virtual terrain (i.e. a leftward drag results
in the camera moving right).
Initially, users performed selection of virtual sensors and
toggling of time-series plots by single touch gestures.
While providing an obvious speed performance increase,
such a mechanism caused inadvertent and spurious plot
toggles, cluttering the scene and reducing usability. We
moved the toggle action into our menu. Users found this
technique more understandable and predictable.
When using the Scale navigation control, sensor’s
elements and plots do not change size naïvely. Within a
scale range based on the screen size, sensor plots render
at a constant projected size. Outside of this range, the
elements change size as usual. Scaling in this manner
reduces visual clutter at high scale values and increases
text readability at low values.
Other design choices and enhancements were considered
during the implementation and validation phases. Those
found most promising are included as part of the
experiments covered next. Among these, the placement of
menus became contextual with sensors and, after a
suggestion from a pilot study subject, a visual indication of
touch placement was added to the menu.

Figure 2: Orbit navigation with iPhone (left)
and virtual environment (right). From top to
bottom: The menu starts in a default
configuration with no fingers touching the
iPhone. Pressing Orbit changes feedback color
to green. Lifting the finger from the screen
changes feedback color to orange and causes
Orbit to enter the Hold state. Dragging a finger
across the screen performs adjustment of
Orbit parameters (azimuth and elevation).
Once the user lifts the finger, the Hold state
remains and adjustments can be repeated (not
shown).
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Methodology
Flu surveillance Case Study:
The schematic below shows the different modules that are involved in the flu forecasting
process such as the data collection and processing, time lag computation and then finally the
forecasting using the data computed or collected from the two previous modules.
Data Collection and Pre-processing: This module is responsible for collecting all the local data
at the city level and bringing consistency to the data. This involves grouping the data [5] [2]
appropriate to a city and then discretizing them so that all these local variables time series
follow the same time scale and then fill any missing values, if necessary. Missing Data analysis
uses the standard averaged interpolation of the most recent five data values available before
and after the missing data value.

GFT Data

Raw Data

Temperature and
Precipitation Data

Discretization and
Grouping Data

Missing Data Analysis

Stage – I: Local Forecast
Impact Computation from
Local Variables
Estimate Local Forecast

Stage – II: Forecast Adjustment

Observe Global Trends

Convert to
Symbolic Time
Series

Associated
Correlation

Situational Time Lags Computation

Adjust the Local Forecast

Figure 3 – A schematic that shows the flow of data through the two stages of flu forecasting
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Figure 4 - Graphical representation of the network of cities with local and global data

Time Lag Computation: Once each of the nodes (cities) clean data is obtained, it is essential to
extract relations between these local variables. In other words, we need to understand how all
the local weather variables are impacting the flu spread in terms of time. Contrast to the state
of the art techniques where the numerical continuous time series are used to extract time lag
between them, we are computing the time series between the symbolic time series
representatives [1] of the same so that different time lags can be obtained at different
situations. For example, flu spreads more when the temperature is moderate than when it is
very high or very low, reasons might be because of the virus survival during the normal
temperatures and also people go out and interact in normal weathers. It is essential to capture
these different modulations. It is done by first converting all these continuous time series to
symbolic time series (categorical time series) where each data point is categorized based on its
current face value (range: High/Normal/Low) and also its change from previous readings
(Change: Increasing/No Change/Decreasing). Then at each time lag we try to find the most
frequent association(s) between these two symbolic time series. At the end we can summarize
what the time lag is at different situations or conditions.
Forecasting Module: Once all the data preprocessed along with the time lags is in place, it is
supplied to the first stage of forecasting where it uses all the local data for a city and then
computes and assigns an impact factor (<1) for each of these local weather variables on the flu
data. These impact factors tell how each of these variables’ are impacting the flu spread
individually. Using the impact factors and time lags of this current situation, final flu spread
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impacts were computed and a forecast was made using the Auto Regressive Moving Average
(ARMA). Any forecasting technique depends on the trend and variation factors, here the ARMA
extracts the trend while the impact factors from the weather attributes computes the
variation.
In the second stage of forecasting, we identify all those cities within selected distance proximity
and then we observe the flu spread pattern happening there. We then try to make an
adjustment according to the forecast made here, so that the forecast we are making is not only
following the local changes (within a city) but also the global changes (within a stage or region).

Sales Data analysis Case study:
As mentioned earlier, we need to find a target group of customers who are really important.
Within that group we are concerned with the customers whose buying trend is going
downwards. To find those from the data, we cluster all these customers using the average
quantity of products they buy over time, since quantity of products bought is a good indicator
in quantifying a customer. This phase of clustering tells us whether a customer is good or
normal. With one more level of clustering using the Quantity Ratio attribute obtained using the
ratio of the average quantity overall and the quantity during the current timespan, this ratio
tells us how a customer is doing compared to buying patterns from their past. Typically if this
ratio is around 1 then it indicates this customer is steady, a value less than 1 indicates that the
buying trend is doing bad now and a value greater than 1 indicates the trend is doing really
well. With this two phase clustering we can identify the group of customers who are good but
at risk recently.
Once we identified the group of customers, we have to investigate the reasons for each of
these customers being in this group, one way of finding this is by analyzing their past product
purchase behavior and comparing it with the current buying behavior. With the hope of finding
any particular products that the customer is not buying anymore, or those products that are in
decline, we are going to do the association rule mining so that we can find any of the critical
products that are influencing the customer to buy some other products previously and which of
the products are not being purchased much recently. In the remainder of the report “an
association of two products” implies that those two products are frequently brought together
by this customer. We used a statistical measure called Odds Ratio to measure the strength of
the association over time. And then we used the measure Confidence to identify the influential
or critical products.
Analyzing the associations and frequently bought products to get a summary of reasons of why
this customer is at risk is straightforward in some cases and tricky in some cases.
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•
Straightforward conclusions: Look for any missing products in the current time frame
which used to be bought in good quantities in the past. Some products have been bought in
much less quantities compared to the past. In both cases a single itemset frequency is enough.
•
Using Associations: Some of the hidden information can only be found using the
frequent associations of products. First we have to identify the critical or influential products
which influence the customer to buy some other products along with it, for instance buying
necklaces influence the customer to buy pendants etc. Once we identify these critical products,
it’s easy to identify and look for those relations in the current year to see if any of the
influential products’ sales are dipping and if so, to check for its influenced products.

Visualization of Menu Experiment
We conducted informal studies and also designed a more formal study to compare menu
design choices against each other and against standard VR techniques. Results will be reported
in a technical paper to contribute basic knowledge about design and use of such interfaces. The
formal evaluation is still ongoing, but involved substantial development of experiment control
software during Year 2. We mainly consider different menu layouts (grid, radial) and selection
techniques (touch, standard VR ray). Two other design choices concerning the menu’s size on
the touch area and the method of contextual selection are considered.
Informal Usability Studies
In guided and free exploration tasks, subjects compared different menu display locations (main
versus handheld display) and gave their assessment of different design properties. We also
used these as basic usability tests to identify any interaction problems during various stages of
design. Debriefing and open comments provided suggestions guiding new enhancements. For
example: after per-condition learning, subjects preferred menus rendered on main display.
Additional visual cues (e.g., of touch point on main display) were also suggested. The intuitive
direction of panning and rotation were inconsistent amongst subjects.
Observing subjects also revealed a tendency to inadvertently touch the wrong menu area. For
example, after selecting a sensor sphere and given a menu task to complete, subjects touched a
position outside the menu area. The sensor selection changed as a result, and subjects needed
to restart the task. We consider this error pertinent to the overall interface. To better capture
average subject performance during our experiment, we record the number of incorrectly
placed touches but ignore them for interaction purposes.
After the informal study, we settled on a two-level menu selection task for the formal
experiment. Target menu items colored green and red signified the first and second targets,
respectively. To prevent a cognitive bias, menu item text did not appear during these two-level
experiment trials.
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Pilot Tests of Formal Design - The initial design of our formal study considered the following
three conditions. Menu interaction varied between touch-based and ray-based. Menu layout
was either grid (Handymenu) or a pie menu. Menus were either placed as fixed on screen
surface or contextually attached to virtual objects.
Subjects will perform 30 instances of the following task per combination of conditions. A color
change prompts the subject to select a virtual object. Objects are selected via touch gestures
with upper portion of a handheld touch surface. A menu appears (fixed or contextually) with
two target items, colored green and red. Subjects select and hold the green item for 2 seconds,
with a series of beeps sounding. The colors swap and the subjects quickly select the second
item, correct selection not enforced. The following metrics are gathered per trial 1) time to
select first menu item, 2) time to select second item 3) error rate on second item.
After initial tests, the following menu parameters were noted as interesting.
1. Relative visual size of menus
a. Constant projected size
b. Match menus based on
i. Equal visual selection area
ii. Equal visual diameter
iii. Equal difficulty index (an extension of Fitts's Law)
2. Touch surface area dedicated to menu interaction
3. Scaling of touch points relative to (2)
4. Size of handheld device
5. Absolute versus relative touch control
6. Fixed versus contextual menu placement
After some pilot tests, we settled on several design choices and two additional conditions for
the experiment. Handymenu grid layout was resized to a 3:1 aspect ratio. To prevent a possible
color blindness problem, colors indicating item selection were saturated and an asterisk (*) was
placed next to the current menu item target. The menu placement condition was removed, all
menus placed contextually. Two conditions were added, sensor selection method and touch
menu size. When using ray-based interaction for menus, sensor selection varied between
touch-based (Handymap) and ray-based (closest point to a line). The touch surface area for
menu interaction had two conditions: half the handheld touch area (nearly square, better
fitting pie menu) and rectangular 3:1 (fitting Handymenu).
We changed the experiment task so that all menus were placed contextually. The select and
hold portion was removed; subjects selected menu items in sequence without delay. We also
enforced correct virtual object and menu item selection.
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Results and Conclusions
Due to the availability of the flu data, we started our experimentation with the Google Flu
Trends (GFT) data. For the climate or weather we used data from the NOAA National Climatic
Data Center (NCDC) (http://www.ncdc.noaa.gov/cdo-web/). Then in the next phases of our
experimentation we used the ED visit data for ILI from DHH.
The graph below compares the forecasting results for four different algorithms where proposed
method (stage 1) indicates our proposed method without the adjustment component,
proposed method (stage 1 and stage 2) indicates the final proposed method, Simple ARIMA
indicates the method which used only the flu data but not climate data and finally the state of
the art method indicates the existing method which uses only the climate data at local level.
It can be seen from the graph that simple ARIMA is really does not perform well compared to
the other three methods, and our proposed method with just stage 1 of forecasting is slightly
better than the state of the art, the only difference between the state of the art and proposed
methods stage 1 is the latter uses symbolic time series to get situational time lags instead of the
single time lag which state of the art uses. Overall the full proposed system is better than the
other three and we can clearly observe the improvement in forecasting accuracy with the
addition of the adjustment factor.
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Figure 5 – Average forecasting performance comparison for all the six cities
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Figure 6 – Forecasting Performance comparison for New Orleans

Similar to the performance comparison above here too the full proposed method is better than
the other three forecasting methods.

Sales Data Analysis Results
Example: Analyzing Customer ID - 100046-000001
With just comparing the data in Tables 1 and 2, we can easily conclude that the customer is not
buying the top product from before, which is ‘Batteries’ anymore, and in almost all of the other
products there is a steep dip. Let’s try and find more reasons using the product associations.
By computing the confidence values on all of these combinations we can see that products on
the left side are influencing the sales of products on the right side. This more or less indicates
that they buy ‘COMPONENTS’ only when they buy any of these influencer products and same
applies to ‘PENDANTS’ which will be bought only when ‘NECKLACES’ are bought.
These results provide insights into customer behavior on combinations of projects are the
customers not buying. This step of analysis actually helps in understanding the more
meaningful reasons of losing this customer compared to the analysis obtained from tables 1
and 2.
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Table-1: Frequently brought products
along with its Transaction count and
Quantity in the previous year

Table-2: Frequently brought products
along with its Transaction count and
Quantity in the Current year

Product Type

Transaction
Count

Total
Quantity

Product Type

Transaction
Count

Total
Quantity

'BATTERIES'

18

10640

'COMPONENTS'

27

1703

z'COMPONENTS'

46

4860

'PACKAGING'

9

872

'SETTINGS'

46

2842

'SETTINGS'

22

480

'EARRINGS'

47

1530

'EARRINGS'

26

469

'CLASPS'

38

1079

'JUMP RINGS/
SPLIT RINGS'

13

377

'JUMP RINGS/
SPLIT RINGS'

20

854
'CLASPS'

20

324

'PENDANTS'

41

232

'SHANKS'

7

120

'MILL PRODUCT'

30

128.31

'SUPPLIES'

6

103

'PACKAGING'

3

115

'CALIBRATED'

6

100

'SHANKS'

9

106

'PENDANTS'

24

81

'RINGS'

34

96

'HAND TOOLS'

9

73

'ATTACHMENTS'

23

78

'SOLDER'

8

61.16

'NECKLACES'

23

72

'ATTACHMENTS'

16

55

'SOLDER'

7

60.53

'RINGS'

20

37

'DANGLES/LINKS'

10

60

'DANGLES/LINKS'

5

23

'CALIBRATED'

4

51

'NECKLACES'

12

19

With just comparing the data in Tables 1 and 2, we can easily conclude that the customer is not
buying the top product from before, which is ‘Batteries’ anymore, and in almost all of the other
products there is a steep dip. Let’s try and find more reasons using the product associations.
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Table-3: Some of the sample frequently brought together products along with
quantities from previous years
Frequent Product Association

Quantity When Bought Together

Product Type 1

Product Type 2

Transaction Count

Product type
1

'EARRINGS'

'COMPONENTS'

46

1530

4860

'SETTINGS'

'COMPONENTS'

45

2841

4860

'PENDANTS'

'COMPONENTS'

41

232

4592

'RINGS'

'COMPONENTS'

32

95

3889

'MILL PRODUCT'

'COMPONENTS'

30

128.31

2880

'NECKLACES'

'COMPONENTS'

23

72

2551

'NECKLACES'

'PENDANTS'

23

145

72

Product Type 2

Figure 7 – A wheel showing the dependencies between
the products from the transactions of the customer.
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Web-based Visualizations for Flu-surveillance:
Two different web based visualizations were created, one is a data summary dashboard created
for the DHH data using the Tableau Software TM which uses a GIS map to show the intensity of
flu in each of the cities and also show simple data summary in numbers as well as a stacked line
chart (http://public.tableausoftware.com/profile/#!/vizhome/Book3_1639/Dashboard1). The
second web based visualization using D3.js, a JavaScript library for visualization is used to create
a GIS map with a time slider, so that for the selected date each parish is filled with the intensity
of flu (uses the normalized data).

Figure 8 – Web based visualization using Tableau Software
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Figure 9 – Web based visualization using D3.js

Web Based Visualizations for the Sales Data

Figure 10 – An interactive dynamic sales analysis chart comparing different product categories
in terms of the change in amounts and quantity over time.
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Figure 11 – A dependency graph between product categories over all transactions for the year 2013, a
directed edge indicated the incoming node is depending on the outgoing node.

Figure 12 – Visualization of the hierarchical clustering.

Visualization Formal Study
The design of our formal study took the form of Table 4. During the conditions where menu
items were selected by touch control, subjects used either small or large touch areas across
both layouts. Similarly, when menu items were selected by ray pointing, we considered both
touch and ray-pointer sensor selection.
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Table 4: Formal study experiment design.

Grid Layout
Touch Menu Selection
Small
Touch
Area

Large
Touch
Area

Pie Layout

Ray Menu Selection
Touch
Sensor
Selection

Raypointer
Sensor
Selection

Touch Menu Selection
Small
Touch
Area

Large
Touch
Area

Ray Menu Selection
Touch
Sensor
Selection

Raypointer
Sensor
Selection

Four additional metrics were defined to better capture subject performance: 1) Virtual object
selection times, 2) Time until first movement (toward menu item targets), 3) Time to first enter
targets, and 4) Lists of incorrect menu item selections.
A post experiment questionnaire regarding focus shift, hand discomfort, and condition ranking
was also designed. After being reminded of a particular condition, subjects indicated how
difficult they found interaction when trying to look only at the main display and reach touch
targets near the iPhone’s boundaries. We then asked subjects to group conditions into one of
three categories: Favorable, Unfavorable, and Indifferent.

Multi Touch Interaction with Graph
We incorporated 3M Multi Touch (MT7) and Windows Touch API support, as shown in Figure
13. For legacy systems with any 3M panel, the application can be compiled with multi touch
support. For Windows 7 and 8 systems, the unified Windows Touch API can be used.

Figure 13: A demonstration of our visualization application with multi touch support. The list-style
menus allow analysis data to be mapped to visualization parameters.
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We continued using the center of workspace transform described above, with some
modifications. Users performed Panning by dragging three or more fingers across the touch
surface. The red border area on the left of Figure 13 provided Orbit adjustments, restricted to
elevation changes. Scale adjustments were accomplished with a two-finger pinch gesture.
The network visualization implementation contained basic node-edge connectivity and
interaction. We included analysis data from project colleagues regarding water flow along the
Mississippi River. At each edge we stored the correlation, time lag, and geographic distance
between sensor nodes. Our graph analysis derived from water stages near New Orleans, LA
during the landfall of Hurricane Isaac in 2012. We also developed an updated representation of
aggregate nodes, such as collocated sensors, to better interact with dense datasets. Prototype
list-style menus appeared contextual to node selection.
Our analysis data took the form of a non-directed graph. The list-style menus were used to
extend the visualization. We allowed users to interactively map network attributes (correlation,
time lag, and distance) to visual parameters (edge color, transparency, etc.). For example, if a
user mapped edge correlation to visual transparency, the edges between those more strongly
correlated nodes appeared more prevalent. When users changed a mapping, the updated
attribute name and stored value appeared in the contextual menu. Visual parameters also
updated for all edges in the graph. Menus used bimanual interaction for increased efficiency,
allowing users to touch the screen with both hands to first select a node or edge, and then with
the other hand select a menu item. We ported this application to a Windows 8 Netbook with
touch screen for the April CVDI Meeting on Drexel’s campus.
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Innovations
Using the symbolic time series to compute situational time lags:
In state of the art or most existing techniques the time lag between the time series is computed
using cross correlation between the numeric values. The main disadvantage of this process is
that we are going to get a single time lag between these two time series. This may be suitable
for some specific application like signal processing etc., where the time for impact or lag is
constant. But in this case it is evident that flu spread occurs at different rates or with different
time lags with varying climatic or weather conditions. Our proposed symbolic time series based
time lag computation solved this problem by converting the normal numeric time series into
symbolic or categorical time series where each category implies to a situation and then tries to
find the appropriate time lags for each of the different categories. In this way we will be able to
extract different time lags at different situations.

Two stage forecasting taking advantage of both Local and Global data:
While some of the current flu forecasting or prediction systems use only the historical flu data
to make forecasts or predictions and very few of these systems make use of the local climate or
weather data for making the forecasts. In our proposed approach along with the local data for a
city, we also use the global data as well. Here global data implies to the flu trends going on in
this city’s surroundings or proximity. This is accomplished in this system by making a forecast
first using the local data available and then in the next stage by observing and extracting the flu
trends in the neighboring cities within the distance proximity, and making an adjustment to the
forecast. The results prove the importance of this step.
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Executive Summary/Abstract
Objectives: The objective of this project was to develop a scalable spatio-temporal data
mining framework for fraud detection. To accomplish this, we (a) developed new algorithms to
detect anomalies (outliers) based on spatio-temporal context, (b) adapted sophisticated
partitioning methods for parallelization to achieve scalability, and (c) applied pruning strategy
to improve efficiency.

Methods: The methods we used in this spatio-temporal data mining approach for fraud
detection included new algorithms specially designed for spatial/temporal data (SpatioTemporal Local Outlier Factor (ST-LOF), Spatio-Temporal Locality Density Based Clustering for
Applications with Noise (ST-LDBSCAN)), sophisticated partitioning methods (Randomized
Partitioning and Overlapped Time Frame Portioning), and pruning strategy to improve
performance. We also developed simple visualization display of data point clustering and
anomalies. We also test ran our system against different datasets in different use cases.

Results: The proposed approach was able to detect anomalies according to spatio-temporal
context and locality considerations with excellent recall and satisfactory precision. Experiments
on both synthetic and real (Buoy and Medicare) data sets approved and showed the scalability
of the approach to big data sets. The key for this scalability was parallelization and pruning
strategies involved.

Conclusions: The proposed approach is promising to the tasks of fraud (anomaly) detection in
the spatio-temporal applications using unsupervised manner. It has an intuitive notion of
defining anomalies (outliers) which considers spatio-temporal and also the locality concept for
evaluating outliers. It showed high scalability to bigger data set sized. The best handling for
categorical attributes is still not addressed. The applicability to map-reduce frameworks is also
left as future work.
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Differences from Current State of Art
Overview
Fraud has become an increasingly serious problem in recent years especially those financial
fraud such as credit card fraud, corporate fraud and money laundering (Ngai et al, 2011). On
the other hand, fraud detection is quite confidential and is not much disclosed in public, which
makes development of new fraud detection methods extremely difficult (Kou et al, 2004).
Popular fraud detection methods include data mining, statistics, and artificial intelligence. In
most cases, fraud is discovered from anomalies in data and patterns (Kou et al, 2004). Fraud
detection methods can also be classified as supervised approaches, semi-supervised ones, and
unsupervised ones (Phua et al, 2010). Supervised fraud detection relies on labeled fraud data
and legal data as the training dataset, while the semi-supervised approach only trains the
method against labeled legal data. Unsupervised fraud detection only works with unlabeled
data.
Data mining plays an important role in fraud detection given its capability to extract and
uncover the hidden truths behind very large quantitates of data (Ngai et al, 2011). Various data
mining techniques have been applied in the area of fraud detection, such as neural networks
(Cerullo & Cerullo, 1999; Dorronsoro et al, 1997; Fanning et al, 1998; Green & Choi, 1997;
Kirkos et al, 2007; Viaene et al, 2007), logistic regression models (Bell & Carcello, 2000; OwusuAnsah et al, 2002; Spathis, 2002; Yuan et al, 2008), the Bayes methods (Bermúdez et al, 2008;
Viaene et al, 2004), and decision trees (Kirkos et al, 2007; Kotsiantis et al, 2006), and others. In
this project, we were especially interested in unsupervised data mining approach of fraud
detection with big spatio-temporal dataset, which is scientifically a spatio-temporal anomaly
(outlier) detection problem using clustering method. Below is a brief overview of the state of
the art of spatial and spatio-temporal anomaly detection techniques.
Spatial and spatio-temporal anomaly detection
Spatial anomalies are objects which behaved significantly different from those of their
surrounding spatial neighbors (Aggarwal, 2013). Spatial continuity is the key to understand
identification of spatial anomalies as the Tobler’s First Law of Geography (Tobler, 1970) pointed
out:
“Everything is related to everything else, but near things are more related than distant
things.”
Spatial data usually contains behavioral attributes and contextual attributes. The former is the
attribute of interest which is measured for each object such as surface temperatures, wind
speeds, disease outbreak numbers, etc. The latter is the location of interest at which the
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behavioral attribute is measured, typically two or three dimensional coordinates. Sometimes
the contextual attributes may be expressed at the granularity of region of interest (Aggarwal,
2013) such as county, census tracts, zip code, etc. Abrupt changes in the behavioral attribute
may provide useful information about the underlying contextual anomalies since it violates
spatial continuity. For instance, unusually low air pressure in a very small localized area may
suggest the early formation of a cyclone. In spatio-temporal data both spatial and temporal
continuities are applied in consideration of anomalies detection. Spatio-temporal methods for
anomaly detection are significantly more challenging because it requires modeling the spatial
and temporal components jointly as well as detecting anomalies integrally from both
perspectives (Roddick & Spiliopoulou, 1999; Cheng & Li, 2006; Wu, et al, 2008a; Ng et al, 2010).
Spatio-temporal anomaly detection is gaining substantially high popularity in geographic
information sciences (GIS) due to the pervasiveness of numerous kinds of location-based or
environmental devices that record position, time and/or environmental properties of an object
or set of objects in real-time. As a result, different types and large amounts of spatio-temporal
data is available which poses new challenges and thus require novel approaches in discovering
useful patterns. Spatio-temporal anomaly detection aims to find spatial anomalies; however,
instead of just looking at a single snap shot in time, it considers the behavior of these anomalies
over several time periods. Cheng and Li (2006) defined spatio-temporal anomaly to be a
“spatio-temporal object whose thematic attribute values are significantly different from those
of other spatially and temporally referenced objects in its spatial and/or temporal
neighborhoods”. Generally speaking all methods which work for spatial anomaly detection can
be extended to handle spatio-temporal anomalies. There are two mechanisms (Aggarwal, 2013)
for detecting spatio-temporal anomalies: 1) firstly find spatial and temporal anomalies
separately and then combine the results; the disadvantage of this kind of approach is that the
solution is sub-optimal. 2) Use both spatial and temporal attributes simultaneously as
contextual attributes to detect anomalies. This mechanism is more general, integrated, and
meaningful. Different weights can be assigned to spatial and temporal attributes to reflect the
relative importance of spatial continuity or temporal continuity relevant to the application in
hand. If the spatio-temporal data has no behavioral attributes, then it is merely trajectories of
moving objects. Several algorithms try to detect changes in trajectories in terms of speed and
direction, or find unusual shapes as in TROAD (Lee et al, 2008).
Here we briefly summarize some published algorithms to handle anomaly detection in spatiotemporal data: Peer Group Analysis (PGA) is discussed in Ferdousi & Maeda (2006) to detect
anomalies in a time series data (stock exchange data). The same technique was used in Wu et al
(2008b) to detect fraud by profiling the user behavior. These types of application require a time
series data. Break Point Analysis (BPA) was used in Bolton & Hand (2001) for credit card fraud
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detection where the behavior of a user is examined in a closed window and if they notice any
significant deviation they termed that transaction as an anomaly. This technique also suits
mostly a time series data. Outstretch algorithm is used in Wu et al (2008b) to detect anomalies
in the precipitation data, this algorithm needs to identify the top-k anomalies and applying this
algorithm to the top-k anomalies for each time period. Fp-mafia algorithm was developed in
Leung & Leckie (2005) which is an unsupervised anomaly detection technique used to identify
network intrusions. Many input parameters need to be predetermined before one can use this
technique thus implying that though unsupervised, one still needs to find heuristic ways to
determine those input parameters. Statistics based spatio-temporal outlier detection (Rogers,
et al., 2009) model uses Stroud (Strangeness outlier detection) algorithm. In this approach they
calculate what is called strangeness factor for every object. This strangeness factor is the
summation of the sum of the weighted distance of spatial, temporal and thematic attributes
called kernel of the nearest 'k' neighbors. After this, they use a statistical method to compare
the strangeness of an object to some of the baseline objects or normal objects. If the difference
is significant, then they term that object as spatio-temporal outlier. This type of approach
assumes that the user knows what the normal objects in the dataset are and thus prior
knowledge of the data is required. Quah & Sriganesh (2008) used Self Organization Map (SOM)
technique to determine credit card frauds. In these types of techniques we need prior
knowledge of the data, thus nullifying the chances to adapt or extend this methodology in an
unsupervised approach. Ester et al (1996) Introduced Density Based Spatial Clustering of
Applications with Noise (DBSCAN) which is used to detect clusters with arbitrary shapes.
Though, it is specialized for spatial data, spatial-temporal data is an extension of spatial data
with data being collected across several time snap shots. Moreover, it is unsupervised and
requires only one input parameter. Local Outlier Factor (LOF) was introduced in Breunig et al
(2000) which quantifies each object based on its locality, rather than just assigning a binary
value for an object whether or not it belongs to a cluster. There are many variations of LOF such
as Connectivity-based Outlier Factor (COF) (Tang et al, 2002), LOcal Correlation Index (LOCI)
(Papadimitriou et al, 2002), and Cluster-Based Local Outlier Factor (CBLOF) (He et al, 2003).
Clustering-based spatial and spatio-temporal anomaly detection
Clustering has an unsupervised nature which is required in cases where we have little or no
knowledge about the data. Some of the clustering algorithms do not enforce every point to be
assigned to a cluster; instead it has the capability to report some instances of data as anomalies
or noise which does not seem to belong to any of the clusters. These two features make
clustering attractive for anomaly detection. Below we discuss several existing clustering-based
spatial and spatio-temporal anomaly detection algorithms and their strengths and weaknesses.
DBSCAN: Among the clustering algorithms which can detect anomalies, Density Based Spatial
Clustering of Applications with Noise (DBSCAN) (Ester et al, 1996) is the first and most popular
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density-based clustering algorithm. It is a spatial clustering algorithm which is able to detect
clusters of arbitrary shapes; meaning it has no problem with non-convex shapes as the case of
centroid-based algorithms like k-means and its variations. DBSCAN defines clusters as dense
regions surrounded by low density regions. DBSCAN needs two parameters, ϵ to define the
radius of neighborhood of a point and MinPts, the threshold of number of points required to
exist in the neighborhood to consider a point as a core. It also defines the density connectivity
between points and defines a cluster as a maximal set of those density connected points.
Basically the computational complexity of DBSCAN is O(n2) since a region query is performed
for every point to decide whether it is core or not. The authors of DBSCAN suggest the use of a
spatial index like R* trees to perform the region queries. In this case a region query can be
answered in O(log n), and the total complexity is O(n log n). The cost of building the index is
also O(n log n) which makes the overall complexity O(n log n). This is considered scalable,
especially if we consider the good accuracy of DBSCAN results, compared with grid-based
algorithms for example. One advantage of DBSCAN is that it does not require the number of
clusters k in advance. The two parameters of DBSCAN are intuitive to guess and the authors
provide a mechanism to automate guessing them based on plotting the MinPts-nearest
distance for every object. The disadvantage of DBSCAN is that it doesn’t work well if there is a
big variance between densities of clusters. In this case DBSCAN may miss some low-density
clusters and report them as noise, or it can merge two potential different clusters into one.
DBCLASD: Sometimes it is difficult to estimate the values of the parameters of DBSCAN.
Distribution-Based Clustering Algorithm for Mining in Large Spatial Databases (DBCLASD) (Xu
et al, 1998) solves this problem because it requires no parameters. It maintains the property of
being able to detect arbitrarily shaped clusters the same as DBSCAN and also provides scalable
performance. DBCLASD defines clusters as maximal connected sets of points that have the
expected distribution with a required confidence level. Here, connectivity means that for each
pair of points (a, b) of the cluster there is a path of occupied grid cells connecting a and b,
where grid cells are used for determining the approximating polygons. The required distribution
is the distribution of nearest neighbor distances of all points in the cluster. DBCLASD is an
incremental algorithm as it incrementally augments an initial cluster by its neighboring points.
This is a good feature for efficiency to very large data sets, but it makes the results of the
algorithm depend on order of input.
Computationally, DBCLASD is a little slower than DBSCAN, but it has the advantage of being non
parametric. Both DBSCAN and DBCLASD assume points inside a cluster are uniformly
distributed.
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Figure 3.1 DBCLASD - Grid approximation

Figure 3.2 DBCLASD - Evaluating similarity with required distribution

DBRS: Density-Based spatial clustering with Random Sampling (DBRS) (Wang & Hamilton,
2003) tackles the problem of data with varying densities. It can identify clusters of widely
varying densities. Another problem it tackles is that DBSCAN does not have a definition for nonspatial attributes as it assumes all attributes are spatial, so the resulting clustering depends only
on the topology of points in the data set. DBRS introduces the concept of spatial/non-spatial
attributes which are treated differently by the algorithm. Spatial attributes are used the normal
way while constructing the clusters, but non-spatial attributes are used as filtering condition
when checking the neighborhood of a point. This later filtering is called purity. MinPur is a
threshold to control the purity (consistency) of the cluster which is measured as a ratio
between the cardinality of the matching neighborhood and the original one. DBRS also
enhances the scalability of DBSCAN against very large data sets using a kind of sampling.
Actually it does not do the naïve sampling to data because it will not work and can cause misses
of some low density clusters. Instead, during expanding the clusters, once DBRS has labeled a
point’s neighbors as part of a cluster, it does not examine the neighborhood for each of these
neighbors. This difference can lead to significant time savings, especially for very dense clusters.
The price for this saving is on the accuracy of results, as sometimes DBRS divides a big cluster
into multiple small ones and fails to merge them, but experiments show that DBRS still has a
satisfactory accuracy. One difference between DBSCAN and DBRS is that DBSCAN builds one
cluster at a time. It does not start a new cluster until it finishes the current one. DBRS starts
building clusters randomly, and sometimes it merges two of the resulting clusters to form a big
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cluster. This feature is useful if you want to have the ability of early stopping of the algorithm.
DBRS complexity is still O(n log n).

Figure 3.3. Difference between DBSCAN (depth-first) and DBRS (random) mechanisms in constructing
clusters

Figure 3.4. A comparison shows DBSCAN result (topology only) vs DBRS result (topology + non-spatial
attribute(s)). Note, in DBRS, one cluster was split because it has 2 sharply different groups according to
the non-spatial attribute

DCURS: Density-based Clustering Using Representative Set (DCURS) (Zhou et al, 2013) is a
recent algorithm that is DBSCAN based, and like DBRS, uses a sampling mechanism to reduce
the number of neighborhood queries to get high efficiency. DCURS solve a known problem of
DBRS which causes intuitive clusters to be divided into smaller ones.
The way DCURS does its sampling is that for each point p checked for region query, the limited
area which is the points in the area between Eps and 2Eps around p are grouped into four
groups depending on whether they are core or not, and on whether their neighborhood
intersects with the p’s neighborhood. A different action is taken for every case, targeting
preventing unnecessary region queries and increasing probability of maintaining connectivity of
the clusters at the same time. DCURS maintains the minimum set of representative points
(skeletal) while expanding a cluster. This reduces memory and I/O requirements. Experiments
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show that DCURS outperforms DBRS in accuracy and it is also more stable against parameter
variations.

The way of selecting
representative points from
the limited area, c, is a
“core
with intersection”
Figure 3.5. Illustration
of DCURS

Problem of DBRS: 3 micro
clusters instead of one big
cluster because no

ST-DBSCAN: ST-DBSCAN (Briant & Kut, 2006, 2007) is a spatio-temporal extension of DBSCAN.
ST-DBSCAN proposes a new notion of measuring distances between spatio-temporal data.
Instead of mixing the spatial attributes with the non-spatial attributes while calculating the
distance between two instances, it decomposes the distance into two components and uses
each category of attributes for its own component. And so that it modifies DBSCAN parameters
to include Eps1 for spatial attributes to measure geographic distance, Eps2 for non-spatial
attributes to measure the similarity instead of using only Eps for both. For temporal aspects, STDBSCAN filters the data to keep only temporally related instances in a meaningful way as
consecutive days of one year or the same days of different years. ST-DBSCAN algorithm is
almost the same as DBSCAN except that a region query result is obtained using both Eps1 and
Eps2 as two queries and the final result is the intersection of both. Points that are not assigned
to any cluster are candidates to be anomalies. ST-DBSCAN adds extra steps to make sure these
points are true spatial anomalies (or temporal anomalies). ST-DBSCAN uses a simple criterion to
confirm object as anomaly. It calculates the mean of all the objects in the Eps1 neighborhood of
the object. Then, it calculates the difference between the object and that mean, normalized by
the standard deviation. If this value exceeds a predefined threshold, then the object is
confirmed as a spatial (or, temporal) anomaly. ST-DBSCAN, like DBSCAN, assumes all the
parameters to be global.
A multi scale approach for capturing spatio-temporal outliers: It was proposed by (Cheng & Li,
2006) and has four phases. First phase is classification; the objects are classified into clusters.
Second phase is aggregation; they increase the window or scale of each cluster so that some
objects which do not belong to a cluster in the first phase may now belong to one. Third phase
is comparison; they compare the second phase with the first phase and make note of the
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potential spatio-temporal outliers. Final phase is verification; they observe the trend over
multiple time periods and if the potential spatio-temporal outlier repeats itself at consecutive
time periods then it is not an outlier, otherwise it is a spatio-temporal outlier. It is evident that
this type of technique is more suitable for identifying a geographical change in an area over
several years. i.e. The dataset will be sparse on time (the readings of an area will be taken every
year/month).
LDBSCAN: A Local Density Based Spatial Clustering of Applications with Noise (Duan, et al.,
2007) is an algorithm which is the merge of both DBSCAN (Ester, et al., 1996) and LOF (Breunig,
et al., 2000). This algorithm has two phases. In the first phase, LOF scores are calculated for
each object. In the second phase the clustering is applied based on LOF scores. As an initial
condition for clustering it checks whether the LOF score is less than a certain threshold, if so
then it performs a region query in its locality to check if its LOF score varies only by a certain
percentage and if so expands the cluster. If an object has LOF score greater than the threshold
then the object is considered as an outlier. In this algorithm the definition of cluster (Ester, et
al., 1996) is not defined or followed resulting to clusters with very few objects (extreme case is
each object is a cluster).

Difference
Little research exists in the spatiotemporal outlier detection area. The most similar to our
approach is the ST-DBSCAN (Deriya & Kut, 2007). ST-DBSCAN uses DBSCAN clustering to detect
outliers, which has three shortcomings. (1)The output is binary which means labeling each
object as either outlier or not. In many situations you need a ranking of outlierness instead so
you can focus on top N outliers where N is specified later and upon user choice. (2)Outlier
detection is a byproduct of the clustering, so the performance is not optimized for the outlier
detection. (3)DBSCAN which is in the core has an inherent problem of using global parameters,
which means it does not consider locality considerations while constructing clusters.
Our approach overcomes these shortcomings because we adopt LOF for outlier detection which
is basically an outlier detection algorithm which delivers ranked outlierness of all objects and
uses locality based criterion for evaluating outlierness. Also, the way of detecting
spatiotemporal outliers is slightly different since it defines the spatiotemporal neighborhood as
the intersection (Logical AND) of two sets, the spatial neighbors and the temporal neighbors.
Ours uses both the spatial and temporal attributes simultaneously to define the spatiotemporal
neighborhood, which is a more accurate definition (logical OR). Both algorithms differentiate
between feature and spatiotemporal attributes, ST-DBSCAN uses two different parameters
(Eps1 and Eps2) for threshold on spatial distances and feature distances respectively. Our
algorithm has this distinction more formally in the formula of ST-LOF calculation. ST-DBSCAN is
a sequential algorithm while our approach targets big data through its parallelism and pruning
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strategies. Finally, our framework integrates the clustering and the outlier detection to give the
user helpful explanations and better insights into the data.
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Results
Methods
Figure 4.1 depicts the organization of our approach where dotted rectangles mean the enclosed
components can run in parallel.

Figure 4.1: Overall of the approach components organization

Spatio-Temporal Local Outlier Factor (ST-LOF)
We provide a definition of the spatio-temporal outliers as those objects that are different in
behavioral (feature) attributes than objects in their spatial and/or temporal neighborhood. We
adopt the well-known LOF measure of outlierness to our domain by introducing ST-LOF which
accommodates the spatio-temporal context. We define ST-LOF of a point object p as:

∑
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(
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|
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Where:
ST-NMinPts (p) is the spatio-temporal neighborhood of point object p, using MinPts as a threshold
value for specifying KNN.
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ST-MinPts(P) is the neighborhood of p according to spatial and temporal attributes only.
F-MinPts(P) is the neighborhood of p according to feature attributes only.
Of, Pf are feature attributes of points p, f respectively.
Lrd is the local reachability distance, same as defined in LOF (Breunig, et al., 2000).
Load-Balanced Parallel Calculation of ST-LOF Values
We parallelize the calculation of ST-LOF values by partitioning the data set into smaller ones
and calculate ST-LOF values for each partition separately then merging the results. Each
partition is independent of other partitions, so all partitions can run in parallel. The main idea
here is that when we cut a data set into partitions, the LOF values in the resulting partitions
most likely will be only increased compared to the original whole data set. So, if we repeat that
portioning and calculation several times, reshuffling after each time, we can use the minimum
value of ST-LOF values of the same point as a final measure of the original (global) value for that
point. This simple way for merging the results enables us to get efficient calculation of ST-LOF.
The big challenge for that portioning is to get load-balanced partitions. To solve this we use a
randomized partitioning technique. We proposed two different methods to implement it. One
is accustomed for low-dimensional or overpopulated data sets, and the other is more
accustomed for high-dimensional or sparse data sets. First method is to recursively pick points
randomly from the pool of points and partition the points according to their relative location to
that point until the resulting partitions cardinality is less than a specified threshold (as shown in
Figure 4.2). The second method is to recursively pick two points randomly and bipartition the
set of points according to their closeness of each of the two points until the resulting partitions
cardinality is less than a specified threshold.

Figure 4.2: Randomized portioning to create load-balanced partitions of data
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This way we get partitions with almost uniformly distributed loads no matter how skewed the
data set.
Locality-Based Clustering
We used ST-LDBCAN, an adapted version of LDBSCAN, which is a density-based clustering
algorithm based on DBSCAN but uses a localized notion for defining clusters, and thus avoids
the main problem of DBSCAN which is using global parameters for all clusters. LDBSCAN
clusters respects the locality concept and this also is concise with our outlierness scores which
are localized by definition inherited from LOF itself.
Parallel Clustering
We use an overlapped time framing technique to partition the data set into smaller partitions.
We make overlaps to help rejoin clusters which may have been cut by frame boundaries. We
use the only time attribute for creating the frames assuming that data is never sharply skewed
over time, but we can extend this to include spatial attributes as well. Each partition can run
LDBSCAN separately, so they can run in parallel. The merging of partition results involves
renaming some of the clusters to join some of the clusters which have been cut by boundaries.
Unifying Clustering with Outlier Detection
The integration of outlier detection and clustering delivers valuable information to end users
because in addition to the outlierness score assigned to each point, we provide the cluster to
whom it belongs or to the nearest cluster in case it was also marked as an outlier by the
clustering algorithm.

Tools, Prototypes, and Demos
We provide a multi-threaded Java implementation of the algorithms containing user interface
to input all parameters concerning the outlier detection and clustering. The program assigns
each partition of data to a new thread, thus achieves the high degree of parallelism and
efficiency required for big data. We also provide a visualization tool (see Appendix C) built using
Matlab to show the results, graphically visualizing the dataset along with outlierness scores as
color scale and also plot the resulting clusters with distinct colors. It also interactively shows
useful information for end users about every point as the outlierness ranking along with the
cluster id, or the nearest cluster center. We also provide videos recording the evolution of
outliers in different location along the time for the buoy data. The videos are the best way to
visualize spatio-temporal data that is difficult to visualize otherwise.

Experimental Evaluations
First we validated our approach using a synthetic data set designed to test both the outlier
detection and the clustering capabilities. Next, we conducted two real case studies to test our
approach. The first case was on buoys data and the second one was on medical claims fraud
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data. In the first case our target was to detect outliers as abnormal weather conditions
indicating an event as a hurricane. We used year 2005 data to experiment if we could detect
hurricane Katrina which happened that year. We also targeted to compare our results with peer
research conducted on the same data set (Rogers, et al., 2009). In the second case our target is
to detect fraudulent claims.
Synthetic Dataset
A synthetic data set was generated containing 1700 points with 2 spatial, 1 time and 1 feature
attributes. The data was generated as 4 clusters in space and time. Two of the clusters are
uniformly distributed and the other two are normally distributed. Intentionally 17 points from
the data points are mutated significantly to be outliers (considerably different than their
neighbors in space and/or time, see Figure. 4.3).

Figure 4.3: x-y (spatial) projection of 1700 points showing obvious 4 disjoint clusters, 2 uniformly
distributed and 2 normally distributed

The program was able to identify all the outliers by giving high ST-LOF values, but it also
introduced a few false outliers like the highlighted red point in Figure 4.4, which is a fair price
for the parallelism achieved through partitioning which may lead to inaccuracy of the calculated
ST-LOF values, this inaccuracy can be controlled by the number of iterations of the randomized
partitioning and ST-LOF calculation step. Detecting true outliers (Recall) has more priority than
avoiding false outliers (precision), and this was successfully achieved by our program.
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Figure 4.4: A 3-d (2 spatial and 1 feature) projection rotated to a certain angle to reveal that all points
conform to a certain formula (so look on same line or plane) except for 17 points which are our
fabricated outliers. Colors here reveal the outlierness of points. The more red the point the higher LOF
value it has. All the 17 outliers had high LOF values. A few inlier points also got high LOF values, thus are
false outliers, like the one pointed to by the yellow arrow.

Figure 4.5: the outlierness is shown in upper plot, and clustering in lower plot. The 4 clusters are
correctly formed, 4 different colors in lower plot. Dark points are outliers, don’t belong to any cluster
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The clustering results of ST-LDBCAN were successful. It could identify the 4 clusters embedded
into the data and identified most (15 of 17) of the fabricated outliers as outliers (see Figure
4.5).
Buoy Dataset
This dataset includes hourly readings of 30 buoys located in the Gulf of Mexico during year
2005 recording weather conditions. The data set contains about 204,000 points. Among many
attributes 5 were selected, besides time and location, as the feature attributes which are wind
direction, wind speed, barometric pressure, air temperature, and water temperature. These
attributes were selected to match with the research in (Rogers, et al., 2009).

Figure 4.6: The locations of buoys in Gulf of Mexico. (Rogers, et al., 2009)

Applying our program to the buoy data set delivered 382 outlier readings; many of them are
during the Katrina hurricane period between August 23 and August 30 (see Figures 4.6 & 4.8).
The results were compared with the results in (Rogers, et al., 2009) and showed considerable
matching. We also made a video capturing the outliers’ evolvement along the space and time.
The video also included the real track of the eye of Katrina hurricane for comparison and it
showed a decent matching as shown in Figure 4.8.
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Figure 4.7 Visualization of both outlierness and clustering of the buoy data projection on space and time
attributes, each column represent time series of one buoy readings

Figure 4.8 matching resulting outliers detected with the real track of Katrina Hurricane
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Medical Claims Dataset
This data set contains 6,683,337 medical claims of 200,000 patients and 30,604 providers
resident in Louisiana during year 2012, as shown in Figure 4.9.

Figure 4.9 Geographical spread of patients and providers in Louisiana

Both patient and provider records had addresses. The address of each patient has been
geocoded as latitude and longitude by using web service from www.census.gov. This type of
latitude and longitude geocoding serves as the spatial component. The temporal attribute in
this data is the date of service, which yields daily granularity. We also calculate the distance
between the patient and the provider issuing the claim to use it as a derived attribute. Since the
claims data has some categorical attributes as procedure codes and provider types and our
algorithm handles numerical attributes only, we restricted our selection of data to one type of
providers and one type of procedures based on the frequency. Finally we have a data set of
102,127 claims having two feature attributes, charge amount and distance, besides the spatial
attributes, (patient latitude and patient longitude), and the temporal attribute, (date of
service). We calculated the averages of claim charge amount (87.75 $) and travel distance of
the patient to the provider (36 miles) for the whole data set. We ran the program on the
dataset and we got about 250 outliers, about 2.5% of the dataset. In Table 4.1 we present the
top -5 outliers (descending order of ST-LOF) identified by our algorithm.
Table 4.1 Top-5 outliers

Outlierness Rank
1
2
3
4
5

Claim amount (US $)
215
90
7500
8840
85

Travel Distance (miles)
980
920
5.5
2.5
989

ST-LOF score
24.46
19.07
18.34
17.4569
17.12
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On examining records 1, 2, and 5 of the above table, we can clearly say that these patients are
traveling very long, or their provider is at a much longer distance (outside Louisiana) than the
average travel distance of their neighbors during the claim time period. Now consider records
3 and 4, we notice that, even though they do not travel long distance, the amount claimed is
much higher than the average claim amount of their spatiotemporal neighbors. Hence the
algorithm identified them as fraudulent or suspicious activity. Since the medical claims data is
de-identified in such a way that all the identifiable fields in a record are randomly mismatched
in the dataset, there’s no way for us to join this de-identified data back to the authentic data to
have a true evaluation of the performance of our fraud detection. We have to use the sense of
outlierness as the benchmark. Overall, these results seemed to provide good candidates for
experts to further check for fraud if the data is authentic or the joining back to the authentic
data is possible.
Performance Evaluation
We did multiple experiments to evaluate the performance and scalability of the program. First
we examined the partitioning effect on the run time and calculated the speed-up factor, where:
Speed-up = Sequential Execution Time / Parallel Execution Time
The results showed a significant decrease (almost logarithmic) in execution time as the number
of partitions increase up to the point that each partition contains a few hundreds of objects,
which is the minimum required for the program to run ST-LOF calculations or do the clustering.
Similarly speed-up has been increasing until a saturation limit is approached. For the medical
data set containing about 102 K points we approached a factor of 30 Speed-up over the
sequential approach. As data sets get bigger this factor scales as well (see Table 4.2 and Figure
4.10).
Table 4.2 Effect of partitioning on performance

No of
Partitions
1
2
5
10
20
25
30
35
40
45
50
100
200

Run
Time(minute)
140
120
35
13
9
8
7
6
6
6
6
5
5

Points per
Partition
102K
51K
20K
10K
5K
4K
3.3K
2.9K
2.5K
2.26K
2.04K
1.02K
0.63K

Speed Up
1.00
1.17
4.00
10.77
15.56
17.50
20.00
23.33
23.33
23.33
23.33
28.00
28.00
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Run time and Speed-up vs No of Partitions for Medical Data Set
(102K)
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Figure 4.10 Run-time and Speed-up plotted against number of partitions for the 102K medical data set

Next a scalability test was conducted by constructing 5 different-sized samples of the medical
data set and applying the program to each of them and measuring the best run-time for each
sample. The results showed an almost linear scalability of the program (see Fig 4.11).
Table 4.3 Scalability test results
Data Set Size(K)
102
50
25
12
6

Run Time(Sec)
250
120
60
48
30
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Scalability of Run Time on Input Size
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Figure 4.11 Run-time plotted against the size of input dataset, 5 different samples of the 102K medical
data set were used
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Functionality of Innovations
The prototype system "A data mining approach for spatio-temporal outlier detection" has four
innovations.


Spatio-Temporal Local Outlier Factor (ST-LOF)



Parallel calculation of ST-LOF and pruning on randomized partitions



Parallel clustering using overlapped time frame partitioning



Spatio-Temporal Locality Density Based Clustering of Applications with Noise (STLDBCAN)

Spatio-Temporal Local Outlier Factor (ST-LOF)
In order to capture spatio-temporal context in the datasets, spatio-temporal context has
been induced in the calculation of LOF (Breunig, et al., 2000). (Cheng & Li, 2006) Defines a
spatio-temporal outlier to be a “spatial-temporal object whose thematic attribute values are
significantly different from those of other spatially and temporally referenced objects in its
spatial or/and temporal neighborhoods. We defined the ST-LOF value of an object p as:

∑
( )

(

)

(

)

( )

|

( )|

Where:
ST-NMinPts (p) is the spatio-temporal neighborhood of object p, MinPts is a threshold value for
specifying KNN.
ST-MinPts(P) is the neighborhood of p according to spatial and temporal attributes only.
F-MinPts(P) is the neighborhood of p according to feature attributes only.
Of, Pf are feature attributes of point's p, f respectively.
Lrd is the local reachability distance, defined in LOF (Breunig, Kriegel, Ng, & Sander, 2000).
By the introduction of ST-LOF every object is aware of its spatial and temporal neighborhood
thus identifying outliers or clusters based on spatio-temporal difference.
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Parallel calculation of ST-LOF and pruning by randomized partitioning
Data pruning is always underused in the field of data mining and data pruning can also reduce
the runtime of an outlier detection algorithm. So, the methodology of pruning the data is
introduced in the current proposed spatio-temporal outlier detection technique. To prune the
data, randomized partitioning algorithm (Nguyen et al, 2010) is used to partition the data. For
each partition ST-LOF is applied in parallel. The obvious inliers are the objects with small ST-LOF
scores. The objects with ST-LOF scores lesser than a certain threshold are pruned thus reducing
the size of the dataset.

Parallel clustering using overlapped time frame partitioning
Partitioning on time attribute with overlap boundary condition (Prajapathi et al, 2012) is
introduced. Time attribute is evenly partitioned with overlap boundary condition as shown in
the Figure 5.1. This type of partitioning turned out to be useful, especially in running each
partition in parallel and merging the resulting clusters after applying ST-LDBCAN. Merging of
the clusters is done when an object is assigned to multiple clusters.

Figure 5.1 Overlapped Time Frames Partitioning

Spatio-Temporal Locality Density based Clustering of Applications with Noise
(ST-LDBCAN)
This algorithm is an extension to Local Density Based Spatial Clustering of Applications with
Noise (LDBSCAN) (Duan, et al, 2007). Spatio-temporal context is induced using ST-LOF. Notion
of a cluster is also well defined in ST-LDBCAN. By introducing the above mentioned features,
the algorithm detects outliers based on spatio-temporal context and clusters the objects that
have similar features spatially or/and temporally. We also avoided the problem of low
cardinality for clusters of LDBSCAN by following the cluster definition of original DBSCAN (Ester
et al, 1996), which is not the case in LDBSCAN and caused the problem.
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Conclusions and Recommendations
The present framework detects spatio-temporal outliers based on locality. The approach is
efficient, because of pruning, partitioning and parallelization techniques we applied. The
framework has been validated with both synthetic and real (buoy and medical) datasets. The
framework was able to successfully identify the fabricated outliers in the synthetic dataset. It
extracted outliers similar to those presented in (Rogers, et al., 2009) which considerably
matched the path of Katrina (August 23rd to 30th) and delivered reasonably suspicious claims in
the medical data set. The performance tests showed a satisfactory scalability of the approach
which promotes it to handle large data sets.
Currently, the framework assumes all the attributes as numerical; it can be extended to handle
categorical attributes too. Also, the framework assumes the data is not highly skewed on time
attribute and thus overlapped frame partitioning is used on time attribute only to partition the
data. This restriction needs to be further investigated to discover the best way to partition data
taking into consideration possible skewness in some of the attributes.
Lastly, the parallelism of the current framework was proven using multi-threaded
implementation. Further investigations need to be conducted to check the applicability on
Hadoop framework to handle very large data sets.
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Impact and Use/Benefits
Fraud is already a severe problem to both public and private sectors. This project provides a
scalable spatio-temporal data mining approach for fraud detection in the big data era. Though
further enhancement and customization is necessary prior to applying it into different use cases
for fraud detection, given fraudulent activities are more and more sophisticated and definitely
domain specific.
This system can be extended to other domains for a more generalized problem – anomaly
(outlier) detection – such as financial data analysis, public safety surveillance, mechanical
failure detection, and personal health monitoring, etc.
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Appendix A. Install /Use Spatio-Temporal Outlier Detection Prototype
System
How to Compile the Executable Jar File
To compile the Executable jar file follow the steps below.





Step 1: Go to Command prompt
Step 2: Go to the directory where the Executable jar file is placed using “cd”
command.

Step 3: Type the command below to run the executable jar file.
o Java –jar filename.jar

The above steps will compile the Executable jar file and run the code which will pop up the User
Interface for the Spatio-Temporal Outlier Detection Prototype System shown below.
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Input parameters to Spatio-Temporal Outlier Detection Prototype System
The first six parameters are the dataset parameters and the remaining parameters are the
parameters which serve as the threshold to the prototype framework.
 Parameter 1: Number of spatial and Temporal attributes: Enter the total number of
spatial (Latitude and Longitude) and temporal (time) attributes. In general it is '3', in
some extreme cases there might be 3 (Latitude, Longitude and Altitude) spatial and
a temporal (time) attribute.
 Parameter 2: Number of all the attributes: Enter the total number of (spatial,
temporal and feature) attributes.
 Parameter 3: Enter the path of the output folder: The final output file will be saved
in the folder mentioned here.
 Parameter 4: Browse: Input the normalized version of the input file (In the
preprocessing of the data we normalize the dataset).
 Parameter 5: Browse: Input the original version of the input file.
 Parameter 6: Enter the time range: Enter the maximum range of the time attribute
(normalized version).
For example, if the time attribute range is from 0 to 1, the input will be 1.
The following parameters serve as threshold's to the prototype system.
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Parameter 7: Randomized partition threshold: Generally 30 to 60 percent of the size
of the original dataset. For example, if there are 1000 objects in the dataset the
input for the parameter will be anywhere from 300 to 600.
Parameter 8: ST-LOF k-th nearest neighbor: It is the k-th nearest neighbor used for
calculating ST-LOF. In general it is any value from 3 to 5.
Parameter 9: ST-LOF minimum points: It is the number of neighbors used for
calculating ST-LOF. In general it is any value from 10 to 45.
Parameter 10: Time partition threshold: Generally 30 to 60 percent of the size of the
reduced dataset. For example, if there are 1000 objects in the dataset the input for
the parameter will be anywhere from 300 to 600.
Parameter 11: ST-LDBCAN pct: It is used to compare the ST-LRD of an object with its
neighbors. In general any value from 0.2 to 0.5.
Parameter 12: ST-LDBCAN minimum points: It is in general 1 to 10 percent of the
time partition threshold value.
Parameter 13: ST-LDBCAN upper bound: It is the ST-LOF upper bound used in the
STLDBCAN algorithm. In general any value from 3.0 to 6.9.

Enter all the parameters as shown below and click Enter.
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Note: The final output file is saved in the output folder the user mentions (Enter the path of
the output folder: ).
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Appendix B. Spatio-temporal - Locality Density Based Clustering of
Applications with Noise (ST-LDBCAN) algorithm
To find a cluster, ST-LDBCAN starts with an arbitrary point ‘p’ and retrieves all points spatiotemporally localdensity-reachable from ‘p’ w.r.t. ST-LOFUB, pct, and MinPts. If ‘p’ is a core point
(point deep inside a cluster), this procedure yields a cluster w.r.t. ST-LOFUB, pct, and MinPts (It
is the number of points to be retrieved w.r.t point ‘p’ (regional query to retrieve MinPts)). If p is
not a core point, ST-LDBCAN will check the next point of the database. In the following, we
present a basic version of ST-LDBCAN without details of data types and generation of additional
information about clusters:

ST-LDBCAN (SetOfPoints, LOFUB, pct, MinPts, MinPtsinCluster)
// SetOfPoints is UNCLASSIFIED
InitSet (SetOfPoints); == calculate ST-LOF and ST-LRD of eachpoint
ClusterID = 0;
FOR i FROM 1 TO SetOfPoints.size DO
Point = SetOfPoints.get(i);
IF Point.ClId = UNCLASSIFIED THEN
IF ST-LOF(Point) <= LOFUB THEN // core point
IF ExpandCluster(SetOfPoints, Point, ClusterID, pct, Minpts, MinptsinCluster);
THEN
ClusterID = ClusterID + 1;
ELSE //no core point
SetOfPoint.changeClId(Point,NOISE);
END IF
END IF
END FOR
END; // ST-LDBCAN
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SetOfPoints is the set of the whole database. ST-LOFUB, pct, MinPts and MinPtsinCluster are
the appropriate parameters determined. The function SetOfPoints.get(i) returns the ith
element of SetOfPoints. Points which have been marked to be NOISE may be changed later if
they are spatio-temporally local-density-reachable from some core point and have ST-LOF
lesser than ST-LOFUB. The most important function used in ST-LDBCAN is ExpandCluster which
is presented in the following:
ExpandCluster(SetOfPoints, Point, ClusterID, pct, MinPts, MinptsinCluster)
SetOfPoint.changeClId(Point,ClusterID) : Boolean;
seeds = Point.Neighbors(MinPts);
WHILE seeds <> Empty DO
currentP := seeds.first();
IF currentP.ClId IN {UNCLASSIFIED,NOISE}
and DirectReachability(currentP,Point)
and (ST-LOF(Point) <= ST-LOFUB)
THEN
TempVector.add(currentP);
END IF
END WHILE
IF TempVector.Size < MinptsinCluster
SetOfPoint.changeClId(Point,Noise);
Return FALSE;
END IF
WHILE TempVector <> Empty DO
Point =TempVector.firstElement();
SetOfPoint.changeClId(Point,ClusterID);
TempVector.remove(Point);
120

resultP = Point.Neighbors(MinPts);
WHILE resultP <> Empty DO
currentP := resultP.first();
IF currentP.ClId IN {UNCLASSIFIED,NOISE}
and DirectReachability(currentP,Point)
and (ST-LOF(Point) <= ST-LOFUB)
THEN
TempVector.add(currentP);
END IF
END WHILE
END WHILE
Return TRUE;
END; //ExpandCluster
The function DirectReachability(currentP,Point) is presented in the following:

DirectReachability(currentP,Point) : Boolean
IF ST-LRD(current) > ST-LRD(Point) / (1 + pct)
and ST-LRD(current) < ST-LRD(Point) * (1 + pct)
THEN
RETURN True;
ELSE
RETURN False;
END; //DirectReachability
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Determining the parameters ST-LOFUB, pct, and MinPts
The result of ST-LDBCAN is influenced by the choice of the ST-LOFUB, pct, and MinPts. Here we
discuss how the right values for ST-LDBCAN are determined. There are two different types of
parameters of MinPts. One is for the calculation of ST-LOF and the other is for ST-LDBCAN. For
most of the data sets, it appears to work well when MinPts for ST-LOF is from 10–40 (Breunig,
et al., 2000). MinPts for the spatio-temporal outlier detection algorithm in general is any value
from 1 to 10 percent of the dataset. Parameter pct controls the spatio-temporal local-density
fluctuation (Duan, et al., 2007). The value of pct depends on the fluctuation of the cluster.
Generally speaking, it is restricted to [0.2, 0.5]. Of course in some particular situations, other
values out of this range can be chosen.
For objects deep inside a cluster, the ST-LOFs are approximately equal to 1. The greater the STLOF the higher possibility that the object it is an outlier. If the value that is selected for STLOFUB is too small, some core points may be mistakenly considered as outliers; and if the value
is too large, some outliers may be mistakenly considered as core points. For most of the data
sets that have been experimented with, picking 1.9–6.5 appears to work well.
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Appendix C. Visualization Tool
To visualize the results of our program we developed this tool. The user interface enables users
to select the dataset from a dropdown list box. Users can choose to include both the clustering
results along with the outlierness results or not. Users can also choose to only plot the top N
outliers for more focusing. The tool uses a 3-d plot capability of Matlab. By default the spatial
attributes in the data set are mapped to the X and Y axis of the plot and the Z axis maps the first
feature attribute. Users can change this behavior using a check box to force the temporal
attribute as the Z axis of the plot. Color scales are used to represent the outlierness (ST-LOF
values) or the clustering (cluster IDs). The tool provides zooming, panning and rotation
capabilities. Users can also click on individual points to see information about it like the point
id, attribute values, ST-LOF value, outlierness ranking and cluster id, if available. The tool also
has very nice features like brushing some points with colors to distinguish them for further
investigations, like changing the features selected for plotting.

Figure C.1: The user interface and the plot representing both outlierness and clustering simultaneously,
only top 100 outliers are plotted and Z-axis is mapped to time attribute

123

Figure C.2: The brushing capability enables users to highlight areas of their concern

Figure C.3: The pintip capability enables users to click on some points and show explanation information
about them, users can hold the info of multiple points, also the previously brushed areas are still
highlighted
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Executive Summary/Abstract
Objectives:
1. Develop an integrated and extensible process and a series of prototypes for gap analytics,
portfolio analysis, competitive intelligence surveillance, and large-scale longitudinal
evaluative assessments across heterogeneous data sources and a variety of units of analysis
over time
2. Design and develop innovative and robust algorithms to support a flexible workflow of gap
analytic tasks, including modeling dynamic high-dimensional data in terms of visualizations
of fitness landscapes, identifying and tracking critical paths over fitness landscapes, and
analyzing the dynamics of trajectories and other indicators of a complex adaptive system
3. An extensible and adaptive platform will be built to demonstrate applications in 2~3 priority
domains based on recommendations of industry partners and available data sources

Methods: The project has focused on developing a gap analysis of U.S. patents as one of the
representative application domains. We have constructed a local database of U.S. patents,
containing over 5 million patents and over 30 million patent co-citations.
The motivating use scenario is to enable an organization identify its own position and
trajectories in a fitness landscape as well as its potential competitors’ positions and trajectories,
for example Apple’s portfolio of 4,590 patents versus Samusung Electronics’ 44,736 patents.
We have been working on algorithms and experiments that will identify hot areas of patenting
activities with burst detection of patent citations at three levels, namely, the individual patent
level, the international patent classification (IPC) level, and the U.S. patent classification level.
In this project, we have developed a process for the construction of the fitness landscape,
including applying multiple techniques such as co-citation analysis of patents (CCAP),
bibliographic coupling of patents (BCP), latent semantic analysis and topic modeling of
unstructured text (LDA), multidimensional scaling (MDS), and information theoretic methods.
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Results: A prototyping architecture and its components have been constructed and a series of
experiments have been conducted. The results demonstrate how the following types of
questions can be answered:


How did patenting activities grow in terms of specific areas of patent classification?



How did the patent portfolios of two companies differ in terms of the distribution of
their patents across all the patent classes?



What is a fitness landscape like for a given information space of interest?

Conclusions: We have achieved the objectives of the project with a number of increasingly
refined prototypes. The basic procedure is in place to generate three-dimensional fitness
landscapes. We are in a good position to further refine the procedure for visual gap analytics. In
addition to the patent data, we have also begun to explore procedural modeling at the level of
individual users of an analytic system such that novice users can learn from expert users.
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Differences from Current State of Art
Our survey of the literature has revealed that the fitness landscape topics are found primarily in
the literature of evolutionary biology where studies focus on the evolution of populations (e.g.
McCandlish, 2011, Poelwijk et al. 2007, Romero and Arnold 2009). The literature of business
analysis has a small amount of relatively old studies that utilized some of the ideas, although we
have not found any substantial concentration of this type of use (Erdi et al., 2013). The
literature of artificial intelligence, especially in the area of evolutionary programming; however,
it is rare to have access to information represented as three-dimensional fitness landscape
representations (Eppstein et al. 2012). More detailed reviews can be found in (Chen, 2014).
Gap analysis and portfolio analysis techniques so far are inadequate in providing users with the
information in readily accessible form for analytical and decision making tasks. For example,
existing approaches lack the ability to present the highly complex information concerning the
dynamics of an adaptive system in a form that is simple enough to be understood and
communicated effectively between people who may play different roles in the system. Many
existing predictive approaches lack of the support of a theory that not only identifies patterns
but also explain mechanisms and form constructive steps to achieve desirable goals. Currently,
most link discovery approaches are designed to work within a single chosen domain.
Our approach is built on a detailed theory of how new evidence may impact on a complex
adaptive system at both macroscopic and microscopic levels. The theory is both explanatory
and computational. The underlying computational models in our approach drives visual analytic
layers to enable users perform analytic reasoning and gap analytic tasks through interactive and
dynamic visualizations of a new type of fitness landscapes.
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Results
Data Collection
In order to investigate a company’s intellectual and competitive intelligence, we have
constructed a local database of U.S. patents. The database contains over 5 million patents and
over 30 million patent co-citations. We also conducted a preliminary study to rationalize the
validity and scalability of our approaches. To this end, we employed a collection of bibliographic
information, namely terrorism research from 1990-2003. This dataset includes 1,732 articles
and 34,985 cited references.
Table 1. Statistics of the US Patent database.
Citation statistics

Counts

# of unique citing patents (a)
# of cited patents (b)
# of unique cited patents (c)
Average cited patents per citing patent (b/a)
Average cited times per cited patent (b/c)

4,229,285
55,251,878
4,850,883
13.064
11.390

System Architecture
We conducted a gap analysis from a company’s intellectual and competitive intelligence point
of view by focusing on patent citation information and content. We employed three linkage
approaches to investigate competitive intelligence surveillance as follows: Co-citation Analysis
(CA), Bibliographic Coupling (BC), and title- and abstract- applied Latent Semantic Analysis
(LSA). Brief explanations on these approaches are as follows:
Co-citation Analysis (CA): a similarity measure based on how often two documents are cited
together by other documents. We calculated the similarity between two patents as follows:
(

)

(

)

(

)

(

)

(

)

where ( ) indicates the number of patents citing patent A whereas

( ) means the number of patents citing patent B.
Bibliographic Coupling (BC): a similarity measure based on the overlaps between two
documents in terms of their reference sets. We calculated the similarity of two patents as
follows:

(

)

(

)

(

)

(

)

(

)

where ( ) indicates the number of patents cited by patent

A whereas ( ) means the number of patents that patent B cites.
Latent Semantic Analysis (LSA): a dimensionality reduction technique, which can be used to
measure the distance between terms and documents in the same latent semantic space. In
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order to calculate the content-based similarity between patents, we utilized the ‘lsa’ package in
R.
In addition, the rests are techniques we used to visualize and further investigate competitive
intelligence in industries.
Multidimensional Scaling (MDS): a spatial configuration method to visualize datasets with a
distance metric. We employed this algorithm to visualize competitive patents in a 2dimensional space.
Information Entropy: a measure of uncertainty from information theory. We supplemented
investigating the similarity between companies’ patenting activities with this concept.
Latent Dirichlet Allocation (LDA): a generative model to discover implicit topics. We utilized this
model to further explore a gap analytics.
Figure 1 shows the overview of the system architecture and the research process.

Figure 1. The system architecture.

Case Study #1: How has a specific industrial field grown?
First, we explored which areas have consistent growth in industries. To this end, we calculated
the raw frequencies of the number of patents in each International Patent Classification. It
consists of eight categories as follows:
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SECTION A — HUMAN NECESSITIES
SECTION B — PERFORMING OPERATIONS; TRANSPORTING
SECTION C — CHEMISTRY; METALLURGY
SECTION D — TEXTILES; PAPER
SECTION E — FIXED CONSTRUCTIONS
SECTION F — MECHANICAL ENGINEERING; LIGHTING; HEATING; WEAPONS; BLASTING
SECTION G — PHYSICS
SECTION H — ELECTRICITY

Figure 2. The number of patents in each IPC over the years

Figure 3. The trends of information entropy in each IPC
Figure 2 illustrates that the technical sections G and H have been exponentially growing over
the years. To compare the similarity of the patenting trends in each IPC, we employed the
concept of information entropy as discussed earlier. It measures the diversity of the underlying
scope of the patents. In other words, a higher entropy value means that you will need more
information to nail down a specific condition than a lower-level entropy. The result shows that
the sections A and F are the most dissimilar ones in terms of a company’s patenting trend in
time series.
Then, we chose one specific IPC, G06F 13/00: Interconnection of, or transfer of information or
other signals between, memories, input/output devices or central processing units, as our
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further case investigation. There are 13,091 patents published by 353 companies over the
years. We applied CA and BC to the dataset. The result shows that 1) a few companies have led
this technical field with diverse intellectual concerns at the beginning, 2) various industrial
competitors with similar interests have participated over years, and 3) industrial interests
become increasingly similar and converging (See Figure 4).

Figure 4. 353 companies’ industrial trends in IPC G06F 13/00 (top: CA, bottom: BC)

Case Study #2: How do Boeing and AirBus differ?
Next, we focused on investigating a more specific case. We selected Boeing and AirBus as our
second case study to address competitive intelligence in industries, for they are often regarded
as industrial rivals in aerospace. In our database, there are 7,358 patents by Boeing from 1976
to 2010 whilst AirBus has 1,096 patents between 1986 and 2010. Then, we studies which areas
they have in common and not common.

Figure 5. The number of patents of Boeing and AirBus in each IPC
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Figure 6. The trends of information entropy of both companies’ patenting trends
Figure 5 displays the number of patents of both companies in each IPC. It indicates that both
focus on the sections B and G, transporting and physics. To compare the similarity of the
patenting trends of both companies, we again employed information entropy, measuring the
diversity of the underlying scope of the patents. The result shows that the section B is the most
dissimilar one. We argue that this is because the absolute difference in the number of patents
of two companies even though they both focus on the section B.
Then, we applied CA and BC to the dataset (See Figure 7). The result shows that 1) both
companies’ specific patents keep interesting other companies (co-citation analysis perspective)
and 2) two companies themselves concern different territories at a particular moment in time
(bibliographic coupling perspective).

Figure7. Boeing and AirBus’ patenting Trends over the years (top: CA, bottom: BC)
The BC perspective motivated us to deeply explore why they diverge in the middle of the time
series. To this end, we applied LDA, a topic modeling technique, to titles and abstract of the
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patents to further investigate this issue. We employed Stanford NLP TMT (Topic Model Tool)
package and extract 10 topics and 20 keywords per company. Then, we labeled each topic
based on the top five terms ranked at each topic. The result shows Boeing aimed at developing
communication systems while techniques on flight control interested AirBus between 2005 and
2010 (See Figure 8). Based on this result, we argue that, content investigation through a set of
text mining techniques such as LDA, LSA, pLSA, etc. will benefit us from deeply analyzing gaps in
competitive intelligence in industries.

Figure 8. Topical trends of Boeing’s (top) and AirBus’ (bottom) patenting activities

Constructing Fitness Landscapes: Terrorism Research (1990-2003)
As addressed earlier, the vision of the project lies in modeling the industrial fitness landscape
for a gap analytics. To this end, we apply a surface modeling technique to our previous findings
where citation and content similarity-based MDSs base while times cited of each patent or
citation burst represents the height of the peak. Before this modeling with the dataset, we
conducted a preliminary study to rationalize the validity and the scalability of our approaches.
We imported a dataset, namely terrorism research from CiteSpace demo package. It covers
1,732 terrorism studies between 1990 and 2003. As shown in Figure 9, there are three
distinguished clusters in the domain in the given time series. We compared this map to our
approaches so that we could validate them.
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Figure 9. Scientometric analysis of terrorism research in CiteSpace

Figure 10. Co-citation-based MDS maps in a 2D space (top) and a 3D space (bottom)
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Figure 10 portraits a co-citation-based MDS Map. We employed ‘MASS’ package and
‘scatterplot3d’ package for visualizing the dataset in 2D and 3D spaces respectively. The MDS in
the 2D space shows a very similar clustering trend with Figure 9. Considering times cited of
each paper, we also generated an MDS map in a 3D space (See Figure 9 bottom). In addition,
we identified the most highly cited article in terrorism research.
Based on the x and y coordinates and times cited of each paper, we modeled surface
landscapes in terrorism research. To generate a surface model, we need to interpolate missing
points of a map (contour line smoothing). Toward this end, we selected 200 articles located at
the left bottom corner of the coordinate matrix (See Figure 10), and employed ‘AKIMA’ package
in R to generate a surface model (See Figure 11).

Figure11. Surface model in terrorism research with the left bottom section of Figure 10
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Functionality of Innovation(s)
Utilizing the same approach above, we also generated surface maps with 200 articles around
the highly cited point of the surface matrix (See Figure 12). It was generated by using a ‘persp’
surface plotting method in ‘graphics’ package of R. The heights of the points are raw
frequencies of times cited of each article. The colors are also based on these frequencies. Figure
13 utilized logarithmic formation of cited times for smoothing the contour lines, generated by a
‘surf’ method in MATLAB.

Figure 12. Surface model in terrorism research with the highly cite section of Figure 10

Figure 13. A logarithmically transformed fitness landscape. The height of a point represents
the fitness measured by citation times of the underlying publication.
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Then, we finally generated the entire surface landscape in terrorism research (See Figure 14).
Again, this landscape employed the MDS coordinates, times cited of each paper for the heights,
and a ‘persp’ surface plotting method in ‘graphics’ package of R. Based on the results, it is
claimed that we can dynamically investigate the entire industrial trends and scrutinize
competitive intelligence in industries if the approaches above are applied to the patent dataset.

Figure 14. The entire surface model in terrorism research
As discussed above, we aimed to develop an integrated and extensible process and a series of
prototypes for gap analytics, portfolio analysis, competitive intelligence surveillance, and largescale longitudinal evaluative assessments across heterogeneous data sources and a variety of
units of analysis over time. As a result, we built an extensible and adaptive platform to
demonstrate applications with available data sources.
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Conclusions and Recommendations
We have developed a computational procedure to generate three-dimensional fitness
landscapes based on generalized proximity data derived from non-geospatial data, including
similarities between patents in terms of their co-citation and bibliographic coupling as well as
features characterized by topic modeling. This technical capability allows us to apply our
approach to a broad range of business data, which typically contains performance data that is
beyond geospatial data types.
In terms of the immediate improvements between now and the time we will present our
demos to the IAM members, we have identified the following priority areas:
First, we will apply the surface modeling technique validated by the preliminary study to the
existing dataset such as Boeing vs AirBus, etc. Toward this end, we slice a fitness model into
several time phases to captivate a company’s patenting trajectory. Then, we develop a function
of trajectory visualization so that we can keep track of the advent and decline of a patent.
Second, we will continue to investigate other technical fields for identifying whether the
findings above and from the future improvements are generalizable.
Third, for temporal consideration of multiple MDSs, we will utilize some higher level
mathematical approaches such as tensor, etc. so that we could properly model the industrial
fitness landscape.
Fourth, we will supplement the citation-based approaches with discerning text mining
techniques. We aim to develop more robust fitness models justified by content perspectives
such as topic modeling, etc. In addition, for systematic application of topic modeling, we
consider utilizing modified algorithms (hierarchical LDA, etc.)
Finally, we will integrated all of our approaches and findings into one interface so that it could
serve any user to easily navigate and explore competitive intelligence in industries with
multiple perspectives including surface model, temporal MDS, tensor-based model, etc.

139

Impact and Uses/Benefits
Three dimensional fitness landscapes provide intuitive representations of potentially complex
situations. Such representations provide the basis to which additional information concerning
the performance of an organization can be superimposed. Users will benefit from the intuitive
and informative representations. Furthermore, providing a stable framework that enables
many more functionalities for gap analytic tasks.
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