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Executive Summary/Abstract 
Objectives: 

The goal of this project is to develop a multi-modal retrieval system that can work with both 

image and textual information for question answering. The project creates a unified, graph-

based representation model in both text and image domains and is capable of using visual 

features to search in a textual database or use textual queries to retrieve relevant images from 

a database.  

To accomplish this, the project aims to develop a computational toolbox for automatically 

generating graph representation of images and text information, and an API set for interacting 

with a database consisting of graph-based information.  

To achieve this, following action items were considered: 

 Build a multi-scale feature extraction from images and capture the spatial relationship 
of image features in the form of a graph. 

 Incorporate the dependency graphs obtained from textual information annotated with 
syntactic information and store the resulting data in the form of a graph database.  

 Develop a unifying platform for correlating images and textual information represented 
in terms of multi-scale image features and dependency text representation.  

 Develop retrieval tools for a question answering system that can support a question 
answering system between both modalities. 

 Build a proof of concept API for the system. 
 

Methods: 

The project requires coordination of two separate information retrieval systems, namely an 
image matching and a text matching system. We used the COIL-20 and MPEG-7 datasets for 
testing the image matching system, where the first one is commonly used for image similarity 
tasks and the second one is used for object recognition tasks. As for the text matching system, 
we utilized the VQA and MS-COCO datasets, first one being a visual question answering dataset 
and the second being an image dataset. We developed a graph-based multi-layer image 
matching system and a graph-based text matching system. The image matching system 
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retrieves the image that is the most similar to a given query image very efficiently. The text 
matching system first represents the sentences using graphs and then retrieves the most 
similar set of sentences from a question answer database for a given query sentence. The 
system determines the true answer of a given query sentence by voting over the answers of the 
most similar dataset sentences. 
 
Results: 

We developed and implemented a set of efficient algorithms to achieve graph-based image and 
text matching. We experimentally evaluated the efficiency of both sets of algorithms against 
standard baseline algorithms. Our experimental results show that our methods can achieve 
better performance than baselines. 
 

Conclusions: 

We conclude that graph-based matching techniques provide efficient solutions to the 
multimodal information retrieval problems. Systems achieve high accuracy for the retrieval 
tasks due to string representational power of graph structures. Developed methods and 
algorithms show that graph-based methods can be efficiently applied to many business and 
health care applications that involve information retrieval.  

Differences from Current State of Art 
The image matching part of our project deals with a problem known as graph matching. The 

matching problem between two metric distributions is a hard problem where the aim is to find 

a one-to-one mapping among data points. Due to hardness of the problem, an easier version of 

it, many-to-many matching, is generally attempted. Although many-to-many graph matching 

techniques achieve the desired multi map between features, they ignore the spatial structure 

of the nodes. We propose a novel technique, multilayer matching, for solving the matching 

problem which utilizes both the individual node features and the clustering information of 

nodes. We utilize the hierarchically well-separated trees for representing the images and then 

establish a hierarchical mapping among the nodes of the resulting trees. We also provide an 

efficient approximation algorithm for the matching that achieves high speed-ups while losing 

very little in terms of accuracy. 

The text matching part of our project adapts the graph-based matching to the domain of 

natural language processing in general and question answering in specific. Specifically, we treat 

the text matching problem, which is the fundamental component of many natural language 

processing tasks including sentiment analysis and question answering, as an instance of the 

inexact graph matching problem. In order to solve the text matching, we first embed the 

sentences given in natural language into a weighted directed graph. Next, we adapt the primal-

dual approximation scheme for matching trees to the text matching problem. 
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Results 

A. Overview of the System 

In this project, we focus on an information retrieval system that contains two modalities, 
namely, image and text. We motivate the reader to the application of the project over the 
following example. Given an image and a question written in natural language regarding the 
image (such as the color of an object in the image, or asking to retrieve another view of the 
same scene from the dataset, etc.), can we provide a satisfactory answer? 

Figure 1 provides a scheme of the problem. The problem requires processing available 
resources of textual and visual information and achieving a unified representation for the data. 
On the user end of the problem, a query is made in one modality and an answer is expected in 
possibly another modality. To tackle the retrieval problem, a cross modality retrieval 
mechanism is required.  

 

Figure 1. Description of the multimodal information retrieval problem. 

Figure 2 shows a general overview of the proposed method. Given data sources of different 
modalities, our system starts with extracting features of each data type. In the case of images, 
for instance, this step can be achieved by extracting the SIFT (Scale invariant feature 
transform)[1] features. Next, the data is represented using graph structures. Following this 
step, a large dataset of graphs is constructed which includes the graph representation of 
different types of data sources. Finally, given a query object in one modality, its graph 
representation is compared with the graphs in the newly constructed dataset and the most 
similar results are retrieved as the outcome of the system. 
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Figure 2. Overview of the proposed method 

We provide a more detailed example of multimodal information retrieval over text and image 
data in Figure 3. The system depicted in the figure is an application of multimodal information 
retrieval in the medical domain. The system initially includes a dataset of question-answer pairs 
associated with MRIs in addition to the MRIs themselves where both questions and images are 
represented by graph structures. As in the example shown in Figure 3, once the user provides a 
brain MRI of a patient along with a question such as “where is the tumor located?” in natural 
language, the system starts by extracting the graph representation of both the image and the 
question. Then, the graph representation of the question is compared with the graph 
representations of other questions in the question-answer dataset. A list of similar questions to 
the initial query is obtained at the end of this step. Next, the graph representation of the query 
image is compared to the list of images that correspond to the questions that are obtained at 
the end of the previous step.  The most similar images are then selected as the potential 
candidates for the true answer for the query sentence. Finally, a voting scheme is utilized 
among the most similar images to decide about the answer of the initial query. 
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Figure 3. Overview of multimodal information retrieval system over text and image data 

The system described above consists of two major components. First one is a graph based 
image matching system and the second one is a graph based text matching system. Both 
systems require extraction of features, representing data by graphs, and providing an efficient 
matching mechanism for the graphs. In the rest of this report, we will investigate these two 
systems separately. 

B. Multilayer Matching of Metric Structures Using Hierarchically Well-

Separated Trees 

Matching of metric distributions is a fundamental problem in computer science which has 

numerous real life applications such as image matching and object tracking. Since arbitrary 

metrics can be represented using graph structures, the problem can be reduced to graph 

matching, i.e., given two graphs G and H, find a mapping among vertices and edges of graphs. 

Exact graph matching is known to be computationally intractable. Specifically, subgraph 

isomorphism which asks whether G contains an induced subgraph H' that is isomorphic to H, is 

a problem known to be NP-complete [3].  Even a simpler special case of the problem, graph 

isomorphism, is neither known to be polynomial time solvable nor NP-complete. These facts led 

the research in the field to focus on inexact matching since early 80s [4].  

Aside from inexact matching being a feasible way to attack the intractable problem of exact 

graph matching, it might even be desirable in some problem domains where a node in one 

graph should be matching to more than one node in the other graph. Image matching is an 

instance of this where image features are represented as graph nodes and relationships among 

features are structured with weighted edges. In this setup, features of two images representing 

the same object can have minor differences due to occlusion, noise, scaling, etc. As a result, 
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establishing a mapping between sets of nodes amongst two graphs rather than establishing a 

one-to-one matching between individual nodes becomes necessary.  

Metric embedding based methods are among the most popular approaches for tackling many-

to-many matching problem [5]. Here, the objective is mapping data from a source space to a 

“simpler” target space while preserving the distances. Using embedding, a graph that is 

equipped with a metric can be approximated as a tree structure. It is well known that 

approximating the solution for many NP-hard problems in general metrics can be done in 

polynomial time once data is embedded into tree metrics.  However, such embeddings tend to 

introduce distortion. A common technique for overcoming high distortion rates is probabilistic 

approximation method of Karp [6]. Utilizing probabilistic embedding, Bartal introduced the 

notion of hierarchically well-separated trees (HST) where edge weights on a path from root to 

leaves decrease by a constant factor in successive levels [7].  Embedding into HSTs improves the 

representational power of graphs especially in domains such as image matching since the 

internal nodes of the tree represents constellations of nodes of the original graph. Capturing 

the segmentation information at internal nodes of the tree along with the node features at its 

leaves make HSTs useful tools for inexact matching. 

It is an underlying assumption that many-to-many matching algorithms use the features 

associated with individual nodes to establish the correspondences, while ignoring the 

underlying regions containing the spatial distribution of the matched features. In this project, 

we propose a novel matching method, multilayer matching, that uses spatial distribution of 

nodes in addition to individual features to tackle the matching problem [2]. Motivated by the 

approach of Kleinberg and Tardos (K&T) for solving the metric labeling problem, our method 

uses optimization over HSTs [8].  Given an object graph and a label graph, metric labeling aims 

to find a many-to-one mapping between the nodes of the two graphs.  Kleinberg and Tardos' 

method first embeds the label graph into an HST and then the nodes of the object graph get 

assigned to the leaves of the HST using a linear programming (LP) formulation. To find a 

mapping between two graphs, K&T method finds a mapping between the nodes of the first 

graph and the leaves of the HST representation of the second graph. In contrast, we first embed 

two given graphs into separate HSTs and then match the nodes of the resulting trees at fixed 

layers by solving an LP that is similar to the formulation of K&T. Obtaining a matching between 

the internal nodes of the HSTs makes it possible to take clustering structure of the features into 

account in addition to the individual image features. Utilizing the spatial distribution of features 

improves the running time of the matching task while accuracy is achieved by the use of feature 

vectors throughout the process. 

Our method requiring to solve an LP makes the running time to be bound to number of 

variables and constraints of the LP formulation, and the efficiency of the LP solver. We further 
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improve the performance of the method by presenting a primal-dual approximation algorithm 

for the multilayer matching problem [9]. Our primal-dual algorithm achieves a speed up by of a 

factor up to 500x on test sets while obtaining comparable matching scores relative to baseline 

algorithms and other graph based methods from the pattern recognition literature. We 

demonstrate the utility of the method in the context of image matching.  

In the following subsections, we will give an overview of the multilayer matching method, the 

approximation algorithm for achieving the matching, and provide its experimental evaluation 

on standard image retrieval datasets. 

Multilayer Matching 

Overview 

Given a set of images and a query image, we are interested in finding the dataset image that 

resembles the query image most. Due to variation in images, some of the dataset images 

resemble the query image a lot while many others are distinctively different from it. Given that 

the matching procedure is costly, it is desirable to pay less attention for matching less similar 

images while spending more time on the images that resemble the query image more.  

 

Figure 4. Overview of the sieve approach that utilizes the multilayer matching method. 
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The motivation for the multilayer matching is shown in Figure 4. We start with a query image 

that is to be compared to all the images in the dataset. In the matching task, two images are 

deemed similar in proportion to their matching image features. Initially, we compare the image 

features at a higher level of abstraction where we have a single feature that represents the all 

features of an image. At this level, we remove the images with small similarity scores. We 

continue eliminating less similar images in this manner for the finer levels of detail for the 

graph representation of image features. Note that, since the first level representation of the 

image consists of a single feature, matching at this level will be carried out fast. As the matching 

goes deeper in successive levels, the time for matching two images will increase due to 

increasing number of features in each image. However, since the number of images to compare 

decrease at finer levels of the sieve, costly matching will only be done for a small portion of the 

dataset. 

Method 

In this section, we will give a brief overview of the method. We refer the reader to our journal 

paper [2] for the technical details of the method. 

 

Figure 5. An image with its features represented by a complete graph 

In order to achieve the layered matching, we propose reducing the image matching problem to 

the graph matching.  Our method starts with extracting the image features. Next, we represent 

the image by a complete graph where the image features become the nodes and the spatial 

distance between the features become the edge weights, as shown in Figure 5.  

Once we have graph representation of the images, our goal is to have a layered structure that 

represents the graph and then have a matching among these layers. As shown at the upper part 

of the Figure 6, we would like to have a matching mechanism that enables mapping set of 

nodes that is referred to as a1 on the left to the set of nodes that are referred to as b1, b4, or 

b9 on the right.  
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Figure 6. Layered matching of clusters of nodes in two graphs (upper) Layered matching of 

two HSTs which corresponds to matching of graphs (lower) 

To have a multilayer representation of the graph, we embed it into a hierarchically well-

separated tree (HST) [7] using the deterministic embedding method described in [10]. Note that, 

the internal nodes of an HST are abstract nodes that are introduced during the volumetric 

embedding process for representing the constellations of nodes in the original graph. Actual 

nodes of the original graph reside at the leaf level of the HST. The embedding of the complete 

graph into the HST is depicted in the lower part of Figure 6. Having two such HSTs, the objective 

is to find a mapping between the internal nodes of the HSTs which represent a constellation of 

features of the images. Comparing layers that are closer to leaf layer yields a finer level of 

matching whereas matching layers closer to root runs faster albeit resulting in a coarse 

matching. This tradeoff between robustness and running time can be optimized by 

progressively altering the layers to match.  Assume that given a dataset of images and a query 

object, we are asked to find the image that resembles the query object most. Using layered tree 

matching, we first match the query object with the rest of the images at a higher layer. This 

step is performed in short time since the trees consist of few nodes at this layer. Then, we 

discard the objects with large matching score and carry on matching at consecutive levels of the 

HSTs with the remaining images. Thus, progressively we eliminate the images that do not 
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resemble the query image by rough HST matchings at coarser layers and perform rigorous 

matches with the few remaining images (sieve approach).   

Motivated by the metric labeling formulation of the Kleinberg and Tardos, we formulate the 

HST matching problem as a quadratic program (QP). In [2], we provide a linear programming (LP) 

formulation for the problem as well. Although solving the LP version takes longer due to the 

size of the problem expanding during the linearization process, we are interested in it more 

since it is possible to approximate the LP program efficiently using the primal-dual method of 

Goemans and Williamson [9]. Details of the QP and LP formulations and the approximation 

algorithm can be found in [2]. 

Experiments 

To demonstrate our approach on image matching problem, we performed experiments on 

COIL-20 [11] and MPEG-7 CE-Shape-1 (Part B) datasets. COIL-20 dataset consists of 1440 gray 

scale images of 20 objects where each object has 72 views obtained by consecutive rotations of 

5 degrees around z axis (Figure 7.a). MPEG-7 is a shape dataset containing silhouettes of 70 

objects with 20 samples for each, having a total of 1400 shapes in the entire dataset (Figure 

7.b). The experiments are carried using a leave-one-out procedure: a query image is removed 

from the test set and pairwise similarity scores between this image and the rest are recorded in 

a similarity matrix. Matching is considered successful if the image that is deemed to be most 

similar is a neighboring view of the query object for the COIL-20 dataset and of the same object 

type for the MPEG-7 dataset. 

 

(a) 

 

(b) 

Figure 7. Sample images from (a) COIL-20 (b) MPEG-7 CE-Shape-1 (Part B) datasets 

Experiments on COIL-20 dataset are carried out with four algorithms: LP solver for multilayer 

matching (denoted MMLP), primal-dual algorithm for multilayer matching (denoted MMPD), and 

quadratic and linear programming formulations of the metric labeling problem (denoted MLQP 

and MLLP). MMLP and MMPD is run for fixed layers (1 through 5) for the entire dataset. We ran 

both algorithms a second time by applying the sieve approach over consecutive layers. We 
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started running the sieve algorithm from the third layer since the accuracy of the matching is 

relatively low for the first two layers. While passing from third layer to the fourth, all but the 

most similar 100 images are discarded. Further 70 images are discarded during the transition 

from layer 4 to 5. 

 

 

Figure 8. (left) Success rates for increasing number of neighboring views on COIL-20 

dataset experiment (right) Success rate and average running time for various algorithms on 

COIL-20 dataset experiment 

Results of the first experiment are presented in Figure 8. Success rate for MLQP and MLLP is 

identical except the 0.07% difference for 1-NN case, whereas the former is 8 times faster than 

the latter.  MLLP being as good as MLQP is noteworthy since it shows that the O(log n) distortion 

which is introduced by HST embedding in LP formulation does not affect the result of matching 

for this dataset. As shown in the first column of the table in Figure 8, success rate of layered 

matching increases as the matching is carried out at finer layers. Ultimately, layered matching 

achieves 91.11% success for matching at the fifth layer which can be contrasted to the baseline 

success rate 92.08% for kNN=1. Average running time of layered matching at fifth layer is 

almost three times more than the QP formulation although success rate is lower. On the other 

hand, applying the sieve to MMLP achieves a slightly lower success rate while reaching an 

average running time which is 3 and 25 times faster than baseline algorithms. Although success 

rate of MMPD is lower by 3.5% compared to MMLP its advantage lies in its running time 

performance which is over 20, 65, and 500 times faster than MMLP, MLQP, and MLLP, 

respectively. Speedup in our methods is an outcome of the multilayer approach which utilizes 

the spatial distribution of features and the primal dual approximation scheme which replaces 

the LP solver that is used in the baseline algorithm. Note that query images are identified with a 

different pose of the same object for 99% and 99.6% for MMPD and MMLP. 
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Experiment on the MPEG-7 dataset is performed using the MMPD where we achieve an object 

recognition rate of 93.5% over the entire dataset. This result can be contrasted to graph 

matching based methods described in [13] and [12], which have success rates of 89.6% and 

93.8%, respectively. Note that, both methods proposed utilize the individual features in 

matching. Although the latter method outperformed MMPD by 0.3%, our method achieves 

significant performance gain through using spatial distribution of features in addition to 

individual feature vectors. Specifically, both methods of Demirci et al. has high computational 

complexity due to employing the earth mover's distance [14] in their calculations. MMPD, on the 

other hand, is 44 times faster than both algorithms by use of the sieve approach in the layered 

matching and the performance gain due to primal dual method. 

C. Graph Based Question Answering 

Automated understanding of natural language is a problem studied under several disciplines 

including computer science, linguistics, and statistics. Turing initiated the research in 

automated natural language processing (NLP) with his seminal paper where he questioned 

whether computers can interpret human queries made in natural language and reply in a way 

indistinguishable from human response [16]. During the following decades, research in the field 

was mainly focused on complex rule based systems. The scalability of the rule sets has been the 

main limiting factor for the progress in this course. Research in the field flourished in late 

eighties with the advent of machine learning techniques such as neural networks and support 

vector machines (SVM) [17]. Question answering (QA) has been a major problem in NLP since 

the early days of research in the field [18]. From an information retrieval (IR) perspective, the 

main goal is to extract an answer from a large data source that satisfies a certain query [19]. It 

differs from other IR tasks in that queries being in natural language provide extra information 

due to syntactic and semantic relations between the words in contrast to simple lists of 

conventional search terms. This extra information can be utilized to represent sentences by 

directed graphs where words are expressed as nodes and relations among the words are 

illustrated by directed edges. Once the sentences are represented using graphs, graph matching 

methods can be utilized to tackle the QA problem. 

In this section, we approach question answering as an instance of the graph matching problem. 

More specifically, given a database of question-answer pairs and a query, the goal is to find a 

proper answer. To achieve this, we first embed the questions into graphs. Next, we find similar 

questions to the query by comparing the query graph to the graphs in the dataset. Finally, we 

determine the answer according to the answers of the similar questions from the dataset. We 

utilize the metric labeling approach for matching question graphs. 

In the following subsections, we will provide an overview of the embedding approach for 

representing sentences by directed weighted graphs and the graph matching technique for text 
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graphs. We will also present experimental evaluation of the proposed method over a question 

answering dataset. 

Embedding Sentences into Graphs 

Tackling the QA problem as an instance of graph matching requires the embedding of questions 

into directed weighted graphs. In this section, we explain the general case of embedding 

sentences into graphs that is also applicable to the embedding of questions. Each word in a 

sentence has a corresponding node in the graphs whose features are the part of speech (POS) 

and named entity (NE) tags of the word, the vector representation of the word in a language 

model, and the word itself. We used the Stanford POS tagger [20] and the NE recognizer [21] 

for obtaining POS and NE tags. In order to obtain the vector representation of words, we used 

the English language model of Mikolov et al. [22] which is trained by word2vec system using the 

Google news dataset. The language model contains three million words, each of which are 

represented by 300-dimensional vectors.  

Relations among words are represented by directed edges in the graph which is defined as one 

of the following three types: word order edges, dependency edges, and coreference edges. 

Words that follow each other in the sentence are connected by word order edges that point 

from a word to the next. Edges that are obtained by the dependency parse tree of the sentence 

Figure 9. Graph representation of a sentence.(a) Acronyms written in red are the POS tags 

of the corresponding words such as JJ and PRP representing adjective and possessive 

pronoun, respectively. (b) Acronyms written on dependency edges represent the type of 

relation between two endpoints of the edge such as amod and ccomp standing for adjectival 

modifier and clausal complement, respectively. Different edge types are color coded. 
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are used as dependency edges. Coreferencing words are connected with bi-directional 

coreference edges. Note that, there can be more than one edge between a pair of nodes. We 

used the Stanford dependency parser [23] and the Stanford coreference resolution system [24] 

for obtaining the aforementioned relations.  

Graph representation of a sentence is shown in Figure 9. Distinct edge weights can be 

associated with types of edges since each type represents a different relation which is needed 

to be learned empirically. 

 

 
Figure 10. Matching graph representation of two questions. 

Graph Based Text Matching 

Once the questions are embedded into graphs, questions that are similar to a query can be 

retrieved from a question/answer dataset by matching corresponding graphs. In order to 

achieve matching, we utilize the metric labeling approach with its primal-dual realization. The 

goal is to find a similarity score while obtaining a mapping between the nodes of the two 

graphs (see Figure 10). Details of the metric labeling and its primal-dual realization for text 

matching can be found in [15]. In the rest of this section, we will present an overview of 

adaptation of metric labeling into text matching by skipping the mathematical details to the 

above mentioned reference. 

Realizing graph matching through metric labeling requires solving a minimization problem 

which involves a cost function consisting of an assignment and a separation component. The 

cost term is a function of similarity between nodes of two distinct graphs (denoted c) and 

distances among nodes of a graph (denoted d and w).  Adapting the formulation of metric 

labeling to graph based text matching requires us to define proper similarity and distance 

measures for the c,w, and d terms. 
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Assignment Cost 

In graph representations of sentences, the cost cp,a of assigning word p to word a is defined as a 

function of four parameters: the vector representation of the words, the dictionary features of 

the words, their POS tags, and the NE tags. First, the cosine distance between the vector 

representation of two words that are obtained from the language model is used as a similarity 

measure between the two words. Next, another similarity score that is obtained according to 

the dictionary features of the words is used, such as assigning higher similarity to two words 

that are synonyms or hyponyms. To calculate the similarity score among word pairs, we utilized 

WordNet ~\cite{Miller95} which is a lexical database for English that groups words into sets of 

cognitive synonyms by using a graph structure. We used the method of Do et al. [25] among 

several similarity metrics defined over WordNet [26,27,28]. Finally, we take the POS and NE 

tags into account while determining the similarity score. This is especially important in 

distinguishing two words that are same but used within different contexts. The following two 

sentences are an example of such a case over the word {\em rolling}: “Rolling her eyes, she 

started to walk away” vs “The Rolling Stones was his favorite rock band”. The (POS, NE) tag 

tuple for the word ``Rolling'' will be (verb, none) in the first sentence while it is (proper noun, 

organization) in the second. Even though the vector representation will be the same for both 

words and WordNet will consider the two to be identical, their similarity score will be set low 

by incorporating POS and NE tags.  

Separation Cost 

Separation cost requires defining a relation among nodes over the graph representation of 

sentences. We need to consider several aspects while defining this relation which in turn will be 

used for defining a distance measure. First, note that there are three types of edges in the text 

graphs. Second, it is possible to have an edge of each type (making a total of up to three edges) 

between any two nodes in the graph. Third, the relation between any two words is proportional 

to the number of direct edges between them. Finally, for pairs of words that are not directly 

connected by any edge, the relation should be defined in terms of the path connecting the two. 

We denote the strength of relation among words p and q as wp,q. In order to calculate the 

weight matrix w, we start with initializing it to zero and then run the following path tracking 

procedure (denoted trackPath()) for each node in the graph. Starting from the node 

representing word p, we follow the outgoing edges recursively while labeling edges as visited to 

avoid cycles. We keep a counter for each path denoting the number of hops made since the 

starting node. For each node q that is encountered on the path, we increase the weight wp,q by 

the weight coefficient of the type of incoming edge to node q divided by the number of hops 

made up to this point. Note that, the contribution of edges that are farther in the path will be 
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relatively low due to the scaling of weights by the hop counter. Once we calculate the weight 

matrix, we set the distance term dp,q as the reciprocal of wp,q for all nodes p,q of the graph. 

The Algorithm  

A primal-dual realization of the metric labeling problem that is adapted to text matching is 

presented in Figure 11. Details on the execution of the algorithm can be found on [15]. 

 

Figure 11 A primal-dual approximation algorithm for the metric labeling problem to 

match sentences. 

Several parameters are required to be learned by the algorithm. These parameters include the 

coefficients ρw2v, ρne, ρpos, ρwordNet that account for the contribution of word features word2vec, 

WordNet similarity, NE, and POS tags to the assignment cost, and σcoref, σwordOrder, σdependency that 

define the weights of the edge types for the calculation of distance measures. Learning these 

parameters is a non-trivial task due to the time complexity of the graph based matching 

methods [29] Nevertheless, the efficiency of the primal-dual algorithm presented in Error! 

Reference source not found. makes it possible to learn the parameters in a reasonable time 

frame. In order to train the system, we used grid search method [30]. 

Experiments 

We evaluate our graph based text matching and question answering method on a combination 

of the Visual Question Answering (VQA) dataset [31] and the Microsoft Common Objects in 

Context (MS COCO) [32] dataset. The VQA is a visual question answering dataset containing 

three multiple question and answer pairs for over 80K images in its training set where the 

images are sampled from the MS COCO dataset. The MS COCO is an image dataset that is 

generally used for evaluating image recognition, segmentation, and captioning methods. It 
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provides five captions for each of the images in the dataset along with other information. In our 

experiments, we obtained question-answer pairs from the VQA dataset and image captions 

from the MS COCO dataset. We discarded any further information that is provided by the 

datasets including the images and image features. A sample question-answer set and captions 

are shown in Figure 12 along with their corresponding image. 

 

Captions 

 the stop sign post is covered with deep snow. 

 a stop sign buried in tall snow. 

 a stop sign that is almost buried in the snow. 

 a stop sign in the snow, with snow covered 
mountains in background. 

 a red stop sign sitting in the middle of a snow 
covered field. 

Question-Answer pairs 

 why is a stop sign here? - road 

 is there snow on the ground? - yes 

 is this at a high elevation? - yes 

Figure 12. Sample captions and question-answer pairs for corresponding image from our 

experimental setup. Images are not used as input in the experiments. 

Our experimental setup consists of three steps: preprocessing of the dataset, training the 

parameters, and question answering. At the preprocessing stage, we embedded the questions 

and captions into graphs as described above. In order to train the parameters, we subsampled 

questions, answers, and captions corresponding to 5K images and run the question answering 

experiment on this small dataset with various parameter values. We investigated the 

parameter space using grid search in a coarse to fine level of detail. Specifically, we first run the 

experiment at a coarse level with equally distributed intervals of parameters. According to the 

evaluation results of the first level, we continued running the experiment to further levels by 

finely dividing the region of the parameter space with the highest success rate until reaching a 

local maximum.  

The question answering task is performed as follows. First, the system is loaded with the graph 

representations of the questions, answers, and the captions. Questions are sorted into groups 

according to the question category that is provided by the VQA dataset, such as ``what'' or 

``why''. Question types for which there exist less than 100 questions in the dataset are grouped 

together into a category called ``others''. Next, the question answering experiment is evaluated 

using the leave-one-out approach with k-nearest neighbor (k-NN) algorithm. That is, questions 

and captions corresponding to an image are withdrawn from the dataset which is referred as 

the query. The goal is to find a correct answer to each of the three questions that are asked for 
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the query image. We first rule out the question types that do not match with the question type 

of the query which we take as its first word. Next, we run the graph based text matching 

between the query and the questions in the dataset to obtain the most similar n questions. 

Using graph matching, we further match the image captions of the query with the captions of 

images corresponding to the most similar n questions. Among the resulting similarity scores, we 

choose the k nearest neighbors out of the n questions. Finally, we decide on the answer using a 

voting scheme over the multiple choices of the query through the answers to the k most similar 

question-answer pairs. We have experimentally chosen n and k values to be 100 and 50, 

respectively. 

We took the n -gram based matching as the baseline to compare to our graph based text 

matching method. We used n -grams up to 3-grams for describing the questions and captions. 

The l1 distance is then used as the similarity measure between n -grams, which is normalized 

according to the number of tokens in each vector. Results are reported in Figure 13.  

 

Figure 13. Accuracy of the methods (in percentage) for various $k$-NN values. Results are 

reported for the cases when only the questions are used as well as questions and captions 

are used in combination. 

We evaluated the accuracy of the methods for two cases. First, the answers are decided based 

on the answers of the similar questions. Second, we further take the image captions into 

account and refine the set of similar questions by matching the image captions. As shown in 

Figure 13, including the caption information to the question answering process slightly 

increases the accuracy of the system. This indicates that the questions are informative enough 

to provide a correct answer for the multiple choice questions. Also note that, the correct 

answer is within the 3 highly rated answers (3-NN) 70% of the time among the 18 multiple 

choices provided for each question for both the n-gram method and our approach. Our graph 

matching algorithm achieved better performance rates compared to the n-gram with the 

current set of parameters that we used. However, both methods perform relatively poorly 

when contrasted to the multi-layer perceptron based method presented in [31]. We note that, 

our method's performance has the potential to be improved by training the algorithm to learn 

the parameters. 
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Functionality of Innovations 
In this project, we have developed two graph based information retrieval method for matching 

images and texts. 

Our first contribution is a novel many-to-many matching method for metric distributions in 

general and graphs in particular. Our method utilizes the spatial distribution of nodes as well as 

the node features for the matching process. We use the HST representations of metric 

distributions to achieve many-to-many matching where the internal nodes of the HSTs capture 

the segmentation of features. Utilizing hierarchical structure of HSTs, our method allows to do 

matching at different levels of detail. We also provided an efficient primal-dual approximation 

algorithm for our method which improves the performance 500 orders of magnitude compared 

to baseline algorithm and 44 times relative to comparable graph based methods in the 

literature. In a series of experiments in the domain of image and shape matching, we 

demonstrated that our method performs well both in terms of accuracy and running time.  

Our second contribution is a graph based text matching approach that is applied to the 

question answering problem. We first provided an embedding method to represent sentences 

in natural language by directed weighted graphs. Next, we formulated the text matching 

problem as an instance of the metric labeling problem. Finally, we provided the application of 

the primal-dual approximation algorithm for metric labeling to the text matching. The 

experimental evaluation of our method on the VQA dataset shows the success of graph based 

matching over the n-gram based matching. 

Conclusions and Recommendations 
Performance of the graph based image matching method can further be improved by 

introducing a distributed version of the primal-dual algorithm. Another direction for future 

study in this aspect of our project is to extend the formulation in a way that some of the labels 

can be discarded from matching calculations. 

Although our preliminary results on the graph based text matching system is promising, we 

would like to train the system with more data to obtain better parameter sets. One limitation of 

the graph based text matching system emanates from using the k-nearest neighbor method to 

decide about the answer. Specifically, each query is compared to all other questions of the 

same type among the dataset to find the nearest neighbors. Although the primal dual 

approximation of metric labeling is efficient, the approach is not scalable considering the 

growing sizes of knowledge bases. In the future, we would like to investigate the utility of other 

machine learning algorithms. For instance, a kernel learning approach such as SVM can be used 

in a multi-class setting with question types defining classes, in order to identify a subset of 

dataset questions with salient properties (that is, support vectors). Then, we can use only these 
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identified questions to compare with the query to reduce the running time. Our future goal is 

to investigate the feasibility of applying the primal dual approximation of the metric labeling as 

the graph kernel for the SVM. If this hypothesis fails, we would like to investigate the use of 

clustering algorithms such as K-medoids on dataset questions to identify data-driven clusters of 

questions and their representative members.  

We have shown in this study that both parts of the system work efficiently for matching tasks. 

In the future, we would like to provide the experimental evaluation of a system that combines 

these two components into a single visual question answering system. 

Impact and Uses/Benefits 
Both of the methods that we proposed are implemented using C++ for high efficiency. Although 

the systems are tested using standard image and question-answer datasets, the evaluation can 

be extended to other datasets, potentially the ones from the IAB members. 

We note that, the graph matching technique that we propose in this project can also be 

adapted to other data types such as sound or video. Additionally, the graph embedding into 

HST can also be applied on clustering tasks which might appear fields such as in online 

marketing or social networks.  
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