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2 Executive Summary/Abstract
The  evolution,  spread,  management  and  other  relevant  properties  of
business critical information in social media are vital for most businesses.
Possible scenarios include:

• Containment: how to isolate harmful or not desired information spread?

• Intervention: how to counter harmful information? 

• Transmission:  how  to  introduce  or  infect  the  graph  with  new
information  so  that  its  success  can  be  estimated  with  reasonable
accuracy, e.g. the case of competing memes.

The questions above are the motivation for this  project.  Our approach to
tackle this problem is to view it as a graph connectivity problem. The single
most important question then is how to acquire the graph structure. Social
media sites such as facebook, linkedin, etc. are in possession of such data
but  it  is  generally  not  easily  available.  Our  approach  is  to  estimate  an
approximation  of  the graph structure  from the data that  is  available  and
related to the specific use case of interest. For this we use a similarity based
approach. As a result we are not dealing with a social graph but instead a
graph structure that may or may not resemble a social graph. The edges
between the nodes are defined by the similarity of the content and other
behavior of the nodes. The main modality for us is text and for this reason
the  most  important  methodological  questions  are  related  to  multilingual
language models and their scalability.
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3 Dimensionality reduction
Feature hashing1 is a commonly used fast and space efficient technique for
vectorising categorical features of arbitrary size. Feature hashing uses hash
functions to get the indices for the features. The resulting vectors are very
high dimensional  and (usually) extremely sparse. There are many desired
properties related to hash functions depending on their intended use. We are
only interested in following properties:

• Low collision probability

• Uniformity of the output

• Independence of the output

For feature hashing alone, only the first property is enough, but since we are
interested in  using the  hash values  also  for  random projections,  the  two
other  properties  are  also  important.  Since  feature  hashing produces  very
high dimensional  vectors,  storing the projection  matrix  in  memory is  not
feasible. Even for 32 bit hash values and desired dimensionality of e.g. 100,
the projection matrix would require 400 Gigabytes of memory and for 64 bit
hash values one would need   bytes of  memory.  As one wants to use
longer hash values to lower the probability of hash collisions, 128 bit hash
functions  are  also  very  realistic,  although  with  current  64  bit  computer
architectures 64 bit functions may be the best choice.

Random projection  (RP)  is  a technique that  has  received a great  deal  of
attention for already a longer period of time. Recently a lot of the discussion
has concentrated on its use on approximate nearest neighbor search (ANN)
and similar methods. The basic motivation for RP comes from the Johnson-
Lindestrauss lemma [1], which states that embeddings from higher to lower
dimensional  Euclidean  space  are  possible  so  that  distances  are  nearly
preserved.  In  practice  vectors  are  projected  on  a  zero  mean  constant
variance random matrix. The most usual choices for the projection matrix are
either  standard  normal  distribution  or  a  sparse  matrix  of  .  Other
distributions work also and in the context of this work we are only interested
in the mean centered uniform distribution and a distribution consisting only

.

1 Feature hashing is sometimes called the hashing trick.
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As the size of the projection matrix is problematic for high dimensional data
and prohibitive for the use with feature hashing, one has to come up with
other  ways.  We  begin  our  discussion  with  an  obvious  and  simple,  yet
powerful observation that given a document, the sum of the hash codes of
features is actually a projection to a line. Depending on the properties and
quality of hash functions one uses, this kind of a projection may or may not
fulfill the requirements of the Johnson-Lindenstrauss lemma.

In  the  context  of  this  project  we  use  the  term  “document”  for  a  text
document, but in a more general setting it can be any ordered or unordered
collection  of  categorical  low  level  features.  How  one  does  (higher  level)
feature extraction for the documents is immaterial to our methods, as long
as the resulting  representation  will  be the  bag-of-features representation.
E.g. in the case of text this enables one to use more expressive features than
simple unigrams and thus to escape the inherent independence assumption
of bag-of-features representation.

The  need  for  explicitly  estimating  the  feature  vectors  depends  on  the
required pre/postprocessing and as long as they are only linear operations it
is  not  necessary.  This  is  another  beneficial  factor.  Our  test  data are  text
documents and the hash functions we use are designed for character strings.
However, it should be noted that our results are directly applicable to any
categorical data that can be represented as bytes, e.g. image understanding
models with bag-of-visual-words representation, etc.

3.1 Feature hashing & random projection combined
Feature  hashing  is  a  way  of  vectorizing  categorical  data,  e.g.  text
documents.  The vector  indices  are  defined by a  hash function  given the
features.

Let

(Equation 3.1)

be  a  family  of  hash  functions  from  set  of  strings   to  set  of  integers
 , where  is the bit the length of the output of

the functions. Note that these are signed functions even though it might feel
more natural to use signed ones. For combining feature hashing and random
projections it is beneficial to use these and it is also trivial to go between
signed and unsigned ones. For document   an element of feature vector  
for feature  is
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(Equation 3.2)

where   is  some  function  that  does  needed  preprocessing,  etc.  for
documents.

As  we  do  both  feature  hashing  and  random  projection  together  explicit
estimation of feature vectors may not be strictly necessary if the function

 is a linear function.

For  dimensionality  reduction  random projection  works  by  projecting  a  -
dimensional input vector  to  zero mean i.i.d. random vectors  in order to
get -dimensional vector  as

(Equation 3.3)

The choice of projection matrix is rather relaxed. Most common choices are
probably  sparse  distributions  consisting  of   and  the  Normal
distribution.  Practically  all  zero  mean  constant  variance  distributions  do
work. In this work we only discuss matrices whose elements are from the
following distribution

(Equation 3.4)

as it is computationally very simple and it has been shown that it performs
just as good as other choices [2].

Let us first consider the projection of single document  to a random vector.
This is an inner product between the document vector  and the projection
vector  .  In  the  simplest  case,  when  one  is  not  doing  any  nonlinear
operations, e.g. nonlinear term weighting, etc., one can do a single pass over
the  document  and  for  each  term  sum  the  respective  element  in  the
projection vector .

Let

be a bijective function for strings  that returns the index of feature 
in the document vector, where  is the size of the vocabulary. These kinds of
functions are called perfect hash functions. Here they return vector index for
each feature. This is exactly the idea behind feature hashing only with the
exception that the function is not perfect hash function and the target set is
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orders of magnitude larger resulting very sparse vectors. Now the simplest
form of projection of a raw document is 

(Equation 3.5)

Often one wants the document vectors to be normalized, which can be done
either before or after the projection as long as it is only linear operation. In
the case of more complex preprocessing of features one needs to estimate
the feature vectors first and then do the projection as

(Equation 3.6)

We  show  the  equations  above  (3.5 and  3.6)  because  even  though  they
describe a very simple operation,  we want to underline the fact that the
combined process of feature hashing and random projection is equally simple
but memory wise orders of magnitude lighter and only marginally harder cpu
wise. One just replaces the projection vector and perfect hash function with
output of a general hash function.

For high dimensional data like text documents, especially if one goes beyond
the unigram bag-of-words representation, the size of the projection vector,
and hence the projection matrix grows prohibitively large. E.g. for a twenty
language  cleaned  and  preprocessed  subset  of  Wikipedia,  that  we  have
worked on, the size of vocabulary is about 20M for unigrams but for 1-skip-3-
grams it is already about 800M. This translates to 76MB and 30GB storage
requirements,  respectively,  assuming that  counts are four  bytes long.  For
projection matrix, say of 100 dimensions, the size grows prohibitively large
already for this size of a problem. In order to eliminate the need of storing
the projection matrix  in  memory we want to  use the hash output  of  the
functions  on our data that we have already used for getting the indices for
features. This way we implicitly transform our high dimensional count data to
a very sparse and extremely high dimensional form and just by summing up
the hash value multiplied feature counts we project it to one dimension. This
combination of feature hashing and random projection enables us to do truly
online processing of streaming documents.

Let   be the bit length of the hash function that we use then the implicit
dimension of the space we operate in is . In the case where single pass
over the document is enough the random projection of document  is
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(Equation 3.7)

where   is a seed value for the hash function. This is simply summing up
minus ones and ones. By repeating the above  times with different seed one
gets a -dimensional random projection. When single pass is not enough, i.e.
we want to preprocess feature counts more in nonlinear fashion, the process
is still extremely simple as

(Equation 3.8)

where  is a function that returns the hash value for the feature . This is
summing up elements of feature vector   that are multiplied by the hash
value, i.e. the sign of the elements of feature vector are changed according
to the sign of the hash value before summation.

Given the fact that there are no perfect hash functions for arbitrary strings,
one needs to consider the quality of the hash output. Also the representation
of raw categorical features (words, tokens, n-grams, visual words, etc.) may
be so long that for performance reasons one wants to use the hash function
on strings only once. For both of these reasons one may consider the option
that instead of acquiring the projection by repeating the process of Equation
3.7 or  3.8 one further scrambles the output of  the hash function and for
additional  dimensions  does  not  use  the  string  hash  function  but  another
seeded function on the output of the string hash function.

Let

(Equation 3.9)

where   be a family of bijective functions. A
requirement for  these functions  is  that  statistical  correlation between the
input and output is as low as possible. In the context of this work we may call
these functions perfect (integer) hash functions2 or permutation functions.

Now we can define a recursive function

(Equation 3.10)

2 Strictly speaking these are not hash functions as the domain and the target set are the
same.
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Here we start with the output of function  on string  and further scramble
the output with the function . Subsequent values are produced by applying
the same function  on the  previous  output  thus  producing a  sequence of
values. This is exactly how many pseudo random number generators (PRNG)
work, e.g. ones based on linear recurrence. If we view those functions as
PRNGs, the string  can be seen as the seed state for the generator and the
return value of $g_n$ is the current state of the PRNG. In this case one would
derive the random value from that state, which could be as simple as using
that value directly, i.e. using an identity function on the output. On the other
hand,  if  we see see them as recursive hash functions then the output is
directly the hash code for $x$, which we hash again using the same function.

Now  we  can  define  our  two  final  options  for  a  -dimensional  random
projection based on the feature hashing of document . We either

1. repeat the process of Equations 8 or 8  times with different seed and
proper normalization, etc.,

2. or the first dimension we estimate the vector element  first by seeding
a PRNG-like function with the output of hash function for feature  and
use that value as the hash value and for the rest of the dimensions we
use the random sequence (recursive use of the hash functions) as the
elements of the (implicit) projection matrix.

The first case is very straightforward and the justification for the latter one is
that for features with very long representation it  may be computationally
cheaper  to do the feature  hashing only  once for  each feature and if  the
output  of  hash  functions  is  in  suspicion  it  can  be  remedied  by  further
scrambling the output.  If  one is  worried about  the quality  of  the random
sequence3 produced by the hash functions (option 1 above) then one has to
pay attention to the quality of the sequences produced by the option 2 also
and to whether they overlap. The quality of random sequences can can be
guaranteed by the use of high quality PRNGs and the probability of randomly
seeded  sequences  overlapping  can  be  estimated.  If  one  wants  to  be  as
confident as possible about the quality of projection matrix, one can make
sure that the sequences do not overlap by using long enough period  PRNG
that also provides a way to jump to desired position in the sequence. Such
generators are readily available. We have to note though, that simply using
the option 1, one produces very high quality projections and the only reasons
for going for option 2 are either computational or purely academic.

3 This can be seen as a random sequence even though it is not produced using PRNGs.
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3.2 Locality sensitive hashing
Locality sensitive hashing is a technique that approximatively preserves the
distances  of  original  documents  w.r.t.  the  hash  codes  that  are  produced,
given some distance metric. One such technique is the simhash [7], which
uses  random  projection  in  order  to  accomplish  that.  Simhash  preserves
approximatively  the cosine similarity/distance and it  can be implemented
using hash functions.  Simhash can also be easily  implemented using the
procedure presented here. Lately there has been some questions about the
quality of simhash w.r.t. some other LSH techniques [8].
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Figure  1 Errors  for  Euclidean distance using random projection  and hash
based  random  projection  (RP,  HRP)  and  for  cosine  similarity  estimated
through dot product after hash based random projection and from Euclidean
distance through hash based random projection (HRPC, HREPC). Errors are
the average between 2000 English language blog entries of varying length.
The error is bounded between 0 and 1.
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The aim, scope and end results of simhash (and other LSH techniques) are
different  from the combination  of  feature  hashing  and random projection
presented here. Simhash produces hash codes that can be used e.g. for near
duplicate detection in web crawling, etc. The motivation for combining the
hashing  trick  and  random  projection  is  to  do  blackbox  dimensionality
reduction after which one can still operate in a vector space where distances
are preserved and do other types of processing to the document vectors.

Random projection preserves the Euclidean distances and for most purposes
that  is  enough.  If  one absolutely  needs the cosine similarity,  it  is  always
trivial to move from Euclidean distance to cosine similarity provided that the
vectors  in  original  space are normalized.  Also experimentally  it  has  been
shown that the cosine similarities are also preserved reasonably well [10],
which we have also observed as seen in Figure 1.

4 Language model
We use the term  language model for  both probabilistic  and vector  space
models that use the bag-of-features low level representation. Our motivation
for the use of language modeling is perhaps slightly different from the usual
IR needs that quite often are concerned with content understanding, retrieval
performance,  etc.  We  use  language  models,  in  this  context,  for
dimensionality  reduction,  feature  extraction  and  for  deriving  a  distance
measure between documents regardless of the language the documents are
written in. That is, our language model is a multilingual model that takes a
sparse very high dimensional n-gram4 or skip-gram vector and produces a
low  dimensional  dense  vector  representation,  which  fulfills  following
requirements:

1. Distances are preserved in the dimensionality reduction process up to
some scaling factor.

2. Semantic distances between documents within and between languages
are meaningful.

3. One can augment the data with metadata of interest.

Models that fulfill two first of those requirements and that are interesting to
us fall in two categories, namely topic models and the vector space model.
Canonical example of the first one is the LDA and of the second one the LSA.
Both of these models and many of their further developments are used for

4 n may also be 1, i.e. unigrams may be used as well.
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monolingual  data.  There are many LDA variants  that  support  multilingual
data, e.g. [4] and [5], and with the vector space model it can be done along
the lines of e.g. [3]. The third requirement is also easily incorporated to topic
models and can be readily done with the vector space model.

Given that textual data is inherently very high dimensional even for unigram
model and increasingly so with the n-grams and skip-grams, the scalability
aspects have to be dealt with effectively. For a twenty language cleaned and
preprocessed  subset  of  Wikipedia,  that  we  have  played  with  the  size  of
vocabulary  is  about  20M for  unigrams and for  1-skip-3-grams it  is  about
800M. These numbers are already high but it is completely realistic that they
are  much  higher  depending  on  the  features  and  the  preprocessing
(stemming, lemmatization, stop word filtering, etc).

Topic  models  are  currently  the  prominent  way  of  modeling  document
collections  and  they  perform  reasonably  well.  Scalability,  especially  for
learning the models is somewhat problematic, however. For vocabulary sizes
in billions, scalability becomes a real issue. Vector space model on the other
hand performs also reasonably well even if not on par with the topic models.
With vector space model it is easier to use clever dimensionality reduction
techniques prior to learning the actual model, thus making the process more
scalable.  For  these  reasons  we  choose  to  use  the  vector  space  model.
Depending on the low level features we do it with or without the hashing
trick  and  random  projection  for  dimensionality  reduction  prior  to  using
classical PCA/SVD/LSA technique.

4.1 Multilingual vector space model
The motivation for the language model is to do both dimensionality reduction
and feature extraction language independently over all supported languages
and to derive a language independent distance measure. In this project we
support  11  languages,  namely  English,  Spanish,  German,  Finnish,  French,
Italian,  Dutch,  Portuguese,  Russian,  Swedish  and  Arabic.  The  selection  of
languages was rather arbitrary, in principle with Wikipedia, we could support
close to 300 languages but in practice smaller size of rare language wikis
and  missing  NLP  preprocessing  tools  would  make  it  very  hard  if  not
impossible.  We  do  the  standard  preprocessing  steps,  i.e.  remove  most
common stopwords and rare words and do stemming and term weighting.
For  Arabic  we  use  the  ISRI  [6]  stemmer  and  for  other  languages  the
Snowball5 stemmer.  Proper  lemmatization  would  be  preferable  but  the
resources are scarce.

5 http://snowballstem.org/
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We use parallel and related multilingual corpora for learning the model. For
training resources there are few options to choose from. Obvious choices
include Wikipedia,  religious texts like the Bible, the Quran and translated
religious  magazines,  European  parliament  transcripts,  etc.  We  use   only
Wikipedia  but  combining  it  with  other  resources  would  probably  be
beneficial. We choose Wikipedia because it covers all the languages we are
interested in and its vocabulary is modern, which may not be the case with
religious texts. We select only articles that have a certain minimum number
of sentences and require a certain minimum number of languages in order to
use those documents in the training. The most common choice that we have
used is five and eleven, respectively. The minimum length of documents is
more important than whether there are always full number of languages for
each  document.  The  latter  is  also  supported  by  [3].  Given  those
requirements we simply concatenate articles about the same subject matter
with the vocabulary prefixed by the language into a single document.

We have two options for learning the model. 

1. The standard LSA with feature hashing for convenience. This method is
suitable for reasonably low dimensional data for which more complex
methods probably would scale well too.

2. Dimensionality  reduction  by  feature  hashing  and  random projection
and then PCA to the lower dimensional set of  training vectors. This
method  is  for  extremely  high  dimensional  data  for  which  other
methods would not scale.

In either case we are interested in the basis for the lower dimensional vector
space, not the documents themselves. After we have acquired the basis it is
trivial  to  project  any  new  document  to  that  space  resulting  similar
documents having similar vector representation regardless of the language.
That is, we use the language model for doing multilingual feature extraction.
We will omit the discussion about the option  1 for learning the model here
and discuss the option 2 briefly. However, we use both options depending on
the use case.

For training the model we have a document collection  , which has been
produced as explained earlier in this section. The documents are turned into
a vector form by applying the methods presented in section 3.1. Formally we
project  using projection matrix  onto a lower dimensional space to derive
the document vectors  as
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. (Equation 4.1)

Basis for the span of vectors  can be estimated in many ways. As we are
already done with the dimensionality reduction, and will retain all the vectors

 there will be no more added error, and in that sense it is not important
how one estimates the basis. However, it may interesting to observe how
(incoming) documents behave w.r.t. the maximum variance directions and
for  that  reason we use PCA for  estimating the  basis.  Another  interesting
option would be to use ICA.

Given that, we acquire basis , i.e. the principal components as

, (Equation 4.2)

the feature extraction process for document  is

. (Equation 4.3)

As we are doing PCA here, instead of SVD, the second projection is a simple
rotation with no scaling happening. This is beneficial as it makes the process
simpler.

The expected  norm of a -dimensional, zero mean random vector is ,
where   is  the  variance.  The scaling  of  unit  norm,  zero  mean projection
matrix  is , where  is the reduced dimensionality. Given the above, the
expected scaling of arbitrary but equal variance  projection matrix is .
Now the language independent distance measure6 is for Euclidean distance

, (Equation 4.4)

and for cosine similarity, with  being the norm of the original data vectors, it
is

. (Equation 4.5)

As our hash based random projection generates random numbers from the
uniform distribution between -0.5 and 0.5, the variance  is  and given a
unit norm for the original data vectors, .

6 In the case of cosine similarity this is not a distance nor a metric.
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Like already stated, there is rarely a need for the use of cosine similarity in
this context. Because of this the Equation 4.5 is mostly of academic interest,
especially as actual cosine is slightly more accurate as shown in Figure 1. 

4.2 N-grams and skip-grams
The  sparsity  of  textual  data  is  often  a  problem.  One  way  of  trying  to
overcome that problem, is to use more complex low level features than just
simple unigrams, adding to the total number of features. N-grams and skip-
grams  are  an  obvious  choice  for  this,  and  they  have  other  beneficial
properties  as  well.  Since  bag-of-features  representation  assumes
independence between the low level features, using longer n-grams removes
this assumption and hence models the text more realistically. Also from the
indexing viewpoint n-grams and skip-grams provide benefits. With them one
can query more complex linguistic structures, e.g. longer phrases or phrases
with  wildcards.  Things  related  to  indexing  are  also  clear  benefits,  even
though they are not extremely important for this project, at this state. We
use skip-grams in such a manner that we include all the skips and all the n-
grams up to a desired point depending on the case.

5 Graph structure
True social graph for arbitrary (social) media data is seldom available, and
even if such data were available, it would probably not be as valuable as one
might expect since the information spread is hardly defined only by social
relations. For those reasons, one has to estimate the graph structure in one
way or the other. If one is mainly interested in how information spreads and
infects certain nodes and communities, instead of knowing the exact (true7)
spreading patterns, a simple similarity based approach may work just fine.
This is based on a rather tautological hypothesis: “One writes about things
that one is interested in.” In this line of thought, one assumes (justifiably)
that agents8 have topical preferences and other properties that make them
more  susceptible  to  certain  kind  of  information  and  content.  Information
spreads among those nodes regardless of their social connections.

Thus, in order to estimate a graph structure from (social) media data, we use
the following strategy:

7 Here we mean actual information exchange between two nodes in a graph.

8 We use term agent for an entity that that produces (textual) content, and which has no
defined relation to other agents. After the agents become nodes in a graph, we talk about
nodes.
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1. Create  profiles  for  content  producing  agents.  Most  importantly,  the
profiles  are based on content similarity, but other information,  e.g.
behavioral aspects, known social relations, etc. can be incorporated.
One may also want use more than just one profile based on different
modalities instead of single profile for all modalities.

2. Given the profiles estimate either a global similarity graph for agents,
or a graph for a subset of agents given user interests. The latter option
is  preferable  for  various  reasons,  e.g.  scalability,  filtering  out  non-
significant nodes, etc.

Given our RP-based distance measures, the estimation of the similarity graph
can  be  done  easily  and  language  independently.  Resulting  graphs  are
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Figure 2: Graph- and community structure estimated from multilingual blog
data  using  methods  presented  here.  The  communities  are  topical
communities. They are estimated by maximizing modularity. Overall topics
for the communities are shown in the picture.
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connected  and  weighted,  and  in  principle,  with  no  negative  weights9.
Because of the approximative nature of the distance measure we use, there
may be small negative weights but they can be discarded as they are results
of the approximation errors.

In practical terms, one rarely wants to estimate the graph for whole data.
Instead, one wants to do it  only for a relevant subset of nodes as in the
Option 2 above. To this end, one can query the data with textual and possibly
other10 types  of  queries.  Figure  2 shows  an  example  of  a  graph  that  is
estimated from a small subset of blog data, that is produced by a query in
Finnish to the node profiles, and the results are in English and Spanish. Each
node is an individual blogger. This figure demonstrates mainly two things.
First the multilingual feature extraction and the distance measure works and
secondly,  one  can  find  interesting  structures  this  way.  The  community
structure  that  is  shown  in  the  figure  is  produced  by  maximizing  the
modularity  [9].  There are also other  and possibly  better  ways for  finding
communities, see e.g. [13], [14].

Susceptibility of a single node to certain kind of information is learned from
its past, that is, from its profile. Susceptibility of a graph or a subgraph on
the other hand, is defined by the connectivity of susceptible and infected
nodes.  This  suggests that one should first  identify  the susceptible nodes,
some of which may actually be infected, and then the connections between
them. This is the strategy we employ. By first querying relevant nodes and
then  estimating  the  graph  structure,  we  can  estimate  the  likelihood  of
success of some piece of information in the graph. There are a wide range of
epidemic  models  that  try  to  do that,  and network  based epidemiological
models are a very active research area, see e.g. [12], [15]. In the context of
this project, we are interested in co called SIS model (susceptible-infected-
susceptible). Currently, we use the methodology presented in [11]. This is
not  optimal  as,  for  example,  we  need  to  change  the  weighted  similarity
matrix into an adjacency matrix with simple heuristic rules, e.g. thresholding.
Nevertheless,  this  way we can acquire an estimation of  the success of  a
piece of  information in  social  media.  The evaluation  of  this  is  very hard,
however,  and  the  modeling  process  contains  some  implicit  simplifying
assumptions, biggest of which is the similarity based approach it self, which

9 Provided that one uses the Euclidean distance, or cosine similarity and the (categorical)
data has only positive values (counts).

10 Other modalities, e.g. video, images, some audio, etc.,  can be used just as well as there
is no need for the equivalent to the multilingual distance measure that is needed for text.
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is  justifiable but clearly not correct.  On the other hand, true social graph
based approach would be equally incorrect as given today's mass-  and other
media, it is a simple fact that information spreads in such a diverse way, that
it is impossible to describe/model it comprehensively. One has to cope with
approximations.

6 Conclusions
In this project we have investigated and developed tools for estimating and
understanding the information spread in (social) media. For our experiments
and development,  we use social  media data of  blogger11 and wordpress12

blogs. Our strategy is to view the problem as a graph connectivity problem,
which leads to the question of how to acquire the graph structure. As we are
not in possession of such data, we choose to use a similarity based approach
in  which  we estimate  a  graph structure  from data  based on the  content
similarity. Such a graph may or may not resemble the social graph, but for
our  needs  this  is  not  a  critical  issue  as  we are  interested  mainly  in  the
information  spread  and  not  so  much  in  the  actual  social  interactions  of
people, even though for future work that is a very interesting option.

The two most important requirements have been scalability and language
independence. Those requirements dictate some choices in methodology. We
chose vector space model over topic models as we are potentially dealing
with vocabulary sizes of billions and in this case topic modeling would be
very challenging, even if the data were very sparse13. Sparsity in itself is a
problem that we try to remedy by using skip-grams of  various skips and
lengths  inclusively,  which  adds  to  the  vocabulary  size  tremendously.  The
vector space model does not scale much better than the topic models, but
with  vector  space  model,  one  can  use  efficient  dimensionality  reduction
techniques easily.  For  this,  we use a  combination of  feature  hashing and
random  projection,  which  gives  us  an  efficient  blackbox  dimensionality
reduction  methodology,  that  guarantees  the  scalability.  Language
independence is  attained by training the model  from multilingual  parallel
corpora. In this project we use Wikipedia exclusively.

Graph structure is estimated from data using the language model based on
(node) content profiles. It can be augmented with metadata. We first identify

11 http://www.blogger.com

12 https://wordpress.com/

13 Textual data is usually very sparse..
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the most likely relevant nodes by querying the data with textual queries and
then build the similarity graph using the same model. One can also build a
global graph, but for scalability reasons this is not recommended. The graph
structure  is  used  for  two  purposes:  First,  finding  interesting  community
structures, and secondly, trying to estimate how certain type of information
would survive in the graph. For the first part we use mainly modularity as the
optimizing measure,  and for the second part  we use a SIS model to find
epidemic threshold for  the graph in  question.  Additionally we are able to
observe the temporal evolution of the conditional graphs and content.

As a whole this project brings about more scalability and more realistic NLP
modeling if compared to a BoW model with unigrams, regardless to whether
one uses probabilistic or vector space models. This is because of using more
expressive features in a scalable manner and being able to handle extremely
high  dimensional  categorical  data.  There  are  a  number  of  different
probabilistic  models  that  model  very  complex  dependencies  in  text.
However, training those models is very expensive. Our chosen approach, on
the  other  hand,  is  extremely  lightweight,  as  we  are  able  to  use  low
dimensional linear algebra with expressive features. For data analysis, where
one needs to  build  large number  of  models  in  short  time,  this  is  a  very
important aspect. Two single most important individual aspects of this project
are  probably  the  methodology  allowing  very  low-cost  dimensionality
reduction  and  the  multilingual  nature  of  the  language  model  for  feature
extraction.  Finding communities and estimating the life cycle of  pieces of
information (likelihood of them infecting the graph) is also important.

Below, we will list some options for future work.

1. Hash based random projections for very short instances of categorical
data, where the importance of the orthogonality of implicit projection
matrix is attenuated.

2. More thorough evaluation of predictions on information life cycle. This
is very hard to evaluate. Now we have enlightened estimates but true
evaluation is missing. Given that basic epidemic models are known to
work  to  a  degree,  the  question  is  mostly  isolated  vs.  non-isolated
graphs, graph structure and the quality of epidemic model.

3. Similarity  graph  vs.  social  graph:  Currently  we  are  not  trying  to
estimate  a  true  social  graph.  It  would  be  interesting  to  ba  able  to
acquire  a  ground  truth  graph  for  some  data,  and  optimize  the
methodology for actual social relations.
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4. Building  an  epidemic  model  that  is  more  tailored  for  this  problem,
instead of using the SIS model of [11]. Epidemic models in dynamic
graphs are an active research area.

5. Graph  cuts:  We  are  currently  working  on  graph  cuts  and  more
generally on random vector segmentation in the context of this project.
This work will continue.

6. Dissemination  of  e.g.  information  about  scientific  research  in  social
media: how is happening? How could it happen more efficiently?
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