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Executive Summary/Abstract
Business Situational Awareness refers to the use of Situational Awareness (SA) techniques in
business settings. The traditional SA framework can be described as containing three different
facets, i.e. SA States, Systems and Processes. This dichotomy assumes a rather fine grained
model about the organizations or entities that share and use the SA and it is mostly concerned
about the SA within organizations.
We take a data driven approach to Business SA based on the social (and other) media data. In
our approach we have only three simple concepts: 1) Entity of interest (EI), be it a brand, a
company, etc. 2) Information about the EI that spreads in 3) a graph, e.g. social media. In the
above scenario SA equals to the awareness of graph state given the EI and the dominant
information about it. We will build heavily on the results of the CVDI project Holistic Approach
to Meme Evolution in Social Graphs, which will give us tools for understanding and modeling
information spread and evolution in social graphs. In this project we will concentrate on acting
on the information conditioned on the EI and automating the action planning by automatically
harvesting and providing situation relevant information, suggesting relevant actions on the
underlying social graph and in simple cases automatically executing those actions.
By nature this project has been an “engineering” project with many different technological
aspects that are needed in order for reaching the end goal. This work is still ongoing on many of
those aspects, and we will continue working on those in the future outside the scope of this
project. We will highlight only the most important and the most mature (as of now) aspect of
the project in this report.
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Introduction
Semantic similarity of textual documents is a very important concept. For this project it is
probably the most important one, as many of the tasks that we are interested in, are based on
some form of textual content similarity. This applies to both estimating the graph structures and
also detecting and understanding the content and entities that are spreading in the graph.
Since the content in social media is very diverse and the length of textual documents that are
spreading varies a lot, it is important to come up with similarity measures that function equally
well for both short and long content. Those requirements may not necessarily be mutually
compatible, however. Our goal is to understand the textual similarity at the sentence level. For
that end we use feature hashing, random projections combined with the hash functions,
syntactic dependency parsing, part-of-speech (POS) tagging (with verb tense information),
lemmatization/stemming and optionally word vectors in order to derive a vectorized
representation for sentences. These representations can used alone for sentences and also be
further used for building accurate document representations.
Our approach is following:
•

We use lemmatization for normalizing the word forms in order to get the lowest level
features that we augment further on.

•

We use these features to derive a bag of words representation and additionally we
augment the low level features in following ways and additively combine them with the
bag of features representation:
◦ We prefix each feature with its POS tag. This is done mostly for word sense
disambiguation.
◦ We prefix each verb form with the tense information.
◦ We concatenate lemmatized words according to the dependency parse to form ngrams that take the syntactic structure of the sentence into account.
◦ Optionally we also use simple n-grams. This can also also be an alternative approach
if the dependency parse is not available.

•

We use hash based random projections to derive the final vectors for the features
explained above. This is a very lightweight way of doing dimensionality reduction and it
enables us to use almost unlimited number of low level features that we want to embed
in our sentence representations.
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Our motivation comes from a couple of different sources. Even though word2wec [1] motivated
models like paragraph2vec [2] are able to produce good quality sentence representations, there
are some points that make them less desirable for our purposes.
1. We want our feature extraction process to be as simple and as transparent as possible.
Even though the aforementioned models are shallow neural models they are not very
transparent in terms of understanding how different features (words) affect the
outcome. That is, we want to understand and control how, e.g. the tense of the verbs –
which is actually very important example – or different POS classes are taken into
account in the process.
2. We do not want to limit the vocabulary in any way at this stage or keep up feature
dictionaries, which is not necessary in our approach.
3. We want to be able to add or reduce the number of feature modalities opportunistically
depending on the available NLP machinery given task and language at hand and still
derive representations that produce meaningful distances between the vectors.

Functionality of Innovation(s)
In this section we go through some of the fundamental functionality of the project machinery.
These are related to feature extraction, dimensionality reduction and (social) graph structures.

Augmented features
The bag-of-words representation is widely used and its problems are also widely understood,
the most important problem being its independence assumption, which completely disregards
the word ordering in sentences. One remedy for that is to use n-grams or skip-grams as features
instead of unigrams. This combined with hash based random projections is a viable solution if
not ideal as it gives equal importance for n-grams regardless of their syntactic dependencies.
Lemmatization is common NLP practice for normalizing words into their base form. For highly
inflectional languages like Finnish or Hungarian it is more beneficial than for less inflected
languages like English or Swedish. In general lemmatization tends to have from slight to
significant positive effect on NLP systems. Like all normalization, lemmatization also loses
possibly relevant information, e.g. in languages that use inflected forms instead or prepositions
that data is lost and more importantly for us, the verb tense information is also lost.
We want use the standard NLP preprocessing steps as they have positive effect on most
systems, but we also want to lose as little information as possible in the process. Our solution is
to use bag-of-features representation with highly descriptive features in combination with hash
based random projections. This way we are able to use as many different features as we may
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possibly want without needing to store feature dictionaries, making our feature extraction
process truly universal and readily applicable to any textual data. Our process is simple and we
show a detailed example below.
An example sentence “A cat sat in a tree.” is lemmatized to “a cat sit in a tree .”. Its parse tree is
shown in the Figure 1.

Figure 1: A parse tree of sentence
"Acat sat in a tree.".

POS tags for the sentence are “DET NOUN VERB ADP DET NOUN PUNCT” and we also get the
information that the tense for the verb is “Past”. We use the parse tree simply by forming all
possible n-grams when traversing down the branches or we include the branches completely.
The latter option is less beneficial especially when the amount of available data is limited, but it
is also possible to include both options. As we want to retain as much information as possible
and also want to benefit from standard NLP preprocessing, we view the stop word removal as
optional step and combine all the other information into a longer textual representation of the
sentence, for which we do a hash based random projection in order to get the final sentence
vector. For the above example the textual representation with 2-grams from parse tree traversal
would be following array of tokens:
“a cat sit in a tree a_DET cat_NOUN sit_VERB in_ADP a_DET tree_NOUN sit_Past sit_cat cat_a
sit_tree tree_in tree_a”
from which we remove duplicates making it a binary count back-of-features representation. One
can also embed more information into the vector in similar manner. The resulting set of tokens
is then turned into a vector form by applying a hash projection.
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The motivation for this approach is that it gives us fine grained control over the way how the
similarity of sentences is defined and an easy way to add more modalities if needed and when
available. For example sentences “A cat sits in a tree.” and “A cat sat in a tree.” are very similar
but in some occasion it may be important to be able to tell them apart. Adding the verb tense
information makes that possible. Another, probably more relevant, example would be, for
example, free form medical text understanding at the sentence level. For example, the
knowledge whether some habit is in the patient history or whether it is still continuing is very
important to distinguish. Similarly the object of some actions needs to be reliably spotted.
There the verb tense information and the added accuracy through the syntactic parsing may be
valuable.
This approach is also applicable to longer pieces of text given that the document is segmented
into sentences. One simply repeats the process explained above for all the sentences of the
document and proceeds to the hash projection phase. This way the information of the sentence
order is lost but one can postulate that the at the document level the importance of sentence
order is much less than the in the sentence level the information about the word order.
The main benefits of this approach include
•

ability to add new modalities easily,

•

compatibility regardless of the number of modalities, i.e. one can use opportunistically
all available modalities and still get meaningful distances with vectors with less
modalities,

•

transparency of the feature extraction, all modalities have clear semantics, which makes
it easier to understand and debug systems.

Feature hashing & RP
Feature hashing is a commonly used fast and space efficient technique for vectorising
categorical features of arbitrary size. Feature hashing uses hash functions to get the indices for
the features. The resulting vectors are very high dimensional and (usually) extremely sparse.
There are many desired properties related to hash functions depending on their intended use.
We are only interested in following properties:
•

Low collision probability

•

Uniformity of the output

•

Independence of the output
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For feature hashing alone, only the first property is enough, but since we are interested in using
the hash values also for random projections, the two other properties are also important. Since
feature hashing produces very high dimensional vectors, storing the projection matrix in
memory is not feasible. Even for 32 bit hash values and desired dimensionality of e.g. 100 the
projection matrix would require 400 Gigabytes of memory and for 64 bit hash values one would
need
bytes of memory. As one wants to use longer hash values to lower the probability of
hash collisions, 128 bit hash functions are also very realistic, although with current 64 bit
computer architectures 64 bit functions may be the best choice.
Random projection (RP) is a technique that has received a great deal of attention for already a
longer period of time. Recently a lot of the discussion has concentrated on its use on
approximate nearest neighbor search (ANN) and similar methods. The basic motivation for RP
comes from the Johnson-Lindestrauss lemma [3], which states that embeddings from higher to
lower dimensional Euclidean space are possible so that distances are nearly preserved. In
practice vectors are projected on a zero mean constant variance random matrix. The most usual
choices for the projection matrix are either standard normal distribution or a sparse matrix of
. Other distributions work also and in the context of this work we are only interested
in the mean centered uniform distribution and a distribution consisting only
.
As the size of the projection matrix is problematic for high dimensional data and prohibitive for
the use with feature hashing, one has to come up with other ways. We begin our discussion
with an obvious and simple, yet powerful observation that given a document, the sum of the
hash codes of features is actually a projection to a line. Depending on the properties and quality
of hash functions one uses, this kind of a projection may or may not fulfill the requirements of
the Johnson-Lindenstrauss lemma.
The combination of the two techniques is straightforward: Given a family of signed hash
functions
(Equation 1)
from set of strings to set of integers
values of the document as

the simplest case is just to sum up the sign of the hash

(Equation 2)
or for a feature (count) vector
(Equation 3)
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where
is the hash value corresponding to the feature . The sign function can be used as it
has been shown that the projection is possible using a matrix with only ones and minus ones
[4].

Graph structures
True social graph for arbitrary (social) media data is seldom available. For that reason, one has
to often estimate the graph structure in one way or the other. A simple similarity based
approach is justifiable as we are mainly interested in strong correlations between different
entities, not necessarily whether there is “true social relation” between them. This is because
our aim is to understand the network dynamics as a basis for actions on that network. For that
end correlation is an adequate measure.
Thus, in order to estimate a graph structure from (social) media data, we have following
strategy:
1. Create profiles for content producing agents. Most importantly, the profiles are based on
content similarity, but other information, e.g. behavioral aspects, known social relations,
etc. can be incorporated. One may also want use more than just one profile based on
different modalities instead of single profile for all modalities.
2. Given the profiles estimate either a global similarity graph for agents, or a graph for a
subset of agents given user interests. The latter option is preferable for various reasons,
e.g. scalability, filtering out non-significant nodes, etc.
Given our RP-based sentence/document vectors, and the results of the previous project on the
multilingual distance measure, the estimation of the similarity graph can be done easily and
language independently. Resulting graphs are connected and weighted, and in principle, with no
negative weights1. Because of the approximative nature of the distance measure we use, there
may be small negative weights but they can be discarded as they are results of the
approximation errors.
In practical terms, one rarely wants to estimate the graph for whole data. Instead, one wants to
do it only for a relevant subset of nodes as in the latter option in point 2 above. To this end, one
can query the data with textual and possibly other2 types of queries. Figure 2 shows examples
of a graph structures that were estimated from blog data. Each node is an individual blogger.
This figure demonstrates mainly two things. First the multilingual similarity based graph
1 Provided that one uses the Euclidean distance, or cosine similarity and the (categorical) data has only positive
values (counts).
2 Other modalities, e.g. video, images, some audio, etc., can be used just as well as there is no need for the
equivalent to the multilingual distance measure that is needed for text.
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structure estimation works and second, one can find interesting structures this way. The
community structure that is visible is “natural”, i.e. there was no need to do any algorithmic
estimation to visualize them. In practice though, even for visualizations one usually needs to do
some community estimation and for any inference it is naturally needed. For that, one can use
techniques presented e.g. in [5, 6, 7] etc.

en:
politics

fi:
politiikka

sv:
politik

Figure 2: Small examples of graph structures estimated from data in multilingual manner. The
structures are very similar regardless of the language used for querying the textual data.
Colorings are local vs. global similarity.

Summary of the whole process
The aim of the whole process is to produce a situational picture of the social media landscape
with desired constraints and timeframe, and highlight potential objects of action given user
needs and interests in a graph theoretic framework. Figure 3 shows a high level summary of the
whole process.

User
query

Data
acquisition

Feature
extraction

Indexing

Graph
Structure
estimation

Graph
analysis

Presentation

Figure 3: Summary of the whole process.
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The most important parts are the feature extraction and the graph structure estimation, the
former enabling the latter. At this stage the graph analysis is rather straightforward application
of standard graph analysis toolbox. For that part the most important concepts are related to
connectivity, different centrality measures and community finding. Presentation and
visualization are very important aspects from the end user point of view. However, we do not
emphasize those but rather use readily available tools and libraries.
The feature extraction has been discussed earlier. Figure 4 shows a summary of that process.
We do various NLP preprocessing steps in parallel and then combine retrieved low level features
after which feature hashing and hash code based random projection is applied.

Dependency
parse

Lemmatization

POS
tagging

Modality
combination

Hashing & RP

Tokenization

F i g u r e 4: Summary of feature extraction
process.

Graph analysis is also an important part of the whole process. The most important goals there
are related to finding community structures and finding important nodes within and between
communities. For the former we use various methodologies along the lines of [5, 6, 7] and for
the latter different centrality measures are important, see e.g. [8, 9].
Figure 5 shows a visualization of a graph structure, which is estimated from blog data given
user’s defined interests. This visualization represents a situational picture in a certain point of
time. Most potential nodes for actions are estimated based on the community structure and
node centrality w.r.t. that structure. In possible real world implementations the importance of
presentation and visualization would be very high.
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Figure 5: Situational picture of a subset of relevant bloggers. Highlighted nodes
are potential nodes for further action. They have been identified as important
either because of their centrality within or between communities.

Conclusions
In this project we have investigated and developed tools for estimating and understanding the
contextual social graph like graph structures; their evolution given context and the importance
of individual nodes within those structures. The motivation for this has been the need of
generating and understanding situational picture at any given point of time and utilizing that
understanding for suggesting possible actions on the underlying graph structure. For our
experiments and development we have used social media data of Blogger 3 and Wordpress4
blogs.
We have built on the results of CVDI project “Holistic Approach to Meme Evolution in Social
Graphs”. We have made the accuracy and expressiveness of our textual features and hence the
overall estimation process higher thus building a better foundation for situational awareness on
social media data and further isolate important nodes to act on given user interests and
context. The presentation and visualization of the results to the end user are important
questions that we have omitted in this work. This is an area to which one has to concentrate
also if real world live installments are planned.
3 http://www.blogger.com
4 https://wordpress.com/
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In this project we have also investigated novel methods for graph segmentation for community
finding motivated by correlation clustering and metric learning, general parallel learning of word
embeddings for which multilingual embeddings would be a special case. These works are not
yet mature enough to be included here but we will continue working on them in the future.
Below we list some possibilities for future work:
•

Graph segmentation as mentioned above. This is metric learning and correlation
clustering motivated approach to learn a model of the graph and do segmentations
given the current state of the graph. In final stage this would be about constructing a
matrix that would be the input for the clustering algorithm. Unfortunately many
instances of this problem are np-hard.

•

Parallel learning of word embeddings also mentioned above. The idea here is that given
a similarity metric for arbitrary pieces of text we would learn word vectors in parallel all
streams converging to same optimum. Multilingual embeddings would be a special case
given a multilingual similarity measure for text.

•

Further evaluation, development and theoretical investigation of sentence vectors. Here
we would aim for more simplicity and computational efficiency. Also larger scale
experimental evaluation with large number of different types of textual data.

•

Deep random projections for images and text, i.e. hierarchical application of hash based
random projections.
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