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2 Executive Summary/Abstract
Let us consider a graph of content producing and receiving agents, e.g. a
social graph of bloggers. Each node has a set of attributes that define the
content that is produced by that specific node. Also consider another set of
agents that manifest through the state of the graph nodes at every given
time point. One may view this setting from two different viewpoints. First,
how do the attributes of graph nodes affect the content that is spreading in
the graph and second, how does the content that is  spreading affect the
graph node attributes. Metaphorically this is a question of nature vs. nurture,
i.e. the interplay of internal and external factors to the agent behavior. This
question  has  many  applications  in  the  field  of  behavioral  analysis,
advertising, and so on.
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3 Goals and Objectives
The project goals were stated as:

1. Further develop state of the art multilingual text models.
2. Develop  methods  for  detecting  fine  grained  similarities  between

thematically close pieces of textual data.
3. Develop methods for identifying, estimating and analyzing the latent

meme agents given their manifestation through the graph nodes.
4. Develop methods for analyzing and estimating the evolutionary paths

for such agents given the graph structure and other meme agents.

We have worked on all the above points, but most emphasis has been on
points 1 and 2.

Document representation is the in the heart of the problem we are trying to
solve. We are interested in representations of multilingual documents, i.e.
semantically  similar  documents  should  have  similar  (vectorized)
representation regardless of their language. In general, we are talking about
different  embeddings:  in  the  case  of  text  documents  they are  document
embeddings, and in the case of individual words, they are word embeddings.
Both cases fall under the distributional semantics.

In order for us to be able to detect small changes and possible (evolutionary)
relations  between  pieces  of  text,  the  concept  of  semantic  document
similarity is important. Embedding vectors as the document representation
are used for that end.

When modeling text documents, one question is what kind of features one
uses,  and what is  the representation of  those features.  There are a wide
array of features one can use from single characters to many kinds of lexical
items,  different  syntactic  features,  feature  engineered  semantic  features,
etc.  We are  still  investigating different  combinations  of  utilizing  low level
character features, n-grams of lexical items, different syntactic information
and higher level semantic features, but we want to use that kind of auxiliary
information or modeling as little as possible as it makes the process more
complex  and  opaque.  However,  the  hash  based  random  projection
methodology that we use enables us to easily incorporate as much feature
information as needed.
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Our tool of choice are the hash based random projections as they are a light
weight method for deriving vector representation for any categorical data1.
Additional to the computational simplicity, there are two main points of view
for us that make them very appealing. First, in the case of individual words, a
random projection can be seen as a random assignment of a vector to that
word,  and  second,  a  random  projection  is  guaranteed  to  preserve  the
Euclidean  distance  approximatively.  Another  benefit  of  using  hash  based
random projections is that it makes it very easy to add features to the mix.

4 Methods and Datasets

4.1 Hashing / Random projections

Here we remind us briefly on the hash based random projections as they are
fundamental for our methodology. Feature hashing is a commonly used fast
and space efficient technique for vectorising categorical features of arbitrary
size. Feature hashing uses hash functions to get the indices for the features.
The  resulting  vectors  are  very  high  dimensional  and  (usually)  extremely
sparse.  There  are  many  desired  properties  related  to  hash  functions
depending  on  their  intended  use.  We  are  only  interested  in  following
properties:

• Low collision probability

• Uniformity of the output

• Independence of the output

For feature hashing alone, only the first property is enough, but since we are
interested in  using  the  hash values  also  for  random projections,  the  two
other  properties  are  also  important.  Since  feature  hashing  produces  very
high dimensional  vectors,  storing the  projection  matrix  in  memory is  not
feasible. Even for 32 bit hash values and desired dimensionality of e.g. 100
the projection matrix would require 400 Gigabytes of memory and for 64 bit
hash values one would need   bytes of  memory.  As one wants to use
longer hash values to lower the probability of hash collisions, 128 bit hash
functions  are  also  very  realistic,  although  with  current  64  bit  computer
architectures 64 bit functions may be the best choice.

1 This will work also for any numerical data but the benefits of using it in that context are
not that great if  the data is not sparse and the dimensionality of data is not excessive.
Especially the last point is relevant to text.
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Random projection (RP)  is  a  technique that  has  received a  great  deal  of
attention for already a longer period of time. Recently a lot of the discussion
has concentrated on its use on approximate nearest neighbor search (ANN)
and similar methods. The basic motivation for RP comes from the Johnson-
Lindestrauss lemma [1], which states that embeddings from higher to lower
dimensional  Euclidean  space  are  possible  so  that  distances  are  nearly
preserved.  In  practice  vectors  are  projected  on  a  zero  mean  constant
variance random matrix. The most usual choices for the projection matrix are
either  standard  normal  distribution  or  a  sparse  matrix  of  .  Other
distributions work also and in the context of this work we are only interested
in the mean centered uniform distribution and a distribution consisting only

.

As the size of the projection matrix is problematic for high dimensional data
and prohibitive for the use with feature hashing, one has to come up with
other  ways.  We  begin  our  discussion  with  an  obvious  and  simple,  yet
powerful observation that given a document, the sum of the hash codes of
features is actually a projection to a line. Depending on the properties and
quality of hash functions one uses, this kind of a projection may or may not
fulfill the requirements of the Johnson-Lindenstrauss lemma.

The combination of the two techniques is straightforward: Given a family of
signed hash functions

(Equation 4.1)

from set of strings  to set of integers the simplest case is just to sum up
the sign of the hash values of the document  as

(Equation 4.2)

or for a feature (count) vector 

(Equation 4.3)

where  is the hash value corresponding to the feature . The sign function
can be used as it  has been shown that the projection is possible using a
matrix  with  only  ones  and minus  ones  [2].  Even though the  use  of  sign
function is emphasized above, we note that sometimes one may want to use
normalized real number instead, e.g. if it provides trivial means for scaling
the numerical values (counts).
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4.2 Word vectors

Distributional hypothesis states that words that appear in similar contexts
should also have similar meaning. For the last few years there has been a
large  body  of  successful  research  related  to  different  kinds  of  word
embeddings  that  try  to  capture  the  meanings  of  words  based  on  the
distributional hypothesis.  Prominent examples include word2vec [5],  glove
[6]  and  fastText  [3].  All  of  those  are  based  on  some  form  of  complex
computational  modeling.  However,  lately  there  has  been  also  quite
successful attempts to make do with simpler methods, i.e. simple counting
with random projections [4] or feature hashing [7].

Our  approach  is  based  on  the  hashing  trick  and  random  projections  as
explained int the Section 4.1. Given a word  with a context window of width
 we project  to  dimensional random basis that is estimated based on the

hash code of . We want the order of context words to have an affect in the
result so we weight the context words with some weighting function  based
on the distance from . So a single element in the word vector  is

, (Equation 4.4)

where   is the hash function with seed   and  is the distance
between  word   and  and  context  word  .  This  very  simple  approach
produces word vectors  that  model  semantic  distances between individual
words  but  do  not  require  computationally  expensive  model  fitting,  and
moreover,  they  are  very  easy  to  update  as  they  are  of  linear  time
complexity, which is very important as we are interested in the temporal
behavior of word semantics. Even though, at this point, we are not interested
in word arithmetic, similar approaches also produces vectors that perform
well in different word analogy tasks [4, 7].

4.3 Multilingual document vectors

Our  goal  with  multilingual  document  representation  is  to  derive  such
representations that enable us to understand topical similarity of documents
regardless  of  their  language.  As  such,  this  is  different  from  translation
problems where one is interested in exact translations at the sentence level.
For our purposes it is enough that we are able tell whether documents are
about  same  topics:  the  aim  is  that  the  topical  granularity  of  the
representations  is  as  low  as  possible  thus  enabling  us  to  tell  whether
documents are about same event or of very narrow topic. However, we are
not quite at that level yet, as this is work in progress.
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As  we  are  not  interested  but  motivated  by  translations  the  aim  being
document representations, there are some consequences for both training
data  and  modeling  approaches.  For  translation  models,  one  usually  uses
parallel translated corpora, which is not as easy to come by as parallel but
not translated ones. This is especially clear if one wants to include a large
number of languages to the model. Religious texts are probably the easiest
ones  to  come  by,  but  their  vocabulary  may  be  outdated  and  biased.
Wikipedia,  on  the  other  hand,  is  readily  available  for  large  number  of
languages and its vocabulary is modern but it may be quite biased as well.
For  our  purposes  we  would  like  to  use  high  quality  translated  parallel
corpora,  but  currently  we  are  using  Wikipedia,  and  we  have  also
experimented combining it with religious texts.

As mentioned, we are motivated by translation models that are sequence to
sequence  models  of  various  kinds.  Currently,  (deep)  neural  sequence  to
sequence  encoder-decoder  models  are  popular.  We  took  our  motivation
partly  from there.  We formulate  our  problem as  a  multivariate  nonlinear
regression problem, which can also be transfered to a linear problem if we
separate the feature extraction process from the actual modeling process.

Our process is following:

1. We use a subset of Wikipedia parallel documents from the languages of
interest.

2. We  vectorize  Wikipedia  documents  using  word  vectors  that  are
estimated for each language from Wikipedia (almost) complete dumps
so that the corpus for word vectors for each language is much larger
than  the  corpus  for  learning  the  document  representations.  This  is
because the number of Wikipedia titles that are shared over languages
is  significantly  smaller  than  the  number  for  documents  within
languages.  This  is  especially  problematic  if  rare  languages  are
included.  For  vectorizing  we  are  currently  using  an  average  of  the
vectors  that  make  up  the  document,  which  is  common  practice.
However, for more fine grained models one may want use strategy that
takes into account the word ordering.

3. We sum up vectors that are for the same title so that we have a many
to one mapping between the vectors from individual languages to the
vector that has all languages incorporated.
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4. We  do  a  regression  model  where  the  dependent  variables  are  the
summary vectors and independent variables are the document vectors
for each language. As we are interested in the multilingual document
representation we use a MLP architecture, where the final document
representation for any input is the hidden layer(s). Conceptually this is
quite close to sequence to sequence encoder decoder models and also
to some degree to autoencoder models, even though currently we are
using same dimensionality for all the layers.

One important point to note is that on the other hand, by doing a random
projection,  we  are  assigning  random vectors  to  words,  and  on  the  other
hand,  the  Johnson-Lindenstrauss  lemma  states  that  random  projections
preserve Euclidean distances. Because of this, we can use a dual objective
for the optimization of the model, i.e. the objective is to minimize the sum of
negative of cosine similarity and Euclidean distance. One candidate for the
objective is

, (Equation 4.5)

where   is  the  number  of  training  samples  and   and   are  the
independent  and  dependent  variables  in  the  regression  problem
respectively,  and  are weighting parameters and  and  define how the
scale of errors is penalized.

Another thing related to the regression model is that if we use a simple bag-
of-words representation, we can view the random projection of unigrams as
feature extraction process and by applying some non linearity already there,
the regression problem can be turned into a linear regression. This is not a
major point, but for certain use cases it may be useful, e.g. if computational
resources are scarce.

4.4 Detecting change

For detecting change one needs the notion of distance. Currently we have
two kinds of similarities: word to word similarity and document to document
similarity. The first one is language dependent and the second one, in our
current setting, is not. Depending on the use case either may be useful for
that  purpose.  If  one  is  interested  in  very  fine  grained  analysis  (e.g.
sentiment,  attitudes,  etc.)  of  content  producing  entities,  then  word  level
analysis, and especially analysis of the meaning of words, may be valuable.
This is because document level analysis is bound to loose some information
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by (at least conceptually) averaging information. On the other hand word
level analysis may not be able to capture bigger concepts that are formed by
the dependencies between individual words. In order to get as fine grained
understanding  as  possible,  most  likely  one  should  use  all  the  means
available.  However,  we  are  currently  interested  in  analyzing  the  word
meaning shift over time among content producing entities. For that end we
use  the  word  vector  estimation  that  was  detailed  in  Section  4.2.  That
approach is  very appealing as it  is  of  linear time complexity  and is  very
easily updatable as it only requires counting and summation. This estimation
can be carried out by either using a sliding time window for which the word
vectors  are estimated,  non overlapping intervals  or  using all  history.  This
analysis  can be done both for individual  words or as easily for groups of
words simply by summing up the vectors as the estimation process is linear. 

Figure 1 shows a simple example of how the behavior as average vocabulary
use of four members of Finnish parliament varies over time with respect to
the whole parliament. The data is all the Parliament floor speeches that are
available as transcripts from the parliament open data site2. The vocabulary
is  represented  through  semantic  word  vectors  estimated  from that  data.
Table 1 shows how the behavior of the those representatives  correlate.  The
purpose of this example is to illustrate the ease of updating the simple count
based  word  vector  models  and  the  ease  of  interpreting  the  word  vector
space as the basis is solely defined by the hash function seed values. One
can  see  that  there  are  some  rather  strong  deviations  for  all  but  one
representative  and for  the correlations  the most  interesting ones are the
weak negative correlation between female and male representative (FB and
MB) for the same party and the essentially zero correlation between MA and
FB. The strongest correlation is between the behavior of the female and male
members  of  the  same  party  (FA  and  MA).  This  example  shows  how the
content  of  speeches  varies.  It  also  seems that  there  periods  when party
affiliation  is  defining  factor  and  also  periods  when  the  sex  of  the
representative seems to be the defining factor. One has to note though that
this is a very a small example and it should be treated that way. Another
interesting and probably more fruitful point of view is to analyze how the
meaning of individual words and phrases varies both between speakers and
also over time. The same mechanism can be used for this analysis as well. 

2 http://avoindata.eduskunta.fi/index.html
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5 Conclusions
In order to understand how the interaction between different entities affect
them and their environment one needs a way to measure similarity. When
dealing with textual data, probably the single most important aspect is the
document representation, which enables us to estimate the similarities and
distances.  We  have  focused  on  simple  and  efficient  methods  for  word
representations and to utilize those representations for learning multilingual
document  representations.  We  have  also  worked  on  utilizing  those
methodologies for estimating relations between different pieces of  textual
data in combination with temporal information, which combination gives a
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Table  1.  The  correlation  of  behavior  of  four
representatives  from  two  parties  A  and  B.  F
stands for female and M for male.

FA MA FB MB
FA 1 0.510 0.474 0.320
MA 0.510 1 -0.017 0.507
FB 0.474 -0.017 1 -0.360
MB 0.320 0.507 -0.360 1

Figure  1.  The  behavior  with  respect  to  the  deviation  from  mean  in
vocabulary use of four members of the Finnish parliament between 2016-
07-16 and 2018-06-02. The values are bound between 0 and 1.
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good baseline for estimating “evolutionary” relations. However this is work
that is ongoing at the moment and it needs still more time.

There are three fundamental enabling parts that build on top of each other.
The  hash  based  random  projections  are  the  lowest  level  technique  that
enables us to estimate expressive word vectors very cheaply on a common
basis. They also provide means for incorporating easily any new categorical
data to the models3. The word vectors enable us to analyze the behavior of
content producing entities with a high granularity and they also form the
basis for higher level multilingual document representation. The document
representation enables us to estimate the similarity of documents regardless
of  language,  but  they  are  not  as  accurate  as  single  language
representations.  All  three  of  those  are  usable  as  is  but  there  are  many
possibilities for future research and improvements. Below we list a few of
them:

• Investigate how to do implicit operations in the high dimensional space
that is defined by the bit length of the hash functions so that the law of
large numbers and other properties of high dimensional spaces could
be exploited.

• Investigate  how/whether  auxiliary  information  can  help  with  our
strategy for word vectors.

• Improve the models for learning multilingual document representation,
e.g. combine regression models with classification.

• Investigate  whether  simpler  approaches  would  work  for  estimating
document representations, e.g. linear models combined with non-linear
random projections.

The  utilization  of  the  low level  methodology  for  actual  analysis  of  Social
Media and other data is another interesting research question. One of the
goals of the project was to estimate “evolutionary” relations between pieces
of  text  and  also  between  content  producing  entities.  We  have  done
preliminary work on this but this is part that needs to be tackled further.
Earlier  we  also  have  done  graph  structure  analysis  for  (textual)  content
producing nodes but that is different problem. Here we will list some points
for future work related to the applications of the basic low level methodology
that we have investigated:

3 Actually the same applies to non-categorical data as well but unless the data is extremely
high dimensional and/or very sparse there is no point of using these methods.
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• Evolutionary  trees:  word  level-  and  document  level  similarity  with
temporal information as a starting point.

• Affect of nodes on its neighbors. This is related to the point above.

• Analysis of word meanings as a function of time and also as a function
of political, economical, etc. status/position.

In summary, in terms of concrete research outputs, our ambitious goal was
to produce two doctoral dissertations, one by Jukka Perkiö and one by Joel
Pyykkö, who were both supported by this project part-time. Pyykkö defended
his thesis [Error: Reference source not found] successfully in December 2017,
but the thesis of Perkiö is incomplete. The main reason for this is that Perkiö
was hired part-time by one of the CVDI member companies, and he has not
been able to focus on the thesis work full-time. We still hope he will be able
to  finish  his  thesis  later,  and  consider  this  recruitment  as  a  successful
outcome of the project, and a proof of fruitful collaboration within the CVDI
network.

Although the results are far from conclusive – Pyykkö’s thesis focuses on two
exploratory  search  tasks,  text-based  retrieval  of  scientific  articles  and
content-based  image  retrieval,  which  are  relevant  issues  regarding  in
particular goals 1. and 2., but do not address all the main questions of the
project,  while Perkiö’s work is more central regarding all  the goals of the
project,  but  is  more  immature  at  this  stage  –  we  still  believe  that  our
preliminary results are encouraging and that Perkiö’s approach is solid, and
that  the  results  can  have  a  wide  range  of  high-impact  applications  in
numerous  business  areas  ranging  from  advertising  and  reputation
management to day to day business management. 
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