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Executive Summary/Abstract 

This research project uses reinforcement learning approach, network theory and NLP 

methodologies to develop a solution for a comprehensive, accurate and efficient knowledge 

acquisition process over the huge sets of data, especially textual documents. We mathematically 

modeled (legal) knowledge acquisition process and in its core, the information gathering 

procedure as a behavioral and cognitive process. Also, we developed an NLP methodology for 

the challenging task of representing a huge corpus of documents in a low dimensional 

mathematical structure, which preserves the most essential structures of the knowledge 

contained in the corpus.  The developed NLP methodology was used to build a model of US 
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Supreme Court legal corpus1, U.S. Code, Code of Federal Regulations and Circuit Court Opinions. 

Then, consistent with the behavioral model of knowledge acquisition, three algorithms (Proximity 

method, Covering method & Adaptive method) were developed to replicate information 

gathering behavior of US (Supreme) Court judges from 1946-2005. The results generated by all 

three algorithms were compared to searches performed by a team of student research assistants 

at the University of Virginia School of Law. The design of the Adaptive Method, and in particular 

the procedure used for its reinforcement learning training, also allowed us to compare our results 

against a second empirical source: observed citations of the US Supreme Court judges for out of 

training sample documents. For both data sources, we introduced model performance measures 

and additionally for the student-generated data, we compared the three models against each 

other. 

Goals and Objectives 

The goal is to develop a methodology for the computational replication of the experts’ 
information gathering behaviors as a core of the knowledge acquisition process and accordingly 
to develop automated systems that play a smart complementary role in the human level complex 
cognitive tasks, like the reasoning and solution design. Accordingly, we aimed to achieve the 
following objectives:  

• To formally develop a comprehensive model of knowledge acquisition as a cognitive and 

behavioral process  

• To develop and implement an NLP methodology to represent huge sets of textual 

documents in a mathematically structured form, preserving the knowledge structure of the 

represented corpus. 

• To develop an algorithm to learn the search behavior of experts and replicates that in an 

information gathering task. 

• To implement the developed algorithm on the huge real-world textual corpuses 

• To optimize the developed algorithms domain-specifically 

• To develop domain-specific information gathering solutions that support the knowledge 

acquisition task of the individual knowledge workers2 

                                                 
1 Here, we refer to US Supreme Court legal corpus as the US legal knowledge space 
2 Knowledge workers are workers whose main capital is knowledge. Examples include software engineers, physicians, 

pharmacists, architects, engineers, scientists, design thinkers, public accountants, lawyers, and academics, and any other white-

collar workers, whose line of work requires the one to "think for a living  (Davenport, 2005) in (contributors, Wikipedia, 2018) 
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Differences from Current State of Art 

In general, model learning of experts’ behavior in search algorithms is extremely 

underdeveloped, especially in the context of knowledge acquisition from textual data. This is duo 

to the difficulty of combining cognitive and behavioral nature of Information seeking research 

rooted in social science, studying the information gathering process through theoretical and 

empirical research with the mathematical and technical nature of Information retrieval methods 

as a field of research in computer and information science. These two research areas or camps, 

use desperate theoretical and methodological approaches, and this has been resulted in lack of 

interest of either community to really explore the ideas, methods and results of each other. This 

has been resulted in the technically sophisticated, but functionally simplistic search interfaces 

that force the user to focus her cognitive effort more on finding navigation cues rather than on 

learning and selecting relevant information in a task level knowledge acquisition process. 

Furthermore, current approaches do not consider the sequential nature of learning and 

knowledge acquisition process, where a researcher’s information gathering needs and strategies 

evolves through the process, especially when she is unfamiliar with the domain and makes sense 

of the information space during the research process. 

Methods and Datasets 

We mathematically modeled (legal) knowledge acquisition process and in its core, the 

information gathering procedure as a behavioral and cognitive process. Also, we developed an 

NLP methodology for the challenging task of representing a huge corpus of documents in a low 

dimensional mathematical structure, which preserves the most essential structures of the 

knowledge contained in the corpus.  The developed NLP methodology was used to build a model 

of different legal corpuses including the US Supreme Court legal corpus, U.S. Code, Code of 

Federal Regulations and Circuit Court Opinions. 

On the other hand, we modeled knowledge search as a behavioral and cognitive process and 

developed and implemented a reinforcement learning methodology for correct identification 

goals as well as recreation of knowledge search behaviors of individuals, with the aim of building 

automated systems with a smart complementary role in the human level complex cognitive tasks, 

like reasoning and solution design.  

Methodology: 

Here we list the methods used in the development of the information gathering solution, 

followed by a brief description of the modeling and computational methodology developed for 

search in Law. 

• Network modeling of the parametrized probabilistic search behavior  
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• Topic Modeling (LDA based Bayesian inference)  

• Model free Reinforcement learning  

• Network of opinions based on the underlying networks:  

a) Citation network of the opinions 

b) Topic modeling network of the opinions  

• Developing landscape of opinions Based on: 

a) Topic modeling of the legal corpse  

b) The measure of similarity, defined and implemented using topic model of opinions 

c) The network of opinions, based on the topic model of the legal corpse and the 

similarity measure 

• A model-free SARSA algorithm over the network of opinions, to learn search behavior of 

US supreme court judges in different areas of law 

a. Computational Model of Law Search 

We started with some preliminary behavioral observations concerning information seeking in 

the context of law search. Based on those observations, we construct a simplified formal 

representations of law search that can be varied based on hypotheses concerning how law 

search is carried out. Finally, we test these alternative representations of search against the 

sources of data derived from the corpus of U.S. Supreme Court opinions and U.S. Code. 

The preliminary observations seek to understand what happens when someone sits down to 

search through the law? Typically, the starting point will be a legal question, and the person 

engaged in legal search (a “law searcher”) attempts to gain information that is relevant to that 

legal question. For example, an employer might have a question about her flexibility to change 

break and shift times for certain employees, which might be governed by contractual 

provisions, collective bargaining agreements, or state or federal labor or workplace safety 

laws. The employer (or more likely her representative) then identifies the relevant private 

agreements, statutes, and case law that might bear on the question of employer/employee 

relations in this particular context.  

Legal education provides some insight into the process of law search, as that training reflects 

widely shared views and practices about how law search is and should be carried out. Although 

contemporary lawyers now rely on digital tools to engage in law search, it is not uncommon 

for an introductory course in legal research to begin with analogue approaches to legal 
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research. 3  By introducing students to these (largely outdated) analog tools, instructors 

presumably hope to impart some insight into the general project of search and help their 

students to develop a mental model of the task at hand, which can be used even with more 

sophisticated computationally based search tools.  

In keeping with other features of the first-year curriculum in U.S. law schools, students will 

frequently be introduced to law search in the context of judicial opinions, which are collected 

and organized chronologically by court and region in various law reporter volumes, which are 

then indexed via the West keynote system. Legal search using West reporters and indexes 

involves, as a first step, placing a legal question within a West category or subcategory and 

then finding the related cases. Once some set of opinions is identified using an index, the 

opinions themselves and the citations they contain serve as an additional resource. Embedded 

within the relevant language in the decisions will be citations to relevant authority (or 

backward citations). An additional reference book, Shepard’s Citations, collects forward 

citations, which are subsequent decisions that cite back to the opinion of interest. Law search 

involves at least partially tracing forward and backward along this citation network. In 

addition, other opinions may include different legal categories than those that the searcher 

initially identified, and the process can begin anew for those categories within the West index.  

This type of law search may serve a useful pedagogical function, but, as discussed above, in 

practice, legal search now relies on different tools and encompasses a larger number of 

sources. Rather than using reporters and paper indexes, searchers typically rely on search 

tools that are available on commercial legal databases—Westlaw, LexisNexis, and (now) 

Bloomberg Law. These search tools rely on either simple keyword approaches or use natural 

language algorithms to identify relevant areas of law. Mutual citation is also easily traceable 

through the commercial databases, and digital versions of the keynote system also exist. 

In terms of sources, although judicial decisions are one important category of law, statutes 

and regulations are other obviously important legal texts. Unlike judicial opinions, statutes 

and regulations are organized by subject matter via the United States Code and Code of 

Federal Regulations, in addition to their chronological form as public laws and publications in 

the Federal Register, respectively. Statutes and regulations also involve some level of internal 

hierarchal structure through organization into titles, parts, chapters, sections, paragraphs, 

clauses, and items. There is some internal citation (in the form of cross references), but the 

citation network within statutory and regulatory law is much less dense than in case law. 

Relevant legal texts also include the official record associated with statutory and regulatory 

law in the form of legislative history and administrative materials published in the Federal 

Register and rulemaking dockets, which can be extensive. Secondary sources augment all of 

                                                 
3 MORRIS COHEN & KENT OLSON, LEGAL RESEARCH IN A NUTSHELL (2016). 
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these primary texts and include quasi-official documents such as the United States Code 

Annotated and American Law Institute Restatements as well as practice guides, treatises, and 

even legal scholarship.  

A researcher will typically toggle between keyword/natural language searches, a keynote-like 

annotation system, secondary sources, statutory/regulatory hierarchy, and citation/cross-

references to gather the relevant legal texts that he or she is looking for. This model of search 

leads to a search chain. The first link in the chain is identified through a secondary source, 

annotation system, or (most likely) search engine. Subsequent links are found via hierarchal 

structure, citation, or subsequent passes at the index, secondary source, or the search engine. 

Each step in the process provides some information that can be used to inform the next step, 

and so on. Eventually, a cutoff point is reached where the researcher decides that he or she 

has found enough information. At this point, the cost of searching out more authority (which 

is likely of diminishing relevance) is greater than the benefits of finding additional sources. 

In the background of this process is the notion of convergence discussed above. What is or is 

not a relevant legal authority is at least partially a social fact that amounts to a prediction 

about what others will deem relevant. This prediction is both substantive and procedural. It is 

substantive in the sense that a searcher reviewing a document must judge (or predict how 

others will judge) whether that document bears, in a substantive way, on the legal question 

at hand. The prediction is procedural in the sense that there are norms, conventions, and 

practices concerning how search is conducted. A document that is difficult to locate using 

typical legal search methods is less relevant precisely because it is unlikely to be found, and as 

a consequence is unlikely to be deemed relevant by other legal searchers. And so, the process 

of search as actually practiced has consequences for what is or is not relevant law.   

Although the notion of convergence has procedural elements, convergence of results does 

not imply convergence in the search chains that generate those results. In practice, the search 

chains generated by legal searchers are likely to be idiosyncratic and, to some degree, 

stochastic. Even the same researcher, approaching a problem at different times, may follow 

different paths through a corpus, depending on a wide variety of factors that could be as 

ephemeral as the loading time of a particular document in a browser window. The differences 

between individuals is likely to be even greater, as legal searchers, by habit, inclination, or 

experience, come to rely on different sources or approaches. Nevertheless, the materials that 

are discovered through these different chains can converge.  

A final feature of the search process is that it is an individual behavior that occurs with little 

centralized coordination. Although at a micro level, it is possible that search tasks are divided 

within small hierarchies (for example, a law firm team), there is no large-scale centralizing 

body that coordinates law search. Entities like Westlaw or LexisNexis and texts such as the 

American Law Institute’s Restatements play a moderate coordinating role by standardizing 
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search practices and providing focal points. But, at least for more sophisticated questions, 

legal searches are carried out in a decentralized fashion. To the extent that there are system-

wide properties associated with law search—including the level of convergence in the 

system—those properties emerge from the uncoordinated behavior of individuals.  

b. Search Space and Search Strategies  

Starting with this rough, qualitative description of how search is practiced, it is possible to 

move to a more formal model. In this section, we will provide a more rigorous but still 

narrative account of our model of search; the corresponding mathematical description is 

included in the Appendix.  

The starting place for the models that will be discussed in this section is the notion of 

navigating through a corpus of documents Navigation focuses on the portion of search in 

which a searcher moves from one document to another within a corpus. It is important to 

note what navigation does not include, which is the initial query that led to some starting place 

within the corpus. We refer to this starting place as a source document. The process of 

identifying the source document is undoubtedly an important part of law search, and may be 

amenable to study based on insights from computational analysis of natural language. The 

commercial databases now deploy sophisticated natural language algorithms capable of 

generating meaningful search returns based on unstructured user queries. Navigation, 

however, focuses on the subsequent step of the search process, after a source document is 

identified, in which information in that document is used to inform future steps in a search 

path. This navigation process is our focus here. 

The space of documents that is being navigated (i.e., the search space) is represented as a 

network in which documents are nodes with edges between them. 4  (Other terminology 

common in the field refers to vertices rather than nodes, and links rather than edges.) The 

network representation used here is based on prior work described in Bending the Law by 

Gregory Leibon et al.5 There are two types of edges between documents. One type of edge is 

based on cross-reference information. For judicial opinions, that means that there are edges 

between two documents whenever one of them cites to the others. This structure is grounded 

in the qualitative observation discussed above that searchers often use citations as one way 

to identify documents of interest. A second set of edges between documents is constructed 

based on their semantic content (i.e., the words contained in those documents). Semantic 

                                                 
4 The search space is more accurately categorized as a “multinetwork” because it is based on two network structures: the one 
derived from citation and the network structured based on textual similarity. See generally Ahmad Karawash, Hamid Mcheick 
and Mohamed Dbouk, Simultaneous Analysis of Multiple Big Data Networks: Mapping Graphs into a Data Model, in BIG DATA AND 

INTERNET OF THINGS: A ROADMAP FOR SMART ENVIRONMENTS 243, 246–47 (Nik Bessis and Ciprian Dobre, eds. 2014).  
5 Gregory Leibon et al. Bending the Law, __  J. ARTIFICIAL INTELLIGENCE & L. __ (forthcoming 2018). Michael A. Livermore and Daniel 
Rockmore are coauthors of Bending the Law.  
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content can be understood as a proxy for several different actual search mechanisms used by 

law searchers, including keyword searches, curated categorizations (i.e., Westlaw headnotes), 

and other sources (such as treatises). The operating assumption is that documents with similar 

words will show up together in keyword searches, be grouped under similar headnotes, and 

appear in the same treatises. 

There are many ways to represent semantic content, and there is a balance that needs to be 

struck between completeness, level of coarse/fine-graining, and computational costs. We opt 

for a topic model representation discussed above.6 Topic models have become widespread in 

several academic disciplines interested in texts (e.g., political science and digital humanities).7 

They are based on term frequency vector representations of documents (i.e., “bag-of-words” 

representations), which are effectively lists of word frequencies or proportions, indexed by 

vocabulary of words. Bag-of-words representations achieve (by some measure) massive 

dimension reduction of the corpus, because word order is ignored. The highest possible 

dimensionality would effectively assign a dimension to the word type and position of each 

word in the document, leading to a large explosion of dimensions that would prove 

computationally intractable. Topic models reduce dimension even further from the 

vocabulary size to a relative handful of dimensions equal to the number of topics. Very 

roughly, this is achieved through the use of word co-occurrence to construct subject matter 

categories represented as distributions over the vocabulary (these are the “topics”). 

Documents are then represented as distributions over topics. Prior research has shown that 

topic model representations of judicial opinions retain a considerable amount of the original 

data found in a full-term frequency vector.8 Thus, topic models achieve some level of coarse-

graining, which can reduce the influence of highly idiosyncratic language.9 

The search space is a collection of documents connected via citation and similarity of the 

topics they contain.10 Searchers navigate between documents based on those connections 

according to different abstract search strategies that are meant to capture the behavioral and 

cognitive nature of law search as a sequential decision process. In addition to searching for 

relevant legal authority, searchers may take other information into account, such as whether 

a judicial opinion was written by a well-respected jurist or is widely recognized as persuasive. 

Here, we introduce a notion of quality to capture those non-content based attributes of a 

                                                 
6 See Blei supra note Error! Bookmark not defined. and accompanying text. 
7 See supra note Error! Bookmark not defined.. 
8 See Michael A. Livermore, Allen Riddel & Daniel Rockmore, The Supreme Court and the Judicial Genre, 59 AZ. L. REV. 837 
(2017). 
9 See id. 
10 As discussed in Leibon et al. supra note 5, it is possible to define a distance measure for any two documents over the search 
space. See Appendix Sec. 1. This distance measure is based on a random walk over the legal corpus, which forms a Markov 
network of documents. See id. at Section.1. For background on Markov processes, see generally CHARLES M. GRINSTEAD  J. LAURIE 

SNELL, INTRODUCTION TO PROBABILITY (1997). 
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document, and proxy for that variable using an impact factor measure based on prior citation 

as well as a temporal factor in which more decisions are favored. The search strategies that 

are described below all operate in the same search space but users navigate through them 

differently, resulting in different search outcomes.  

By way of analogy, imagine a robot that is programmed to navigate through some physical 

space, say for purposes of cleaning the floors. The robot could move about using different 

strategies—one might be to cover all of the ground that is close to its starting position and 

move outward; another might just randomly set off in a given direction and periodically make 

ninety degree turns; another might clean in a single location for a while and then periodically 

move to a distant portion of the space. One can think of the search strategies and search space 

in a similar fashion: the space is the floor plan and the strategies determine how the robot 

navigates it.11  

The first search strategy that we introduce is the proximity algorithm.12 Under the proximity 

strategy, the searcher navigates through the space based purely on proximity. Beginning with 

a source document as a starting place, the proximity algorithm simply picks up all of the 

documents that are closest to the source document within the space.13 An important feature 

of the proximity algorithm is that its results are particularly strongly related to the search 

space itself, as the results that are generated using this strategy directly reflect proximity as 

represented in the search space.  

The second search strategy that we introduce is the covering algorithm. 14  The covering 

algorithm is meant to capture the fact that there are often multiple legal issues within a single 

document. The covering model begins with a source document and then identifies the most 

proximate document. Then, based on some fixed parameters, it determines whether to 

continue navigating along that line of documents, or to return to the source document and 

begin the search again along a different line. The idea is that there can be multiple legal issues 

present in a document, and once a searcher is satisfied with the results on one issue, it may 

make sense to explore a second or third legal issue, rather than continuing collecting 

documents on the first. Embedded within the covering algorithm is an assumption about how 

to make the tradeoff between depth (i.e., exploring one issue in more detail) and breadth (i.e., 

                                                 
11 Our thanks to Leslie Kendrick for suggesting this analogy.  
12 The three search strategies are described in more detail in the Appendix. See Appendix Sec.2. The proximity algorithm is 
discussed in Appendix Section 2.2.  
13 Because the distance measure is based on a random walk of the network, it can be thought of as encoding, in a probabilistic 
fashion, how a “random law surfer” will move from one legal document to the next. Similar Markov machinery underlies the 
earliest form of Google’s search algorithm, “PageRank.” Sergey Brin & Lawrence Page, The Anatomy of a Large-Scale 
Hypertextual Web Search Engine, in COMPUTER NETWORKS AND ISDN SYSTEMS 107-117 (Crouch M. Lindsey, ed., 1998). 
14 Alberto Caprara et. al., Algorithms for the Set of Covering Problem, 98 ANNALS OF OPERATIONS RESEARCH 353-371 (2000). More 
mathematical detail on the covering algorithm is provided in Appendix Section 2.3.  
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exploring a larger number of issues). This tradeoff is expressed in terms of a set of parameter 

values concerning the number of issues to explore and how deeply to explore them.15  

The final search strategy that we introduce is the adaptive algorithm.16 This strategy is akin to 

the covering algorithm, but rather than using defined values for the breadth/depth tradeoff, 

the parameters are learned from the corpus, using a reinforcement learning program. The 

reinforcement learning uses the documents in the corpus and the citations included in those 

documents as data for a training procedure in which parameter values that correctly predict 

citation are reinforced. One can think of the adaptive algorithm as akin to a law student who 

learns the types of cases to identify (and cite) by studying the cases that have been identified 

(and cited) by the experts who produced the existing stock of documents in the corpus.  

Each of these strategies takes different approaches to capturing features of how law search is 

carried out. Because they must be formalized and converted into an executable program, As 

models, they are by nature simplified representations of the complex, idiosyncratic, and 

stochastic human search process processes. However, they nevertheless capture many 

important features of law search: the relevance of semantic content; guidance via citations; 

and characteristics of document quality; and the tradeoff between depth and breadth. In 

practice, human legal researchers rely on a variety of tools not explicitly represented in the 

models. These may include their background understanding of the relevant law or secondary 

sources, such as treatises or the ALI’s Restatements. But, a good deal of this “out-of-model” 

information may be proxied in features that can be extracted from the documents and 

therefore can be, at least loosely, captured by the models.17  

Datasets 

Perhaps the best source of data available to the public concerning law search is the law itself, 

and specifically the corpus of judicial opinions and U.S. Code.  

US Supreme Court Opinions since 1946 data: 

An observer of a judicial opinion can safely draw two conclusions concerning the sources of 

law that are cited in the opinion. One is that those documents were deemed relevant by the 

court to the legal questions discussed in the opinion. The second is that they were found 

though a process of law search by some actor (either a judge, a clerk, or a litigating attorney). 

In light of the predictive-strategic characteristic of law search the parties’ goal when 

                                                 
15 We set these parameters based on initial data exploration to improve the performance of the model. 
16 As far as we know, our adaptive algorithm is an innovating approach to representing the search problem. More mathematical 
detail on the adaptive algorithm and the reinforcement learning process is provided in Appendix Section 2.4. 
17 For example, a researcher may consult a treatise to learn a general principle and identify some relevant decisions. This 
treatise is not currently captured in any of our models. But the cases that are cited by the treatise likely have a high degree of 
similarity in their semantic content, and may well cross-reference each other via citation. In this way, even information that is 
outside the scope of our models may be captured indirectly. 



12 
Confidential and Proprietary to CVDI 

conducting search can be thought of, at least partially, as predicting the citations in the final 

issued opinion.   

Our first test for our algorithms is based on the content of a legal document, and specifically 

the ability of each algorithm to predict the citations within a judicial opinion based 

exclusively on the topic proportions within that document. For this task, we randomly 

remove one opinion from the corpus, remove all citation information from the source 

opinion and reduce the text in that opinion to a distribution over the topics generated by 

the topic model.18 This opinion is the source document for the search. We then construct 

the search space without that opinion and, using the topic proportions in the source 

document, attempt to reconstruct the citations in that document (which have been held 

out) based on the search algorithms.19  The more accurate the reconstruction, the better the 

algorithm is understood to perform.20  

We note two interesting features of this test. The first is that a null model, in which citations 

are unrelated to document content, can be rejected on intuitive grounds. It would be 

surprising indeed if documents with certain words (e.g., “interrogation”) are not more likely 

to include citations to certain documents (e.g., Miranda v. Arizona, 384 U.S. 436 (1966)) than 

documents without those words. Given the extremely strong theoretical reasons to believe 

that there is a relationship between the predictor and outcome variables, the question is not 

really whether substance is actually related to citation. The goal is to develop models capable 

of predicting relationships that are known to exist.21 

For the US Supreme Court Opinions’ data, we relied on the Free Law Project’s website 

CourtListener, which provides free public access to legal materials, including Supreme Court 

decisions.22 The CourtListener data includes 63,864 text files for decisions issues from the 

late 18th century until 2016. Each file includes the full text of all opinions along with metadata 

that includes the date issue, citation for the decision, and a list of citations within the 

opinions. We restricted our analysis to full decisions issued in the period 1946–2005 that 

contained at least one citation, for a total of 9,575 files. Function words (such as “is” and 

“at”) were removed, as is common for many natural language processing applications. In 

addition, we removed all in-text citations so that they would not be erroneously picked up 

                                                 
18 This source document is a Citation Free Legal Text, as described in the Appendix. See Appendix 2.1.1  
19 This treatment of citation ignores information concerning the frequency or intensity of citation within an opinion. A single 
citation in a footnote that is part of a string of citations for a minor point is treated the same as an extensive discussion in the 
main body of the opinion. This loss of information could be corrected for in future models, which would likely increase 
predictive power. 
20 Note that, for this test, all three algorithms are programmed to exclude from their results all opinions that are published after 
the date of the source document. Generally, the adaptive algorithm is always trained on a sub-set of prior in time opinions 
because those are the only ones that can be cited by a source document.  
21 This approach is different than many standard inferential approaches take by social scientists, in which the relationship itself 
is being investigated, rather than the model.  
22 See CourtListener, courtlistener.com. 
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by the topic model. 23  The citation network was generated using only Supreme Court 

opinions issued during the study period—any edges created by citation to appellate court 

opinions or secondary materials were not represented. The mean number of cited cases is 

12, with a standard deviation of 11 and a maximum value of 121. A naive impact factor was 

constructed for the reduced corpus based on a weighted sum of the number of times a case 

was cited in another Supreme Court opinion and the number of times it was cited by the 

entire U.S. legal corpus (both estimates that can be derived via CourtListener data). We have 

verified our data against the supplemental information provided by Fowler and Jeon in their 

studies of the Supreme Court’s citation network.24 

US Code data: 

As per the U.S. Constitution, the fundamental role of Congress is to exercise the “legislative 

power.” When a statute is successfully adopted (e.g., via majority votes in both houses and a 

presidential signature), it is issued as a Public Law and published as a session law, and is 

compiled chronologically in the Statutes at Large. These session laws are the exact text that 

is passed by Congress, and so represent “the law” as a direct exercise of Congress’s power. 

However, these public laws are difficult to navigate because they are not organized by subject 

matter and are static—subsequent addition, deletions, and revisions are recorded as separate 

session laws, which then operate on earlier versions. For several decades after the founding of 

the republic, the work of compiling and publishing a comprehensive representation of the current 

law fell to private publishers. These documents were useful for lawyers, but had no official 

legal status. In the 1870s, Congress undertook an official codification, the Revised Statues of 

the United States, which was meant to capture the existing state of the law. Subsequent 

efforts at official codification faltered until the USC was approved by Congress in 192625. 

The USC is maintained and published by the U.S. Office of the Law Revision Counsel (OLRC), 

which is also responsible for organizing the Code into titles and compiling relevant changes 

as they are enacted. The USC is merely a compilation, with the title structure generated by 

the OLRC. However, some portions of the Code have been directly enacted as titles—these 

are referred to as positive law titles and include Title 10, Armed Forces. An example of a non-

positive law title is Title 42, Public Health and Welfare, which was editorially compiled and 

organized from public law enactments by the OLRC but was never enacted as a title as such. 

There is a legal significance to this distinction as the positive law titles of the USC are 

themselves the law and will be implemented as such by the courts, whereas the non-positive 

                                                 
23 For this procedure, all of the identifying information concerning a citation was removed, including the caption, date, and the 
Reporter information.  
24 James H. Fowler & Sangick Jeon, The Authority of Supreme Court Precedent, 30 SOCIAL NETWORKS 16-30 (2008); James H. Fowler 
et. al., Network Analysis and the Law: Measuring the Legal Importance of Precedent at the US Supreme Court, 15 POL. ANALYSIS 
324-346 (2007). The supplemental information is available at http://fowler.ucsd.edu/judicial.htm. 
25 Pub.L. 69441, 44 Stat. 778, enacted June 30, 1926. 



14 
Confidential and Proprietary to CVDI 

law titles are merely evidence of the law, which is actually contained in the Statutes at Large. 

Where there is a conflict between the Statutes at Large and the USC for non-positive law 

titles, the Statutes at Large govern.Unlike other legal corpora, such as collections of judicial 

opinions, statutory codes do not arrive as a collection of well-defined documents. In some 

sense, the entire code could be understood as a single document with many parts and sub-

parts. Contrast this arrangement with a collection of judicial opinions, which can be roughly 

analogized to a genre that consists of a collection of writings that share similar characteristics, 

but are still distinctly different (Livermore et al., 2017). 

As will be discussed in more detail in the next section, the topic model approach we use 

to engage in semantic analysis relies on our treating the USC as a corpus of “documents.” To 

accomplish this, we make use of the hierarchal structure of the statute. The USC is organized 

in a nested fashion with multiple levels, with title (a level that is organized along lines of subject 

matter) as the largest division. Section is the core organizational unit, and there are various 

other levels, including subtitles, chapters, parts and subparts, subsections, paragraphs, 

clauses, and items. We use sections and titles as the relevant unit of analysis and ignore the 

other levels, in part because they are treated differently depending on the title. Sections are 

the documents in our analysis, and they are collected among fifty-three active titles. There is 

considerable variation in the length of the titles and sections. There are 41,138 total 

documents in the USC. The average number of words per document is 1,036. 

Figure 1 reports basic information on the word counts within sections and the counts of 

sections within titles26. Document length is right-skewed, with a modal length less than 500 

words and a small number of outliers that are much longer. There is a right-skewed 

distribution for section within titles as well, with many titles containing only a few hundred 

or even just several dozen sections.  

 

 

 

 

 
 

(a) Section Length (b) Sections within Titles 

Figure 1: Word and section counts in the USC 

A second common size of around one to two thousand sections also is found. There are a 

few very large outliers, with title forty-two, dealing with the public health and welfare, 

towering above the others. As noted above, Title 42 is one of the non-positive law titles and 

                                                 
26 A list of title names is provided in the Appendix in Table A.2. 
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is compiled by the OLRC rather than Congress itself. But positive law titles can also be long—

Title 10 is the second longest title and was directly enacted by Congress. 

Our data also includes information on cross-references that are made within the code. There 

are 38,399 cross-references between sections—each of these cross-references can be 

understood as an edge (or a link) within a citation network in which the documents are nodes.27 

Note that in the citation network, there are somewhat fewer edges than there are nodes. In the 

USC, there are a large number of sections that do not include cross-references to any other 

sections, and that are not cross-referenced by any other section. This is not necessarily 

surprising. Many sections are simply self-contained, and do not need to make reference to other 

sections for shared definitions or other purposes. Likewise, they provide no more general terms 

that must be referenced elsewhere. In addition, there are other relations that exist between 

statutory sections that may not be called out via cross-reference. For example, the location of 

a section within a chapter or other supra-section category may be meaningful and denote certain 

types or relationships.  

 

 

 
 

 
  

(b) In-degree citation 

 

 

 

 

 

 
 

(a) Inter-title cross-reference citation network (c) Out-degree citation 

Figure 2: USC citation graph 

Some sections include intra-section cross references, which show up as loop edges in our 

graph. As will be discussed further later in this paper, there is a substantial amount of overlap 

between the cross-reference network and the hierarchal structure of the USC, with many cross-

references occurring within title. However, there is a fair amount of inter-title cross-referencing 

as well. 

The text and citation information serve as the basic data that we use in the remainder of our 

analysis. To engage in meaningful analysis of the semantic content of statutory texts, Figure 2 

                                                 
27 Note that cross-references are not directly counted. Rather, an edge is created if one document (i.e., section) references 

another; multiple citations between documents are not counted separately. We do not include edges that cite above the section 
level (e.g., when a citation is to an entire title or chapter).  
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provides an illustration of the citation network, highlighting only inter-title references. As is 

visually apparent from this figure, some titles play a more central role in the inter-title network 

than others, and some titles are largely self-contained. 5 The most obvious pattern found in this 

figure is that Title5, Government Organization and Employees, has a very large number of 

incoming citations—presumably because it contains language or arrangements that are quite 

general and apply across legal categories—whereas the massive and hodgepodge Title 42 has 

a large number of outgoing citations, presumably because of its size and catchall nature. Figure 

2 also reports histograms of the number of in- and out-citations by section 

we rely on the method of topic modeling, which is well suited to constructing information 

rich but low-dimension representations of large unstructured textual corpora. The following 

section provides a short overview of the topic modeling technique and discusses the results of 

a topic model applied to the USC. 

Results 

The search results generated by all three algorithms were compared to searches performed by a 

team of student research assistants at the University of Virginia School of Law. The design of the 

adaptive model, and in particular the method used for its reinforcement learning training, also 

allowed a comparison against a second empirical source: observed citations for out of training 

sample documents. For both data sources, we introduce model performance measures and, for 

the student-generated data, we compared the three models against each other. 

To evaluate and compare all 3 search methods, we used 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛@ and recall@ measures. For 

the adaptive method, we divided the network of opinions to 10 clusters and then each cluster 

was divided to a training set containing %90 of the opinions in the cluster and a test set which 

contains the remaining %10.  Reinforcement learning algorithm, replicating the behavioral search 

model was implemented on the training set of the clusters separately and the resulting search 

policy was used to predict the citation set of the associated test set. Also, proximity method and 

covering method were implemented on the same test data sets generate recommended citation 

sets of each method associated to each cluster.  

All methods were implemented in Python and all experiments were conducted on a Linux cluster, 

using 4 nodes and each has 16 cores28 and 1TB RAM. 

It is assumed that for each opinion the existing set of citations which is called here actual 

citations of an opinion, is ground truth and accordingly actual citations of each opinion was used 

to evaluated the recommended citation sets. Then, implementing each algorithm on an opinion, 

all data regarding the actual citations of that opinion, both textual of meta-data has been 

removed. Resulted recommended citations of each method is considered as a set with no specific 

                                                 
28 Intel® Xeon® Processor E5-2670 v2 (25M Cache, 2.50 GHz)  

https://ark.intel.com/products/75275/Intel-Xeon-Processor-E5-2670-v2-25M-Cache-2_50-GHz
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order or ranking. For experimental analysis and comparison of the performance of each method, 

we have used well known and accepted measures of recall and precision. 

In the same manner to Recall, to take in to the account the size of the citation set, results are 

illustrated in terms of 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛@𝑛 (𝑃@𝑛) which assumes the size of the recommendation set 

to be 𝑛. 

Before running the experiment, it is required to implement the behavioral modeling and 

learning on the training set of each cluster. Despite the fact proximity and covering methods do 

not have a learning phase, recall measure has been recorded in the process of the adaptive 

models learning process to capture the noise of the training data. In Fig3, an example of learning 

process in one of the clusters has been illustrated. As in fig3-a trough the learning process of the 

adaptive model has performed better than proximity and covering method, however the same 

disruption in results due to noise in data has been recorded trough the learning process, but as 

seen in Fig3-b, difference between the results of adaptive model and the proximity method has 

been expanding through the progress of the learning.  

 
                                  (a) 𝑅𝑒𝑐𝑎𝑙𝑙@20 (c) 𝑅𝑒𝑐𝑎𝑙𝑙@10 

                                      Figure 3: Performance of the Adaptive method vs Proximity method 

In the same learning process, after each 50 episodes of learning, the resulted adaptive model has 

been implemented on the testing data to see the effect of the evolving model on it. Since the 

results have been calculated as an average over the test data, the results for the proximity and 

covering model do not have any noise and are constant. As recorded in Fig4 the learned model 

slowly gets better and expands its difference with the proximity and covering methods, but the 

main advantage of adaptive model is its intrinsic behavioral model, which can generate the main 

performance difference.  
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                                  (a) 𝑅𝑒𝑐𝑎𝑙𝑙@20 (c) 𝑅𝑒𝑐𝑎𝑙𝑙@10 

Figure 4: Performance progress of the Adaptive method vs Proximity method and Covering method 

Also, as it will be illustrated in the performance comparison tables, covering model has slightly 

better performance than proximity method, however it is not significant. Table1 compares the 

proposed adaptive method and covering method performance with the baseline method of 

proximity method. For each cluster, 𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛@10,20,50  and 𝑅𝑒𝑐𝑎𝑙𝑙@10,20,50  have been 

measured over the testing data on all methods. 

Table 1: Performance comparison of Adaptive Method and Covering Method with the baseline (Proximity Method)  

Functionality of Innovation(s) 

The contributions of this project directly address the systematic issues of cost and quality in the 

process of knowledge acquisition process, through developing efficient and comprehensible 

computational algorithms that learn and replicate the information gathering behaviors of 

experts/individuals. Accordingly, the developed and implemented algorithms in this project, 

enhance the quality and comprehension of the automated knowledge engineering systems as a 

smart complementary aid in the human level complex cognitive tasks, like reasoning and solution 

design.  The cost and quality of information gathering matters since billions of dollars in billable 

hours are spent each year on the information gathering processes and by leveraging the power 

of more advanced ML and AI methodologies which incorporate cognitive and behavioral nature 

of search in the knowledge acquisition process, we can eliminate most of the time and effort of 

employees focused on search and turn the main focus on learning, information analysis and 

content creation which are main value creative part of each job. 

Method Average performance over clusters of opinions 

 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛@10 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛@20 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛@50 𝑟𝑒𝑐𝑎𝑙𝑙@10 𝑟𝑒𝑐𝑎𝑙𝑙@20 𝑟𝑒𝑐𝑎𝑙𝑙@50 

proximity 0.1291 0.1017 0.055 0.032 0.072 0.096 

Covering 0.1589 0.1838 0.175 0.052 0.131 0.198 

Adaptive 0.1916 0.1825 0.173 0.073 0.146 0.227 
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Also, the achievements to enhance the quality of the search and decreasing the required time to 

acquire needed knowledge can have a transformative effect on the quality and efficiency of many 

services and products which use a search technology as an important component in their service. 

Conclusions and Recommendations 

In this project we developed a theoretical ground to integrate Information seeking and 

Information retrieval approaches to achieve a more holistic and efficient methodology which in 

turn helped us to systematically incorporate cognitive and behavioral models developed by social 

scientists into the computational and ML methods that improve task-level information-seeking 

performance in the domain of Law.  

While the developed methods and algorithms are all highly functional and have shown 

increased effectiveness, they exploit the simplest model of knowledge acquisition with multiple 

embedded assumptions. Also, we used most conventional versions of the appropriate NLP and 

ML methods to keep the structure of the research simple for the initial stages. Given the results 

and the challenges we faced in the implementation of the methods and algorithms, we have a 

better idea how to extend this project to build more generic and comprehensible knowledge 

acquisition methods, yet keeping the efficiency and tractability of the algorithms in an acceptable 

level. This helps for more convenient path for developing more sophisticated extensions of the 

initial framework, methodologies and models. Following are the recommended extensions of the 

initial project: 

1. Many assumptions are embedded in the knowledge acquisition model which can be 

relaxed to have a more realistic model. For example: 

a.  initial model assumes that an expert is gathering information and accordingly she 

generally knows enough about the domain and what she is looking for. Also, it is 

assumed that the size and complexity of information contained in documents are the 

same.  

b. The initial model of information gathering, assumes that the one who is gathering the 

information decomposes a main question to different related subjects through the 

information gathering procedure until she has enough documents to read through and 

learn from. In a more realistic model of knowledge acquisition we may relax the 

assumption that the one who is gathering information is an expert and accordingly she 

may find some of her search results in-comprehensible. For her, it means that prior to 

find the answer to the initial question she may need to search for some prerequisite 

information.  

 

2. The most conventional version of topic modeling, LDA has been implemented to model 

textual documents. Looking in to other methods which may capture more information yet 
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perform efficiently may be beneficial to increase the quality and accuracy of the results 

or even increase the efficiency of the developed methods. 

3. The constructed knowledge space is formulated in a way that requires the results to be 

symmetric, however more realistic knowledge space may have non-symmetric structure 

regarding the different size of information contained in different documents. We are 

working on extending our methodology to capture such properties.  

4. Implemented adaptive model uses Reinforcement Learning in its minimal capacities. 

Initially it was required to keep everything simple to be able to extend the formulations 

as required in future, but given the efficient results of the adaptive model, increasing the 

sophistication of the RL formulation may result in better learning algorithms for the 

behavioral patterns from the textual data. Another way to extend RL formulation is to use 

Inverse RL approach to learn reward functions of agents and capture their individual 

behavioral patterns in that formulation 

5. The initial implementations, constructed a 2-dimensional space of knowledge for each 

corpus of documents and accordingly lost a lot of information. Optimization of the space 

construction algorithm's complexity to makes us capable of increasing the knowledge 

space dimensions and accordingly capture more information in that setting and 

potentially provides us with richer knowledge space structures.  

6. Optimization of the proposed learning methods to make them more efficient and 

accordingly in turn helps with implementations on the larger data sets of more general 

domains. 

7. We are implementing the developed solution on larger and more complicated data sets 

in Law domain to evaluate our methodology and figure out our limitations, however 

extending the solution to other domains and their implementations to different data sets, 

say medical document like PubMed, medical Regulations and also Social media, is a 

necessary step to evaluate the framework in a generic sense. 

8. In fact, other than possible methodologic extensions, domain specific adoption of the 

proposed framework helps to capture the context specific features of the methodologies 

and accordingly understand the implications of applications of domain specific versions 

of the developed methods. 

Impact and Uses/ Benefits 

Information gathering process as an essential part of Knowledge acquisition is the second most 

time-consuming activity taking about %19 of a work week. It is more time consuming than 
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information analysis or even content creation which are main value creative part of each 

employee’s job. 

Despite the dramatic improvements in speed and accuracy of search technologies, the average 

time for an engineer to search and gather information have increased 13% since 2002. It seems 

normal but yet striking that on average to find right information, employees have to take 8 

searches 29 . We mean by information gathering, only the process of collecting information 

resources prior to be analyzed. Estimates on time spent for search are surprisingly high, especially 

for knowledge workers and interactive workers 30  which include lawyers, engineers, project 

managers and etc.  

This project improves current technologies by: 

1. Making information recourses meaningfully available to a broader population 

2. Building knowledge engineering tools to automate information gathering process to 

support knowledge acquisition, learning and content generation easier, more efficient 

and more accessible for expert/non-experts individuals 

3. This work will make our research tools of greater practical value, and provide insights into 

how different corpora are structured and navigated.  

4. building search-based measures of the complexity of different corpora like regulatory 

provisions governing diverse activities that can be used by lawyers and analysts to inform 

policymaking and by industry to understand the effect of regulation on their business 

environment.  

The initial models show great promise; however, this is even capable of being expanded in two 

important ways:  

1. More flexibly representing/understanding search/navigation in the context of knowledge 

acquisition;  

2. Incorporating other organizing information, especially structural and subject-matter 

information contained in statutes/regulations.  

                                                 
29 Information overload is not going away. A recent IHS Knowledge Collections Webinar provided an interesting statistic by 
Outsell: an engineer’s time spent searching for information has increased 13% since 2002. 
A new survey by SearchYourCloud revealed “ workers took up to 8 searches to find the right document and information.” 
 
30 Interaction workers—employees whose work requires complex interactions with other people and independent judgment—
are the fastest-growing category of employees in advanced economies. 

http://www.sla.org/guest-post-13-really-scary-number-youre-knowledge-worker/
http://www.techzone360.com/topics/techzone/articles/2013/11/05/359192-searchyourcloud-survey-it-takes-up-8-attempts-find.htm
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Mathematical Appendix 
 

This appendix supplements the main text with a more formal mathematical description of the 

model of search described narratively in Part III. Our aim is to formulate a mathematical model 

that captures the behavioral and cognitive framework of law search as a sequential decision 

process. The model has two components: first, a natural language processing-based model of the 

legal corpus (what we refer to as the search space in Part III); and second, a search process model 

(what we refer to as search strategies in Part III) over that language model. We rely on Leibon et 

http://fowler.ucsd.edu/judicial.htm
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al. (2017) for the language model and, in this Article, develop and apply three search process 

models. 

Section 1 provides a short description of the language modeling methodology used in Leibon et 

al. (2017). Section 2 describes in greater technical detail the search process models that we have 

developed. 

1. The Search Space 

To retrieve a latent structure of the legal corpora from the texts and network structure of existing 

legal documents, we follow the approach in Leibon et al. (2017) in using a latent Dirichlet 

allocation (LDA) topic model along with network modeling to build a low-dimensional 

mathematical representation of the legal corpora. The topic model is used to construct the 

foundation of a measure of textual similarity between two documents in the legal corpus. This 

measure is based on a generalization of the well-known page-rank algorithm (Page et. al. 1999; 

Langville and Carl 2011), which produces a symmetric matrix of similarity. Leibon et al. (2017) 

also use citation data to produce two other matrices, “cited-by” and “cited”, which together 

represent the citation network of documents. Citations can be taken as proxy for another kind of 

relatedness between pairs of documents that gets at something different from textual similarity. 

Together, the different kinds of linkages can be used to estimate a notion of legal relevance, in the 

sense that for a legal question Q if a given document D is relevant to Q then documents with a 

high degree of textual similarity and citation-based relatedness to D are relatively more likely to 

also be relevant to legal question Q. 

As described in Leibon et al. (2017), all three matrices are normalized; accordingly, a weighted 

aggregation of the matrices after normalization produces a stochastic matrix.  This stochastic 

matrix can be considered a transition probability matrix for a random walk over the legal corpus. 

In other words, the underlying formulation suggests that the probability of transition from one 

document to another is a monotone in some function of the textual similarities and citation ties 

between those documents. The defined random walk over the legal corpus forms a Markov chain 

with state space given by the documents. This is used as a basis to define a metric named PageDist 

over the set of documents, which describes a distance measure of each pair of documents in the 

legal corpus. PageDist as defined by Leibon et al. (2017) holds the properties of a metric. 

Accordingly, the PageDist metric over the set of legal documents is used as a basis to build a 

geometry that models the legal corpus as a normed space with a relevant notion of curvature, which 

is referred to in Leibon et al. (2017) as a legal landscape. As a normed space of legal documents, 

the space legal landscape embodies a meaningful structure for legal documents and accordingly it 

can be used as a representation of the body of knowledge and practice in law—accordingly, we 

use it to define the space over which law search occurs (i.e., the search space).  

2. Search Strategies 

Here three search methods are proposed, with each method reflecting a particular model of search 

as a cognitive and behavioral process. The first method, the proximity algorithm, assumes that the 
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search process aims to maximize relatedness between identified documents and the source 

document, as captured by minimizing distance within the search space. The second method, the 

covering algorithm, assumes that in the search process the source document is first analyzed and 

decomposed into a set of issues, in order of importance. The selection process attempts to produce 

a set that covers all issues. The third method, the adaptive algorithm, uses the same assumptions 

as covering algorithm, but also makes use of an embedded learning algorithm that iteratively learns 

how to categorize the issues and conduct the search process for each and all issues in a 

simultaneous manner.     

2.1 Problem formulation 

As described in the data section, the raw data to be modeled and analyzed consists of the legal 

corpus, which is a set of text documents comprised of opinions and the associated citation 

network. Following Leibon et al. (2017), this data has been modeled as a metric space of legal 

documents, (𝑂, 𝑃𝑎𝑔𝑒𝐷𝑖𝑠𝑡) where 𝑂 = ⋃ {𝑜𝑖}
𝑁
𝑖=1 , is the set of opinions in the legal corpus of 

size 𝑁 and PageDist is a metric defined on 𝑂, representing a distance function of opinions 

𝑃𝑎𝑔𝑒𝐷𝑖𝑠𝑡: 𝑂 × 𝑂 → ℝ+, derived from the stochastic matrix of the transition probabilities of 

the random walk model over the legal corpus. Because 𝑃𝑎𝑔𝑒𝐷𝑖𝑠𝑡 is derived from a weighted 

aggregation of citation matrices and the textual similarity matrix, different weighting settings 

result in different 𝑃𝑎𝑔𝑒𝐷𝑖𝑠𝑡  functions. Accordingly, different distance functions can be 

defined over the same opinion set. Here for simplicity, 𝑃𝑎𝑔𝑒𝐷𝑖𝑠𝑡 is derived assigning equal 

weights to matrices.31  

2.1.1 Definition (Citation Free Legal Text or CFLT)  

A CFLT is a textual script discussing a legal matter which lacks citation. A CFLT and an 

opinion are both textual data addressing a legal matter—the primary relevant difference is that 

observed opinions contain citation data, whereas a CFLT does not. In other words, a CFLT is 

akin to an opinion that cites no other document and is cited by no other document.  

Accordingly, if we add a CFLT to a set of opinions representing a legal corpus the resulting 

set is a new body of legal documents, 𝐷 = 𝑂 ∪ {CFLT} , which can be modeled as a 

geometrized metric space (𝐷, 𝑃𝑎𝑔𝑒𝐷𝑖𝑠𝑡) in the manner described earlier. This is helpful, 

because having the given CFLT and all opinions of the legal corpus in the same metric space 

simplifies the development of the citation recommendation algorithm. Specifically, consider 

an opinion 𝑜𝑖 and a CFLT formed by deleting the citation information from 𝑜𝑖.  Then, if the 

CFLT is fed to a recommendation algorithm, the result can be evaluated in comparison to 

citations of 𝑜𝑖. For more technical detail regarding evaluation methods, see the data and results 

section.  

                                                 
31 𝑤𝑠𝑖𝑚 = 𝑤𝑐𝑖𝑡𝑒𝑑 = 𝑤𝑐𝑖𝑡𝑒𝑑−𝑏𝑦 = 1/3 ;   𝑤𝑠𝑖𝑚 + 𝑤𝑐𝑖𝑡𝑒𝑑 + 𝑤𝑐𝑖𝑡𝑒𝑑−𝑏𝑦 = 1 
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Abstractly, we can formalize the legal search problem as a citation recommendation problem, 

where legal search aims to find the most suitable set of opinions 𝐶 ⊂ 𝑂 to be cited for a given 

CFLT. Suitability is a cognitive, behavioral, and sociological concept related to legal 

relevance, where the set of suitable citations are those that are most relevant to a legal 

question. See Part II.A of the main text for a further discussion of legal relevance. The target 

set of opinions, 𝐶(𝐶𝐹𝐿𝑇) called search results or citation recommendation set is assumed to 

have an exogenously set size,  |𝐶(𝐶𝐹𝐿𝑇)| = 𝑛 ≤ 𝑁, which represents the limited capacity of 

the search results. 

2.2 Proximity algorithm 

An intuitive citation recommendation algorithm selects as the recommended citation set those 

opinions in 𝑂 that, in the landscape of legal documents, (𝐷, 𝑃𝑎𝑔𝑒𝐷𝑖𝑠𝑡), are closest to the 

CFLT.  Then for a 𝐶𝐹𝐿𝑇 ∈  𝐷, the proximity method selects the first 𝑛 closest opinions to 

the CFLT, in 𝑂. To be more formal consider the open ball of radius 𝑟 > 0 centered at 𝐶𝐹𝐿𝑇 ∈

𝐷; specifically, let 𝐵𝑟(𝐶𝐹𝐿𝑇  ) =  {𝑜𝑖 ∈ 𝑂|𝑃𝑎𝑔𝑒𝐷𝑖𝑠𝑡𝐷(𝐶𝐹𝐿𝑇, 𝑜𝑖) ≤ 𝑟}.  Then we can derive 

the set of the suggested opinions for citation by the proximity method deriving the optimized 

radius as 𝑟∗ = max
𝑟∈ℝ+

𝑟;  subject to |𝐵𝑟(CFLT)| ≤ 𝑛, where 𝐵𝑟∗(𝐶𝐹𝐿𝑇), represents the citation 

recommendation set, by proximity algorithm, or formally 𝐶(𝐶𝐹𝐿𝑇) = 𝐵𝑟∗(𝐶𝐹𝐿𝑇). 

 

Figure 1.A: proximity ball 

2.3 Covering Algorithm 

To model behavioral aspects of the search process, we assume that the searcher not only tries 

to find opinions similar to 𝐶𝐹𝐿𝑇, but also considers that there may be several different subjects 

or issues addressed in the CFLT. Accordingly, the searcher attempts to find opinions that are 

relevant to these different issues in the limited number of citations, 𝑛. 
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 Figure 2.A: Covering algorithm 

Let us assume that 𝑚  is a predetermined number of issues within the CFLT, and 𝑛𝑘  is the 

predetermined depth of the required search for each issue where, 𝑘 ∈  {1, 2, … , 𝑚}  and 

∑ 𝑛𝑘
𝑚
𝑘=1 = 𝑛. 32  Then the result of the search will be the set of citations denoted as 

𝐶(𝐶𝐹𝐿𝑇)=⋃ 𝐶𝑘(𝐶𝐹𝐿𝑇)𝑚
𝑘=1 , where 𝐶𝑘(𝐶𝐹𝐿𝑇) represents the suggested issue set 𝑘. We develop 

an iterative search process that begins with empty sets initiated for the set of citations and the 

issue sets or formally, 𝐶(𝐶𝐹𝐿𝑇) = ∅ , and 𝐶𝑘(𝐶𝐹𝐿𝑇) = ∅, ∀𝑘 ∈  {1, 2, … , 𝑚} . Then, the 

iterative procedure starts with the first issue set, 𝐶𝑘=1(𝐶𝐹𝐿𝑇), and at each step selects an opinion 

to be cited addressing the associated issue and adds it to 𝐶𝑘=1(𝐶𝐹𝐿𝑇), until the issue set is filled 

with respect to its limited size (|𝐶1(𝐶𝐹𝐿𝑇)| ≤ 𝑛1). Then it moves to the next issue, and in the 

same way, identifies opinions addressing that issue step by step and up to the size of the issue 

set and continues so on for next issues until all issues have been addressed and filled. 

At each step, the remaining opinions in the legal corpus, which are not yet suggested by 

algorithm for citation and accordingly are candidate opinions for citation, are represented as 

𝑂/𝐶(CFLT). Also, if we refer to the issue, which is being filled at the current step of the 

procedure as �̅�, then 𝐶(CFLT)/𝐶�̅�  represents the set of opinions which are already cited other 

than the ones which address the current issue. 

                                                 
32 In the implementation of covering algorithm to be compared with student results, the number of citations is set to 

be n=10. Also, the number of issues is set to be m=4, where depths of the required search for each issue are set to be 

𝑛1 = 4,  𝑛2 = 3, 𝑛3 = 2,  𝑛4 = 1. In other cases, where the results are compared with original citations of CFLT 

calculating Precision@n and Recall@n, the number of citations, the number issues and the depth of the required search 

for each issue is set as showed in the following table:  

 

Number of 

Citations (n) 

Number of 

Issues (m) 

depths of the search for an issue 

𝑛1 𝑛2 𝑛3 𝑛4 𝑛5 𝑛6 𝑛7 𝑛8 𝑛9 

10 4 4 3 2 1 - - - - - 

25 6 7 6 5 4 3 2 - - - 

50 9 9 8 7 6 6 5 4 3 2 
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Let us define three criteria for selection of an opinion to cite at each step, from candidate 

opinions: 

First,  𝑏𝐶𝐹𝐿𝑇(𝑜𝑖) = 𝑃𝑎𝑔𝑒𝐷𝑖𝑠𝑡(CFLT, 𝑜𝑖); 𝑜𝑖 ∈ 𝑂/𝐶(CFLT)  which represents the distance 

of the candidate opinion, 𝑜𝑖 from CFLT. 

Second, 𝑏𝑐(𝑜𝑖) = ∑ 𝑃𝑎𝑔𝑒𝐷𝑖𝑠𝑡(𝑜𝑖, 𝑜𝑗)𝑜𝑗∈(𝐶(CFLT)/𝐶�̅�)  ; ∀𝑜𝑖 ∈ 𝑂/𝐶(CFLT). Since 𝐶(CFLT)/

𝐶�̅�  is the set of opinions which are already cited addressing the issues other than the current 

issue, the second criterion represents the sum of distances of the candidate opinion, 𝑜𝑖 from 

the opinions that are already cited addressing issues other than the current issue.  

Third, 𝑏𝑠(𝑜𝑖) = ∑ 𝑃𝑎𝑔𝑒𝐷𝑖𝑠𝑡(𝑜𝑖, 𝑜𝑗)𝑜𝑗∈𝐶�̅�
;  ∀𝑜𝑖 ∈ 𝑂/𝐶(CFLT),  which is the sum of 

distances of the candidate opinion, 𝑜𝑖 from the opinions which are already in the current 

issue set, 𝐶�̅�.  

Then, in the search process and at the current step, if 𝐶�̅�  is empty, the search process starts 

at a new issue set, seeking the first opinion to cite and addressing issue �̅�, minimizing 𝑏𝐶𝐹𝐿𝑇 

and maximizing 𝑏𝑐 . 

On the other hand, if in the search process and at the current step, 𝐶�̅� is non-empty, it means that 

addressing the current issue some opinions have been selected and then the search process seeks 

to add another opinion to be cited, maximizing 𝑏CFLTand 𝑏𝑐 and minimizing 𝑏s. The simplest 

way to combine these criteria to one is to use the weighted sum function defined as: 

𝑏(𝑜𝑖) = 𝜔1𝑏𝑐(𝑜𝑖) + (−1)
𝟏

{𝐶�̅�=∅} 𝜔2𝑏𝐶𝐹𝐿𝑇(𝑜𝑖) − 𝟏{𝐶�̅�=∅}𝜔3𝑏𝑠(𝑜𝑖); ∀𝑜𝑖 ∈ 𝑂/𝐶(CFLT)  where 

𝜔1 + 𝜔2 + 𝜔3 = 1 ; 𝜔1 + 𝜔3 ≠ 𝜔2 ;  𝜔1 ≠ 𝜔2 𝑎𝑛𝑑 𝜔1, 𝜔2, 𝜔3 ≥ 033. 

Implementing the covering algorithm, we also have used impact factor (which we now define) 

as a quality measure for opinions in the selection procedure. Accordingly, let us define 

𝜆(𝑜𝑖), ∀𝑜𝑖 ∈ 𝑂, to represent the number of times opinion 𝑜𝑖 ∈ 𝑂 has been cited by other opinions 

in 𝑂. Then to implement the covering algorithm with the quality measure, one can modify the 

formulation to find 𝑜∗ = argmin (𝛽 ∗ 𝑏(𝑜𝑖)
𝑜𝑖∈𝑂/𝐶(𝐶𝐹𝐿𝑇)

+ (1 − 𝛽) ∗ 𝜆(𝑜𝑖)), where 𝛽 represents the weight 

associated with 𝑏𝑡 as the similarity measure and (1 − 𝛽) represents the weight associated with 

𝜆 as the quality measure34. 

                                                 
33 Implementing the covering algorithm, we have set these weights as ω1 =

1

2
, ω3 = ω2 =

1

4
  . 

34 In the implementation of the covering algorithm, we set 𝛽 =
1

5
. Also, 𝜆(𝑜𝑖) only considers citations of the 𝑜𝑖 by 

other opinions in the US Supreme Court corpus, however, this can be extended to other legal and non-legal 
documents too. 
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2.4 Adaptive algorithm 

The covering algorithm was built based on the search model that replicates the behavioral 

structure of legal search, under the assumption that all parameters that shape the behavioral 

structure of the model are given or approximated by other algorithms. Accordingly, the 

covering method has a behavioral structure, but the behavioral parameters are assumed to 

be given and are not learned directly through the data.  

The adaptive algorithm takes the search procedure as described in the covering algorithm 

section and learns the model parameters through an approach based on reinforcement 

learning. In other words, like law practitioners and consistent with the convergence theory, 

the agent aims to learn an optimal search behavior by trying to replicate the results that a 

court would produce. Accordingly, in the adaptive algorithm, legal search is modeled as a 

Markovian sequential decision-making process, in which the agent (searcher) tries to find 

(learn) the policies that best mimic the hidden search behaviors of the judges. 

Below we provide a brief introduction to reinforcement learning, specifically a variant 

known as the Q-learning method, which is the basis for the results presented in this paper. 

2.4.1 Markov Decision Processes 

A finite-state, Markov decision process (MDP) is defined as a tuple 𝑀 = (𝑆, 𝐴, 𝑇, 𝛾, 𝑟) 

where 𝑆 = {𝑠1, 𝑠2 … , 𝑠𝑛} is a set of 𝑛 states; 𝐴 = {𝑎0, 𝑎1,··· , 𝑎𝑚−1} is a set of 𝑚 actions; 

Covering Algorithm: 

Initialize 𝐶(𝐶𝐹𝐿𝑇) = ∅, and 𝐶𝑘(𝐶𝐹𝐿𝑇) = ∅, ∀𝑘 ∈  {1, 2, … , 𝑚} 

Set values for 𝑛, 𝑚 and 𝑛𝑘  where 𝑘 ∈  {1, 2, … , 𝑚} and ∑ 𝑛𝑘
𝑚
𝑘=1 = 𝑛 

Set values for 𝜔1, 𝜔2, 𝜔3 where 𝜔1 + 𝜔2 + 𝜔3 = 1; 𝜔1 + 𝜔3 ≠ 𝜔2 ;  𝜔1 ≠ 𝜔2 and 𝜔1, 𝜔2, 𝜔3 ≥ 0 

FOR �̅� = 1 TO 𝑚 REPEATE: 

WHILE |𝐶�̅�(𝐶𝐹𝐿𝑇)| < 𝑛�̅�: 

 𝑜∗ ← argmin 𝑏(𝑜𝑖)
𝑜𝑖∈𝑂/𝐶(CFLT)

 

𝐶�̅�(𝐶𝐹𝐿𝑇) ← 𝐶�̅�(𝐶𝐹𝐿𝑇) ∪ {𝑜∗} 

𝐶(𝐶𝐹𝐿𝑇) ← 𝐶(𝐶𝐹𝐿𝑇) ∪ 𝐶�̅�(𝐶𝐹𝐿𝑇) 

RERURN 𝐶(𝐶𝐹𝐿𝑇) 
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𝑇: 𝑆 × 𝐴 → 𝑆 is the transition function35 which can be denoted as 𝑇(𝑠, 𝑎) if we define it as 

the effects of an action 𝑎 ∈ 𝐴 taken in a state 𝑠 ∈ 𝑆; 𝛾 is a discount factor; and 𝑟: 𝑆 × 𝐴 →

ℝ is the reward function, which can be written as 𝑟(𝑠, 𝑎) if we define it as depending on 

state 𝑠 ∈ 𝑆 and action 𝑎 ∈ 𝐴. 

Consider a decision maker who selects actions according to a policy 𝜋: 𝑆 → 𝐴 that maps 

states to actions. Define the value function at state 𝑠 with respect to policy 𝜋 to be 𝑉𝜋(𝑠) =

∑ 𝛾𝑡𝑟 (𝑠𝑡, 𝜋(𝑠𝑡))∞
𝑡=0 , where the sum is over the state sequence {𝑠0 , 𝑠1 , . . . }, given policy 

𝜋, where superscripts index time. A decision maker who aims to maximize reward will, at 

every state 𝑠, choose the action that maximizes 𝑉𝜋(𝑠). Similarly, define the Q-factor for 

state 𝑠 and action 𝑎 under policy 𝜋 as 𝑄𝜋(𝑠, 𝑎), to be the reward from state 𝑠, taking action 

𝑎 and thereafter following policy 𝜋.  

Given a policy 𝜋, ∀𝑠 ∈ 𝑆, 𝑎 ∈ 𝐴, 𝑉𝜋(𝑠) and 𝑄𝜋(𝑠, 𝑎) satisfy: 

𝑉𝜋(𝑠)  =  𝑟(𝑠, 𝜋(𝑠))  +  𝛾𝑉𝜋(𝑠′)   

𝑄𝜋(𝑠, 𝑎) =  𝑟(𝑠, 𝑎) + 𝛾𝑉𝜋(𝑠′) =  𝑟(𝑠, 𝑎) + 𝛾𝑄𝜋(𝑠′, 𝑎′) 

where 𝑠′ = 𝑇 (𝑠, 𝜋(𝑠)) and 𝑎′ = 𝜋(𝑠′). 

The well-known Bellman optimality conditions state that 𝜋 is optimal if and only if, ∀𝑠 ∈

𝑆, we have 𝜋(𝑠) = argmax
𝑎∈𝐴

 𝑄(𝑠, 𝑎) (Qifeng and Beling, 2011). 

2.4.2 Q-Learning Algorithm 

Reinforcement learning (RL) is a class of solution methods for MDP problems. To develop the 

adaptive algorithm, we make use of a RL method known as Q-Learning to solve the MDP 

formulation of the search problem. Q-Learning is more efficient than conventional methods 

such as Dynamic Programming, especially in the scale of the legal search problem of US 

Supreme Court opinions. Also, Q-Learning is an appropriate approach for solving model-free 

problems, where it iteratively updates Q-factors, based on sampling state-action rewards. Q-

Learning, similar to other RL paradigms, assumes that an agent can learn how to maximize the 

reward it gets from its environment by keeping track of the effects of actions in terms of both 

the immediate reward and positioning for future rewards, with the latter being expressed in 

terms of a concept of a state. Given a MDP problem, 𝑀 = (𝑆, 𝐴, 𝑇, 𝛾, 𝑟), the Q-Learning 

algorithm consists of state-action values, denoted by �̅�(𝑠, 𝑎) , ∀𝑠 ∈ 𝑆; ∀𝑎 ∈ 𝒜 , which 

represents an approximation for 𝑄𝜋(𝑠, 𝑎) , where 𝜋(𝑠) = argmax
𝑎∈𝐴

 �̅�(𝑠, 𝑎)  determines the 

action taken in a given state 𝑠 ∈ 𝑆, based on policy 𝜋.  

Before the learning process starts, the agent assigns arbitrary values (like zeros) to �̅�(𝑠, 𝑎) 

pairs, but each time it interacts with the environment by choosing an action 𝑎 ∈ 𝐴, it receives 

                                                 
35 A more general format for 𝑇 is a 𝑛 × 𝑛 transition probability matrix, but here we restrict the model to be representative of a 
deterministic Markov process. 
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an immediate reward 𝑟 and accordingly updates the corresponding state-action value, �̅�(𝑠, 𝑎) 

as follows: 

 �̅�(𝑠 , 𝑎 ) ← (1 − 𝛼)�̅�(𝑠 , 𝑎 ) + 𝛼 [𝑟 + 𝛾max
𝑎′∈𝐴

�̅�(𝑠′, 𝑎′)] (1) 

where, 𝑠′= 𝑇(𝑠, 𝑎) and α, represents a learning rate (0 ≤ 𝛼 ≤ 1), which determines how much 

weight the new information is given to update the state-action values and γ is the discount 

rate (0 ≤ 𝛾 ≤ 1) for the future rewards. 

This procedure, automatically updates policy 𝜋 since it is dependent on the state-action values, 

�̅�(𝑠, 𝑎), ∀𝑠 ∈ 𝑆; ∀𝑎 ∈ 𝒜, however it uses 𝜀-greedy action selection procedure to determine 

the next action to take in the learning episode, meaning that most of the time they choose an 

action that has maximal action value (𝑎∗ = argmax
𝑎∈𝐴

{�̅�(𝑠, 𝑎)}) in the current state 𝑠,  but with 

a small probability of 𝜀36 and to balance exploitation and exploration, the action is selected 

randomly.  

2.4.3 The Search Problem as a Decision Processes 

Legal search as modeled in previous sections is a sequential decision process of selecting 

opinions, which can be modeled as a MDP and solved by Q-Learning method as37 follows.  

The legal search MDP is supposed to address different issues of a legal case with respect 

to the limited capacity of a citation list. Similar to covering algorithm, the searcher 

decomposes the legal case, CFLT  to an ordered set of issues with respect to their 

importance and then in that order selects a set of opinions for each issue. These sets 

collectively form the set of recommended opinions for citation as the result of the search 

process. At each step of the search, depending on if the current issue set is empty or not, 

the searcher has different set of actions to choose from. A possible action can be choosing 

to start a new issue for search, which we call it the new-issue-action and does not lead to 

the selection of a new opinion. Other actions will all lead to selection of a new opinion to 

be added to the current issue set, and we call those actions the selection-actions. 

Accordingly, if the current issue set is not empty, the searcher can choose the new-issue-

action or one of the selection-actions. If she chooses the new-issue-action, no new opinion 

has been selected, but the citations for last issue are finalized and a new issue starts with 

an empty set of citations. On the other hand, if the current issue set is empty, it means that 

the issue set has been just initiated in the previous step, and accordingly, available actions 

consist of selection-actions, any of which will lead to the selection of the first opinion to 

be added to the current issue set. In both situations, if a selection-action is chosen, the 

searcher uses measures of similarity and quality to choose the next opinion to cite between 

the remaining opinions. Here we use the same measures as defined in the covering 

                                                 
36 In the implementation of the adaptive algorithm we set ε = 0.2 for the first 2000 learning episodes and then it is 
reduced to ε=0 linearly in the next 3000 learning episodes. 
37 In the developed adaptive algorithm as a Q-learning procedure, we set 𝛾 = 0.4, 𝛼 = 1. 
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algorithm where 𝑏(𝑜𝑖) and 𝜆(𝑜𝑖) are measures of similarity and quality and accordingly 

the next opinion for citation is selected based on a weighted sum of a similarity measure 

and a quality measure as 𝑜∗ = argmax
𝑜𝑖∈𝑂/𝐶(𝐶𝐹𝐿𝑇)

(𝛽 ∗ 𝑏(𝑜𝑖) + (1 − 𝛽) ∗ 𝜆(𝑜𝑖)) , however the 

weight distribution denoted by 𝛽, is determined based on her policy in the state of the 

search she is in. In fact, each of the selection-actions corresponds with a weight distribution 

for the similarity and quality measures to be used when selecting a new opinion for citation. 

Here, we assume that the searcher has only two settings of weight distribution 38 . 

Accordingly, the selection-actions for any given search state consists of two actions which 

are the action of choosing the first weighting setting, 𝛽1 and the action of choosing the 

second weighting setting, 𝛽2. 

To be formal, let us define a state for the search process as 𝑠 = (𝑡, 𝑚, ℓ, 𝜈), where 𝑡 is the 

number of opinions already selected in the search process, 𝑚  is the number of issues 

addressed and ℓ is the number of the opinions selected for the current issue, based on the 

first weighting setting, and 𝜈 is the number of the opinions selected for the current issue 

based on the second weighting setting. Accordingly, state space 𝒮 is constructed as all 

possible values for the states.39 Recalling from covering algorithm section, we keep track 

of the set of suggested opinions for citations as 𝐶(𝐶𝐿𝐹𝑇) = ⋃ 𝐶𝑘(𝐶𝐹𝐿𝑇)𝑚
𝑘=1 , where 

𝐶𝑘(𝐶𝐹𝐿𝑇) represents the suggested issue set 𝑘. Also, recall 𝐶�̅�(𝐶𝐹𝐿𝑇) refers to the issue 

�̅�, which is being filled at the current step of the algorithm.  

If the new-issue-action is denoted by 𝑎0 and the selection-actions are denoted by 𝑎1 and 

𝑎2 (indexed according to the weight settings they use to select the next opinion for citation), 

we can define the action space for any given state 𝑠 ∈ 𝒮 as: (1) if the current issue set is 

not empty,40 the corresponding action space is 𝐴(𝑠) =  {𝑎0, 𝑎1, 𝑎2} and (2) if the current 

issue set is empty, then the corresponding action space is 𝐴(𝑠) =   {𝑎1, 𝑎2}. 

Let us make an example of a short search episode with citation capacity of 5, to see how 

the sequential decision process is modeled in this setting.  The starting state similar to any 

other search episode is 𝑠 =  (0, 1, 0, 0), representing no citation at the beginning. Also, an 

empty set, representing the current issue set is initiated to keep track of the citations for the 

first issue. Then the searcher chooses an action based on her policy among the first and the 

second weighting setting. Say, based on her policy she chooses to use the second weighting 

setting and accordingly she ends up with the selection of 𝑂8 to cite (Figure 3), which is 

added to the first issue set. Then, since the first issue set is not empty anymore, the searcher 

                                                 
38 In the implementation of the adaptive algorithm, we use two weight distribution as 𝛽1 =

1

5
 and 𝛽2 =

4

5
. 

39 In the implementation of adaptive algorithm to be compared with student results, the number of citations and the maximum 

number of issues are set to be 𝑡 =  𝑚𝑚𝑎𝑥 = 10. In other cases, where the results are compared with original citations of CFLT 

calculating Precision@t and Recall@t, the number of citations is set to be 𝑡 =  10, 20, 50 and the maximum number of issues is 

set to be 𝑚𝑚𝑎𝑥 =  10, 15, 30. 
40 Given the state space 𝒮, it is trivial to see that for a given state 𝑠, if we have ℓ = 𝜈 = 0, then the current issue set 𝐶�̅�(𝐶𝐹𝐿𝑇), 
is empty and accordingly the action space for 𝑠, is limited to the selection-actions. Otherwise, 𝐶�̅�(𝐶𝐹𝐿𝑇) is not empty. 
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needs to choose an action among the three choices she has: to either start a new issue or 

continue the current issue and use the first or the second weighting setting to select the next 

opinion to cite. As illustrated in Figure 3, the second step may end up with the selection of 

𝑂6 to be cited and added to the first issue set. Say in the next step, the policy is to start a 

new issue set. Accordingly, no new opinion is selected, but the first issue set is finalized 

and again an empty set, representing the current issue set, is initiated, this time tracking the 

citations for the second issue. It continues up to the point that the number of citations 

reaches the predetermined capacity, which in this case is 5.  

At each step 𝑠 ∈ 𝑆, if the policy selects to choose an opinion using the first weighting 

setting, the next state is determined as 𝑠𝑛𝑒𝑤 = 𝑠 + (1,0,1,0). In the same way, if the policy 

is to choose the second weighting setting, we have 𝑠𝑛𝑒𝑤 = 𝑠 + (1,0,0,1). On the other 

hand, if the policy is to start a new issue, finalizing the last issue set and starting over by 

an empty set, we need to update the state as 𝑠𝑛𝑒𝑤 =  (𝑡, 𝑚 + 1, 0, 0).

 

Figure 3: example of a short search episode with citation capacity of 5 

Accordingly, no matter the state we are in and what the policy is in that state, the next state 

is determined based on the current state and does not depend on the states before that. This 

means that the corresponding decision process holds the Markov property and accordingly 

we can optimize the decision process, learning the optimal policy at each step, using the 

Reinforcement Learning procedure (here Q-learning). 

To define an appropriate reward function, recall that 𝐶𝐹𝐿𝑇 was formed by deleting the 

citation information from an opinion both in the training and testing data. Accordingly, an 
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appropriate reward function would be based on whether, at each step, the recommended 

opinion 𝑜∗ is in the list of the actual citations that were included in the opinion that was used 

to generate the 𝐶𝐹𝐿𝑇.  Then, if in a search state, a new-issue-action is selected by the policy, 

since no opinion is selected, the reward is zero. Otherwise a selection-action represented by 

the weight setting 𝛽 is implemented based on the policy and it leads to recommendation of 

𝑜∗ = argmax
𝑜𝑖∈𝑂/𝐶(𝐶𝐹𝐿𝑇)

(𝛽 ∗ 𝑏(𝑜𝑖) + (1 − 𝛽) ∗ 𝜆(𝑜𝑖)), to be cited, with the reward determined as: 

 

 

where, �̅�(𝐶𝐹𝐿𝑇)  in the set of the opinions cited by the original opinion from which the 

𝐶𝐹𝐿𝑇 was generated.  

 

After implementation41 of the adaptive algorithm, the resulting Q-factor is used as an 

approximation for the optimal search policy for a given 𝐶𝐹𝐿𝑇, which means that the 

selection of opinions to be cited for the 𝐶𝐹𝐿𝑇 under this policy is an approximation of the 

selections of US Supreme Court Justices for that 𝐶𝐹𝐿𝑇. 

                                                 
41 Implementations of adaptive algorithm which are compared with student results, stops after 5000 learning episodes. But for 

the implementations that their results are compared with, original citations of CFLT calculating Precision@n and Recall@n, 
stopping criteria of the learning session is set to be at the point that 𝑎 = 𝑎new for all steps of 95% of last 100 episodes or when 
the learning session reaches the limit of 50000 learning episodes. 
 

Adaptive algorithm (learning sessions)  

Initialize 𝑄 (𝑠, 𝑎), ∀𝑠 ∈  𝒮, 𝑎 ∈  𝐴(𝑠), arbitrarily 

Repeat (for each learning episode) 

Initialize 𝑠 =  (0,1,0,0)  

Choose 𝑎 from 𝐴(𝑠) using policy derived from �̅� (ε-greedy)  

Repeat until  

Take action 𝑎, observe 𝑅, determine 𝑠𝑛𝑒𝑤  

Choose 𝑎𝑛𝑒𝑤 from 𝐴(𝑠𝑛𝑒𝑤)  
using a ε-greedy policy derived from �̅� 

�̅�(𝑠 , 𝑎 ) ← (1 − 𝛼)�̅�(𝑠 , 𝑎 ) + 𝛼 [𝑅 +  𝛾 max
𝑎′∈𝐴(𝑠𝑛𝑒𝑤)

�̅�(𝑠new, 𝑎′)] 

𝑠 ← 𝑠new, 𝑎 ← 𝑎new 

 

 

-  

Step 2: Find 𝑜∗ = argmin
𝑜𝑖∈𝑂/𝐶𝑡(CFLT)

𝑤1𝑏𝑡
𝑐(𝑜𝑖) − 𝑤2𝑏𝑡

CFLT(𝑜𝑖) 

Step 3: Set 𝑆𝑆 = {𝑜∗}, 𝑚 = 𝑚 + 1, 𝐶𝑡 = 𝐶𝑡−1 ∪ {𝑜∗}, 𝑡 = 𝑡 + 1 

Step 4: Find 𝑜∗ = argmin
𝑜𝑖∈𝑂/𝐶𝑡(CFLT)

𝜔1𝑏𝑡
𝑐(𝑜𝑖) + 𝜔2𝑏𝑡

CFLT(𝑜𝑖) − 𝜔3𝑏𝑡
ss(𝑜𝑖); 

Step 5: Set 𝑆𝑆 ∪ {𝑜∗}, 𝐶𝑡 = 𝐶𝑡−1 ∪ {𝑜∗}, 𝑡 = 𝑡 + 1; if |𝑆𝑆| < 𝑘𝑚 go to step 4 

Step 6: If 𝑡 = 𝑁 stop, otherwise go to step 2 

𝑅𝐶(𝐶𝐹𝐿𝑇)
𝜆 = {

1                     𝑖𝑓 𝑜∗ ∈ �̅�(𝐶𝐹𝐿𝑇)

−0.1               𝑖𝑓 𝑜∗ ∉  �̅�(𝐶𝐹𝐿𝑇)
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