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Executive Summary/Abstract 

Current Smart City developments target a narrow scope of what truly Smart City operations could 

be. This is largely due to lacking an interoperable infrastructure that is capable of handling large 

volumes of heterogeneous data and turning this data into actions. For example, 

monitoring/controlling traffic flow across the city requires significant streams of sensor data of 
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varying formats, types, and volumes. While this poses significant challenges to any underlying 

infrastructure support in terms of storing, managing, modeling, learning, and securing such data, 

the true challenge lies in how to make such data actionable and useful in everyday scenarios. The 

massive amount of real-time sensor data generated in such scenarios will quickly outstrip human 

cognitive capabilities, thus presenting two technical challenges: (a) how to translate these data 

into semantically meaningful knowledge that can support decision- making processes and be 

converted into actionable outcomes, and (b) how the system can continuously learn to improve 

actions taken, reduce end-to-end response time, and effectively share knowledge between 

different system components. 

Goals and Objectives 
The overarching goal of the proposed project is to leverage IoT by linking infrastructure and 

innovations to help local governments better respond to emergencies, manage resources, 

improve planning, make more informed decisions. This project builds the core component 

needed for any such IoT deployment to integrate intelligence and facilitate semantic reasoning 

/autonomous actions in Smart City settings. The project will use the massive amount of real-time 

sensor data generated in smart city scenarios to detect and classify abnormal events using highly 

accurate learning algorithms implemented on both edge and cloud. The first step of such 

ambitious objective is to caption individual frames with an accurate statement that describes the 

scene appears in the frame. Linking multiple frames over a certain period of time using temporal 

correlation will provide an overview about unfolding events from video streams. 

Differences from Current State of Art 
There is a lot of research exist on object detection/event detection targeting smart 

environments. However, all current proposals are in their infancy stage and no mature 

techniques have been developed yet. Nevertheless, a concrete study is still pending on which 

performs better in resource-constrained environments. This project performs a quantitative 

comparative study between single class classification, SVM, and convolutional neural network 

(CNN) to decide which one is better on the edge, yet provide highly accurate results. 

The project simplifies event identification into two phases: image captioning and dynamic time 

wrapping to build correlation between different frames. In real deployment, event detection will 

run on the edge close to where data is generated and where actions are mostly needed. This will 

reduce to time to immediate/initial actions to avoid further potential damage. Further, advanced 

event classification runs on the backend infrastructure to provide more insights, better 

understanding, and support higher decision-making process. 
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Methods and Datasets 
An event is defined as a semantic hierarchy of occurrences in a video sequence or several actions 

that occur in a linear sequence of time. To capture an event, our method begins with turning a 

video into frames. The first step to detect an event is to be able to describe what appears in 

frames and relationship to the sequence of frames. A machine learning model is trained to 

identify different features in an image, afterwards it should plug those features into a language 

model capable of combining those different features together and form a coherent, descriptive 

sentence (i.e. caption).  

A typical model to solve the image captioning challenge is known as a “Show and Tell” model. 

The model combines a convolutional neural network (CNN), and a recurrent neural network 

(RNN). The CNN is responsible for analyzing the image, producing a feature map, and different 

classes with their respective score. For example, in an image with a dog, it should give the “dog” 

class a high score. The feature map is simply the output matrix after the convolutional operations 

that contains information of different features in the image such as the dog, a background sky, 

and a hat on the dog. The feature map is then flattened (i.e., turned into a 1-dimensional vector) 

and input into the RNN. The RNN then starts forming the sentence, predicting the next “state” 

(the word token) starting with the CNN’s output as its first previous state. To continue our 

example, in the image of the dog, and based on the feature map, the predicted caption should 

look something like: “A dog wearing a hat.” Figure 1 shows the high-level view of the entire 

model.  

 

Figure 1: High-level view of typical image captioning models 
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The output of the CNN is passed to an LSTM RNN model. RNN’s use past information, unlike 

normal feed-forward neural networks. To illustrate, RNN nodes generate their next state by using 

both their current state and previous state. LSTMs aims to improve the memory of RNN. It solves 

the “vanishing gradient” problem, which is defined as the gradient being so small that the model 

stops learning. In addition, it also solves the “exploding gradient” problem, which is defined as 

gradients giving high importance to certain weights for no reason.  

An LSTM node is composed of gates that provide the network’s unique functionality. Gates open 

or close based on the importance of the information. 

- Input Gate: decides whether to read new input or not  

- Forget Gate: decides whether to delete the information because it’s not important or not  

- Output Gate: decides whether to output new cell value or not  

 

Figure 2: LSTM Cell Architecture 
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IMPLEMENTAION: To implement this model in a mobile application, TensorFlow for Android is 

used. The model is frozen, and a frozen graph file is generated. That file is then put on the mobile 

phone, and the application reads the file to set up the prediction mode. The application then 

turns on the camera, and feeds images into the model for inferencing continuously- and captions 

are continuously generated.  

 

Figure 3:  A brief flow of the mobile application. 

DATASET: The dataset used for training is Flicker30k. It’s composed of images and associated 

annotations. The CNN model is pretrained, as it’s only used for feature extraction, so when we 

train, we train the entire model (CNN+RNN). The data does not need cleaning, and some image 

whitening preprocessing operations are applied to the images.  

Results 
Our implantation of the proposed approach shows high performance in describing images (i.e. 

frames in a video stream).  The CNN-RNN model was trained for 10,000 epoch on our dataset. A 

sample of the results is shown in Figure 4 with a few examples. We observe some inaccuracy of 

some events in images due to limited dataset and training, but we continue to improve the 

results. 
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Figure 4: A few examples of event detection in individual frames. 



8 
Confidential and Proprietary to CVDI 

Functionality of Innovation(s) 
Deep learning models are extremely efficient at scene analysis problems. Combining CNN for 

image analysis and RNN for sentence generations allows for excellent scene analysis. In this 

project, we observed that captions can be generated in real-time for images getting taken from 

a mobile’s camera quite accurately. There is still room for improvement with better training, and 

model modifications (such as adding an attention model). 

Conclusions and Recommendations 
Event classification and detection is a challenging problem in smart city scenarios. Solving such a 

challenge will revolutionize an open the door for a whole new spectrum of application and 

services in smart city context. A good way to approach this challenge is to caption individual 

frames in video streams and then link these frames temporally to describe unfolding events. A 

frame is first fed to a CNN model leveraging the famous “InceptionV4” model. InceptionV4 is a 

high-performance model that currently reparents the state of the art in event detection. 

Afterwards, the feature map is plugged into an RNN, using a long-Short-Term-Memory (LSTM) 

model to form a statement that describes events in the frame. A Dynamic Time Warping 

technique can be used for similarity measurements between two sequence of frames, with 

different rate of occurrence and different time length. Generative models (Hidden Markov 

Models and Dynamic Bayesian Networks) can also be used for the same purpose to correlate 

frames in the video stream, something we will have to explore further in the near future. We 

believe that we the first phase is successful and we will leverage current results to fully and 

successfully detect and classify events in real-time from live video streams. 

Impact and Uses/Benefits 
Research outcomes of this project will open up a vast opportunity to offer a wide range of new 

services across multiple domains, especially in smart city settings. The developed technology also 

will be of great value to public safety and emergency response services, disaster managements, 

urban sensing and law enforcements. The research outcomes of this project will help CGI and 

other IAB to pursue business opportunities across multiple civilian and defense federal agencies 

as well as state and local government, and commercial customers.  Companies serving public 

sector will take advantage of these techniques to improve safety and emergency response time. 
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