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Executive Summary/Abstract 

 
We propose a novel color constancy approach, called Bag of Color Features (BoCF), building 
upon Bag-of-Features pooling. The proposed method substantially reduces the number of 
parameters needed for illumination estimation. At the same time, the proposed method is 
consistent with the color constancy assumption stating that global spatial information is not 
relevant for illumination estimation and local information (edges, etc.) is sufficient. 
Furthermore, BoCF is consistent with color constancy statistical approaches and can be 
interpreted as a learning-based generalization of many statistical approaches. To further 
improve the illumination estimation accuracy, we propose a novel attention mechanism for 
the BoCF model with two variants based on self-attention. BoCF approach and its variants 
achieve competitive, compared to the state of the art, results while requiring much fewer 
parameters. Thus, they are more suitable for low computational power devices, e.g., mobile 
devices. 

Goals and Objectives 
We propose a novel CNN-based color constancy algorithm, called BoCF, based on Bag-of-

Features Pooling [1]. The proposed model is both shallow and able to achieve competitive 

results across multiple datasets compared to the state of the art.  We establish explicit links 

between BoCF and prior statistical methods for illumination estimation and show that the 

proposed method can be framed as a learning-based generalization of many statistical 

approaches. This powerful approach fills the gap and provides the missing links between 

CNN-based approaches and static approaches. We propose two novel attention mechanisms 

for BoCF that can further improve the results.  
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Differences from Current State of Art 
Current state of the art color constancy methods rely on Convolutional Neural Networks 

(CNNs) to estimate the illumination. This is due to their ability to take raw images directly 

as input and incorporate feature extraction in the learning process. However, despite their 

accuracy, deploying CNN-based approaches on low computational power devices, e.g., 

mobile devices, is still limited, since most of the high-accuracy deep models are 

computationally expensive which make them inefficient in terms of time and energy 

consumption. In our method, we try to reduce the size of the network up to 95%.  

Additionally, previous approaches [2], [3] rely on pre-trained networks due to the lack of 

large datasets. However, these pre-trained networks [4], [5] are originally trained for a 

classification task. Thus, they are usually agnostic to the illumination color. This makes their 

usage in color constancy counter-intuitive as the illumination information is distorted in the 

early pre-trained layers. An alternative approach is of course to reduce the number of model 

parameters in order to use existing datasets, as shallower models, in general, need less 

examples to learn. Furthermore, in [6], [7] it is argued that global spatial information is not 

an important feature in color constancy. The local information, i.e., the color distribution and 

the color gradient distribution (i.e. edges) can be sufficient to extract the illumination 

information [6]. Thus, using regular neural networks configurations to extract deep features 

is counter-intuitive in this particular problem. To address these drawbacks and challenges, 

we propose in this paper a novel color constancy deep learning approach called Bag of Color 

Features (BoCF). BoCF uses Bag-of-Features Pooling [1], which takes advantage of the ability 

of CNNs to learn relevant shallow features while keeping the model suitable for low-power 

hardware. Furthermore, the proposed approach is consistent with the assumption that 

global spatial information is not relevant for color illumination estimation.  

Methods and Datasets 
As illustrated in the Figure bellow, the proposed (BoCF) model consists of three main blocks: 

feature extraction block, Bag of Features block, and an estimation block. In the first block, 

regular convolutional layers are used to extract relevant features. Inspired by the 

assumption that second order gradient information is sufficient to extract the illumination 

information, we use only two convolutional layers to extract the features. In our 

experiments, we also study and validate this hypothesis empirically. In the second block, i.e., 

the Bag of Features block, the network learns the dictionary using back-propagation over the 

non-linear transformation provided by the first block. This block outputs a histogram 

representation, which is fed to the last component, i.e., the estimation block, to regress to the 

scene illumination.  
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To further improve the performance of the proposed model, we also propose two variants 

of a self-attention mechanism for the   BoCF model. In the first variant, we add an attention 

mechanism between the feature extraction block and the Bag of Features block. This 

mechanism allows the network to dynamically select parts of the image to use for estimating 

the illumination, while discarding the remaining parts. Thus, the network becomes robust to 

noise and irrelevant features. In the second variant, we add an attention mechanism on top 

of the histogram representation, i.e., between the Bag of Features block and the estimation 

block. In this way, we allow the network to learn to adaptively select the elements of the 

histogram which best encode the illuminant information. The model looks over the whole 

histogram after the spatial information has been discarded and generates a proper 

representation according the current context (histogram). 

BoCF approach and its variants is tested on three benchmark datasets: ColorChecker 

RECommended [10], INTEL-TUT version 2 [9], and NUS8 [6]. 
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Results 
The evaluation is based on the mean of the top 25%, the mean, the median, Tukey's trimean, 

and the mean of the worst 25% of  widely used recovery angular error (RAE) defined as 

follows, 

We first evaluated the accuracy of the different variants of BoCF on ColorChecker 

RECommended dataset. The Table below presents the comparative results for BoCF using 

different topologies in the three blocks. We also evaluate the model using different dictionary 

sizes in the second block (codewords), different numbers of convolution layers in the first 

block, and with/without attention. 

 

 

The dictionary size in the Bag-of-Features Pooling block significantly affects the overall 

performance of the model. Using a larger codebook results in higher risk of overfitting to the 

training data, while using a smaller codebook size decreases the overall performance of the 

model. By comparing the model performance using different dictionary sizes, we can see that 

a dictionary of size 150 yields the best compromise between the number of parameters and 

the overall performance. We note also that models equipped with an attention mechanism 

perform better than models without attention almost consistently across all error metrics. 

This is expected as attention mechanisms allow the model to focus on relevant parts only 

and as a result, the model becomes more robust to noise and to inadequate features. The 

performance boost obtained by both attention variants is more highlighted in terms of the 

median and trimean errors compared to the non-attention variant. By comparing the 

performance achieved by the two attention variants, we note that the first attention variant 

yields in a better performance in terms of worse 25% error rate, while the second variant 

yields a better median and trimean error rates. It should also be noted that the first variant 
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applies attention over the feature map output of the first convolutional block. Thus, it 

dramatically increases the number of model parameters (over 20 times) compared to the 

second variant (doubling the number of parameters) which applies the attention over the 

histogram.  

Next, we conduct ablation studies on the colorChecker RECommended dataset, in order to 

examine the effect of each block in our proposed approach. The Table below reports the 

results of the basic BoCF approach, the results achieved by removing the feature extraction 

block, and the results obtained by removing the estimation block, i.e., replacing the fully 

connected layer in the estimation block with a simple regression.   

 

We note that removing any block significantly decreases the overall performance of our 

models. Comparing the model with and without the feature extraction block, we note a large 

drop in performance especially in terms of the worst 25% error rates, i.e., 1.8° drop 

compared to 0.6° drop when the estimation block is removed. 

Finally, we compare our BoCF approach with the state-of-the-art methods on ColorChecker 

RECommended, NUS-8, andINTEL-TUT2 datasets, which have been widely adopted as 

benchmark datasets in the literature. Tables below provide quantitative results for 

ColorChecker RECommended [10], NUS-8 [6], and INTEL-TUT2 [9] datasets. 
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We note that the proposed method BoCF and its variants achieve competitive results on the 

three datasets compared to benchmark methods.  By comparing the number of parameters 

required by each model given in the Table, we see that BoCF achieves very competitive 

results, while using less than 1% of the parameters of FC4 (SqueezeNet) and less than 0.1 % 

of the parameters of DS-Net. 

 

Publications:  
This work led to two publications:  

1- F. Laakom, J. Raitoharju, A. Iosifidis, J. Nikkanen, and M. Gabbouj, “Color constancy 

convolutional autoencoder,”  submitted to ‘2019 IEEE Symposium Series on Computational 

Intelligence’. 

2- F. Laakom, N. Passalis, J. Raitoharju, J. Nikkanen, A. Tefas, A. Iosifidis, and M. Gabbouj, 

“Bag of color features for color constancy,” submitted to ‘IEEE Transactions on Image 

Processing’ 2019. 

Functionality of Innovation(s) 
The main novelty of the proposed method is combining attention mechanism with Bag-of-

Features Pooling. The proposed method is extensively evaluated over three datasets leading 

to competitive performance with respect to existing state of the art, while substantially 

reducing the number of parameters. In addition, the proposed method can be interpreted as 

a supervised extension of many statistical-based approaches and can act as a generic 

framework for expressing existing approaches as well as developing new powerful methods.  

Conclusions and Recommendations 

In this study, we proposed a novel color constancy method called BoCF, which is composed 
of three blocks. In first block, called feature extraction, we employ convolutional layers to 
extract relevant features from the input image. In the second block, we apply Bag-of-Features 
Pooling to learn a codebook and output of histogram. The latter is fed into the last block, the 
estimation block, where the final illumination is estimated. This end-to-end model is 
evaluated and compared with prior works over three datasets. BoCF was able to achieve 
competitive results compared to state-of-the-art methods while reducing the number of 
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parameters up to 95%. Additionally, here, we established links between the proposed 
method and other statistic based methods and we showed how the proposed approach can 
be interpreted as a supervised extension of these approaches and can act as a generic 
framework for expressing existing approaches as well as developing new powerful methods.  
In addition, we proposed combining the Bag-of-Features Pooling with two novel attention 
mechanisms. In the first variant, we apply attention over the nonlinear transform of the 
image after the feature extraction block. In the second extension, we apply attention over the 
histogram representation of the Bag-of-Features Pooling. These extensions are shown to 
improve the overall performance of our model.  In future work, extensions of the proposed 
approach could include exploring regularization techniques to ensure diversity in the 
learned dictionary and improve the generalization capability of the model 

Impact and Uses/Benefits 
The proposed approach can be used for illumination estimation for color constancy,  

especially for low computational power devices, e.g., mobile devices. 
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