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Executive Summary/Abstract  

The success of autonomous navigation in other modes of travel has led to its advent in the maritime 

domain, with the development of Autonomous Surface Vessels (ASVs). However, like all other 

autonomous vehicles, ASVs also come with their safety and reliability concerns.  These autonomous 

vessels are expected to navigate safely through crowded environments, such as harbors, that involve 

complex social interactions.  Safe navigation of these autonomous vessels in these crowded 

environments, and otherwise, requires the ability to actively and accurately foresee the future intent 

of neighboring entities and adjust their own trajectory accordingly to avoid collisions, governed by 

social norms. Inspired by the success of deep learning architectures, particularly LSTMs, in time 

forecasting problems and motivated by their inability to model social interactions, in this work we 

propose a novel deep learning model that is able to accurately predict intent of a vessel for the next 

few timesteps based on its history of positional data while taking into account neighboring vessels 

and involved social interactions.  

Goals and Objectives 

The primary goal of our work is to achieve high accuracy intent prediction over future timesteps for 

vessels given a history of their position data. Our novel deep learning architecture modifies standard 

LSTMs to take into account spatial settings and temporal attention. While deep learning has been 

able to match or even exceed human level performance in a wide variety of domains, its adoption in 

safety-critical settings is met with a lot of reluctance. This is because of the ‘black box’ nature of deep 

learning models, or the lack of explainability. Given the safety-critical nature of our intended 

application, a secondary goal of our work is to provide explainable decision making. We do this by 

incorporating attention mechanisms that make it possible to trace back from the model predictions 

to the neighbors and situations that most influence the vessel’s future intent. Apart from inferring 

causal relationships between spatial settings and model predictions, our model is also capable of 

providing domain insights, such as a vessel’s safety domain. Vessel domain is the safe space 

surrounding a vessel, the intrusion of which by any other neighboring vessel would directly impact 

the future intent of the self and vice-versa. Such insights or information about the domain can be used 

for knowledge transfer to other deep learning models or non ML models applied to the same domain.   
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Differences from Current State of Art 

A lot of research has looked into predicting intent of vessels at sea based on their history of AIS data 

[1], [2]. Most of these approaches follow a common approach that involves clustering paths together 

to determine unique route patterns [4], [5], classifying new vessels into one of these identified route 

patterns and modeling each of these route patterns independently. However, such clustering based 

approaches rely on strong assumptions such as any new vessel must belong to one of the pre-

identified route patterns and vessels with the same route pattern have the same trajectory model. 

These models are restricted by their assumptions and cannot accurately model the wide range of 

vessel types and behavior. With deep learning models providing large performance benefits in a wide 

range of sequence modeling applications, several research works have also explored the functionality 

of several variants of sequence to sequence modeling deep learning architectures (RNNs) [5], but 

these, and other non ML approaches, do not consider the effect of spatial interactions while 

predicting intent for a future time horizon. In contrast to existing work, our deep learning approach 

to modeling future intent of a vessel not only incorporates spatial interactions that are especially 

relevant in cluttered areas such as harbors, but also variably attends to its own history of positional 

data to understand which timesteps are more relevant towards predicting intent in the future time 

horizon. Such attention mechanisms, both spatial and temporal, make it possible to provide 

explainable predictions, which is especially important given the safety-critical nature of the 

application and the black box nature of deep learning models. In addition to providing explainable 

predictions, our model also infers domain knowledge from training data which can later be used in 

non ML models or transferred to other ML models.  
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Methods and Datasets 

Background 

The problem of predicting the future intent of a vessel based on a history of its positional data can be 

viewed as a sequence-to-sequence modeling tasks. Inspired by the recent success of Long Short Term 

Memory (LSTM) Networks in sequence modeling tasks, we use LSTMs to solve the problem of 

navigation in cluttered environments. LSTMs are known for their ability to model long term 

dependencies. They were first introduced by Hochreiter et. al.[6] in 1997 in an effort to combat the 

exploding and vanishing gradient problems experienced by their precursors, RNNs. They have been 

performing increasingly well in several sequence generation tasks, such as speech recognition [7], 

handwriting recognition [8], time series prediction, and others. However, in their conventional form, 

LSTMs are not capable of capturing spatial interactions. The complex dynamics of safe navigation and 

collision avoidance at sea cannot be captured by handcrafted features. Inspired by the success of 

LSTMs in sequence generation tasks and motivated by their inability to model spatial interactions, in 

this work we present a novel deep learning architecture that aims to generate future intent 

predictions for vessels by variably attending to past situations, where spatial settings are crucial. On 

the surface, in our architecture, LSTM hidden states are no longer constrained to the LSTM they are 

associated with, and instead are also allowed to affect the cell states of other spatially close LSTMs. 

In addition to being able to model spatial interactions and temporal attention, a secondary goal of the 

architecture is to provide explainable decision making. We do this by explaining the variable causal 

effect of different neighbors and different time steps in the positional history of a vessel using 

attention mechanisms. Apart from inferring causal relationships between spatial settings and future 

intent of vessels, the model is also capable of providing domain insights. For instance, the model is 

capable of inferring a vessel's domain from data. Vessel domain, or ship domain is the safe space 

surrounding a vessel, the intrusion of which by any other neighboring vessel would cause a direct 

impact on the future intent of the vessel and vice-versa. Such insights or information about the 

domain along with decisions, can be used for knowledge transfer to other deep learning models or 

non ML models applied to the same domain.  
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Dataset 

Most larger vessels in  the U.S. or international waters are equipped with onboard navigation devices 

that transmit and monitor their location and other characteristics in real time. This vessel traffic data, 

called the Automatic Identification System (or AIS) data [9] is collected by the U.S. Coast Guard and 

is used for various coastal planning purposes. This data contains useful information such as vessel 

location in latitudes and longitudes, speed over ground, course over ground, heading, cargo type, ship 

length, ship width, and other information such as vessel identification number (MMSI) and vessel 

name and type. Although the actual frequency of transmitting this data varies from vessel to vessel 

and depends on several factors such as speed and type of the vessel, the data made available has been 

filtered to one minute time intervals. Since positional, course and speed history of a vessel is best 

reflective of normal vessel behavior, such data can prove useful to determine pro-active maneuvers 

to prevent potential collisions. More sophisticated data sources, such as sensors like LiDARs, radars, 

etc. can be used in more critical scenarios. In this work, we make use of AIS data for all UTM Zones 

from the month of January 2017.  

Motivation  

Our modeling approach is motivated by several factors: 

1. The sequential nature of AIS data associated with every vessel is reflective of vessel behavior 

and its high-level trajectory, and can be used to predict future intent of the vessel. LSTMs are 

known to perform well in sequence prediction tasks owing to their capability of modeling 

long short term dependencies [6].  

2. Navigation in the maritime domain, not unlike other domains, involves complex interactions 

in a social environment. An agent, autonomous or otherwise, is required to be socially 

attentive to its surrounding agents and take into account their expected future behavior to 

negotiate a safe, collision-free path for the self. As an example, human beings are capable of 

being variably socially attentive to surrounding vessels while negotiating a collision-free path 

through crowded environments. Simply put, they pay more attention to the present and 

expected future behavior of closer vessels and pay lesser attention to vessels that are far and 

that do not pose an immediate risk of collision. Inherently, the default architecture of an LSTM 

is incapable of modeling such complex social dependencies in an interacting social 

environment. 
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3. Safe navigation through crowded environments also requires being variably attentive to past 

experiences of the self. As a maritime domain example, while trying to safely maneuver 

around a fishing boat, a cargo ship is expected to recollect from past experiences the expected 

behavior of a fishing boat, distance from the self when the fishing boat is expected to initiate 

a collision avoiding maneuver, the radius it turns to avoid collision, etc. 

4. When ships approach each other, they should keep a minimum area around them clear of 

other vessels in order to remain safe. The geometrical shape of this area, henceforth called 

the vessel domain, has been heavily debated for years. A lot of prior work on trajectory 

prediction for vessels has assumed this ship domain to be circular or elliptical. However, the 

shape of a ship's domain depends on several complex factors such as the length and width of 

the vessel of interest, the water depth, the COLREG [10] situation, the heading of the self and 

the target vessels, etc. As a part of our approach, our model infers from data, an upper bound 

on this vessel domain, i.e., a safe space surrounding a vessel, the intrusion of which by any 

other vessel would have a direct impact on the future intent of the self and the target vessel 

because of the possibility of a collision scenario. 
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Model Architecture 

 

Fig. 1. Our proposed Socially and Temporally Attentive Modified LSTM for vessel intent prediction.  

Our proposed model architecture is shown in Fig. 1. Given m vessels present in a given area and 

actively transmitting AIS data at Tobs, our model uses m identical LSTMs to independently model the 

intent of these m vessels for timesteps tp=Tobs+1 to tp=Tpred. For doing this, the model uses a history of 

AIS data associated with each vessel for timesteps ts=t0 to ts=Tobs.  Since not all information present 

in the AIS data may be relevant for our application, we use positional data (latitude, longitude), speed 

and course of heading associated with every vessel. Therefore, for a vessel v, the input sequence to 

its associated LSTM module is: 

𝐱𝐭𝟎:𝐓𝐨𝐛𝐬

𝐯 =  [𝐱𝐭𝟎
𝐯 ,  𝐱𝐭𝟏

𝐯 , … , 𝐱𝐓𝐨𝐛𝐬

𝐯 ]   (1.) 

𝐱𝐭𝐬
𝐯  = (𝐋𝐀𝐓𝐈𝐓𝐔𝐃𝐄𝐭𝐬

𝐯 , 𝐋𝐎𝐍𝐆𝐈𝐓𝐔𝐃𝐄𝐭𝐬
𝐯 , 𝐒𝐎𝐆𝐭𝐬

𝐯 , 𝐂𝐎𝐆𝐭𝐬
𝐯 ) for any timestep ts in the input sequence, where: 
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• 𝐋𝐀𝐓𝐈𝐓𝐔𝐃𝐄𝐭𝐬
𝐯   and 𝐋𝐎𝐍𝐆𝐈𝐓𝐔𝐃𝐄𝐭𝐬

𝐯  are the latitude and longitude associated with vessel v at 

timestep ts.  

• 𝐒𝐎𝐆𝐭𝐬
𝐯   is the speed over ground for vessel v at time ts. 

• 𝐂𝐎𝐆𝐭𝐬
𝐯  is the course over ground for vessel v at time ts.  

As shown in Fig. 1., our model contains an encoding stage and a decoding stage for every modular 

LSTM. At each timestep ts in the input sequence spanning over time interval [t0, Tobs], the modular 

LSTM associated with a vessel v needs to update its hidden state 𝐡𝐭𝐬
𝐯  using its hidden state from the 

previous timestep, 𝐡𝐭𝐬−𝟏
𝐯  and the input at ts, 𝐱𝐭𝐬

𝐯 . However, the conventional update that occurs in an 

LSTM cell cannot incorporate the influence of hidden states of spatially close neighbors. To take this 

influence into account, the modular LSTM uses a hardwired attention mechanism to assign variable 

weights to the hidden states of the other (m-1) vessels based on their distance from the self. The 

hardwired attention mechanism is explained in more detail below.  

We define a learnable parameter called safety domain, which is the area for a vessel, the intrusion of 

which by any other vessel would have a direct impact on the future intent of the self and vice-versa. 

Any vessel not in this area would not influence the vessel of interest. We denote safety domain by S. 

S is a n m m matrix where n = 360/rb where rb is a user-defined discretization of angle around 

the vessel’s position. Each of the other (m-1) vessels would therefore fall in one of the n sectors 

surrounding the vessel, each of which have an angle of 360/rb at the vessel’s position. Similarly, 

m=360/cog where cog is a user-defined parameter corresponding to the discretization of the 

course over ground values of the vessel of interest and any neighbor.  

At any time t, for a given vessel v1 with course over ground 1 and a neighboring vessel v2 with course 

over ground 2 at a relative bearing of 21 from v1 and at a distance of d21 from v1, the influence of 𝐡𝐭
𝐯𝟐  

on 𝐡𝐭+𝟏
𝐯𝟏  is determined by computing its hardwired weight w21: 

𝒘𝟐𝟏 = 𝑹𝑬𝑳𝑼(𝐒[𝒊, 𝒋, 𝒌] − 𝐝𝟐𝟏)    (2.) 

where,   

• i =  21/rb  ( i+1) for i < n 

• j <= 1/cog < (j+1) for j < m 
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• k <= 2/cog < (k+1) for k<m 

The spatially weighted hidden state for v1 at t is then calculated as: 

𝐡𝐭
𝐯�̃� = 𝐰𝟏𝟏𝐡𝐭

𝐯𝟏 + 𝐰𝟐𝟏𝐡𝐭
𝐯𝟐 + ⋯ + 𝐰𝐦𝟏𝐡𝐭

𝐯𝐦    (3.) 

The spatially weighted hidden state at time t is then used to compute hidden state of the LSTM at t+1, 

𝐡𝐭+𝟏
𝐯𝟏 . This update mechanism is followed for all timesteps in the input sequence length [t0, Tobs].  

In the decoding stage, every LSTM incorporates the future influence of neighboring vessels using 

hardwired attention in a similar manner. For every timestep tp in the prediction stage, the LSTM 

associated with a vessel v first uses hardwired attention to incorporate the influence of neighboring 

vessels on v. The spatially weighted hidden state for v at tp-1 is then denoted by �̃�𝐭𝐩−𝟏
𝐯 . This weighted 

hidden state is then used to compute hidden state at tp. The LSTM then variably attends to all hidden 

states on the encoding end, 𝐡𝐭𝐬
𝐯  for all ts[t0, Tobs]. This is called soft attention. There are many 

different variants of soft or temporal attention. In our work, we use Luong’s attention mechanism 

[11]. At every timestep tp in the prediction stage the LSTM output at tp , 𝐡𝐭𝐩
𝐯 is compared with every 

encoded hidden state and a score of similarity to is assigned to every encoded hidden state. 

Intuitively, encoded hidden states that represent similar ‘situations’ would be assigned a higher 

score, and hence the model would attend to those hidden states more for computing the hidden state 

at the decoding end. At each timestep tp in the prediction sequence, the LSTM generates a context 

vector as the weighted sum of hidden states.  

𝑪𝒕𝒑
𝒗  =  ∑ 𝜶𝒕𝒑

𝑻𝒐𝒃𝒔
𝒕𝒔=𝒕𝟎

𝐡𝒕𝒔
𝒗      (4.) 

The alignment vector 𝜶𝒕𝒑
, with length equal to the number of timesteps in the input sequence of the 

LSTM, is derived by comparing the target hidden state 𝐡𝒕𝒑
𝒗  with each hidden state 𝐡𝒕𝒔

𝒗  for vessel v.  

𝜶𝒕𝒑
 =  𝒂𝒍𝒊𝒈𝒏(𝐡𝒕𝒑

𝒗 , 𝐡𝒕𝒔
𝒗 )   (5.) 

𝒂𝒍𝒊𝒈𝒏(𝐡𝒕𝒑
𝒗 , 𝐡𝒕𝒔

𝒗 )  =  
𝒆𝒙𝒑(𝐬𝐜𝐨𝐫𝐞(𝐡𝒕𝒑

𝒗 ,𝐡𝒕𝒔
𝒗 )) 

∑ 𝒆𝒙𝒑(𝐬𝐜𝐨𝐫𝐞(𝒔′ 𝐡𝒕𝒑
𝒗 ,𝐡𝒕𝒔′

𝒗 ))
    (6.) 
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Where score is called the content based function and is used to compute the similarity or score of a 

source hidden state with the target hidden state. In Luong’s attention model [11], dot product was 

reported to perform well as a scoring function, hence we use dot product to compute score in our 

model as well.  

The soft attention context vector at every timestep in the prediction length, tp, 𝑪𝒕𝒑
𝒗  for a vessel v, is 

then concatenated with hidden state of the LSTM model at time tp to generate an attentive spatially 

weighted hidden state that is used for further computation in the LSTM and also for generating intent 

prediction at tp.  

Other Experimental Details 

We experimentally evaluate our model on AIS Data from January 2017. While the frequency of 

original AIS samples varies and depends on speed and vessel type, the dataset has been pre-filtered 

to 1-minute time intervals. We performed basic data preprocessing such as removing duplicates, 

interpolating to fill in missing data, etc. We use 70% of the data for training purposes, 10% for 

validation and 20% for testing. While the AIS samples contain other information such as vessel type, 

vessel name, cargo type, vessel dimensions, etc. we use only four features: latitude, longitude, speed 

over ground and course over ground. We divide every UTM Zone in 5 km  5 km grids. We use 30 

modular LSTMs in our model; hence our model is capable of modeling 30 vessels simultaneously. 

Apart from the above-mentioned features, we do not use any environmental information such as 

location of nearest harbors, or any other vessel characteristics.  

Metrics 

To determine the performance of our model, we use two error metrics introduced by Pelligrini et. al. 

[12] that are extensively used in pedestrian intent modeling but are suitable for applying to our 

problem. For m vessels present at ts=Tobs and a prediction window of [Tobs+1, Tpred], if predicted intent 

for a vessel v at tp in the prediction window is denoted by 𝐱𝒕𝒑
𝒗  and the observed position at tp or the 

ground truth is denoted by 𝐲𝒕𝒑
𝒗 , then: 

• Average Displacement Error (ADE) is defined as the mean square displacement error over all 

predicted points in the trajectory and ground truth points. Mathematically, it is defined as: 

𝐀𝐃𝐄 =
∑ ∑ (𝐱𝐭𝐩

𝐯 −𝐲𝐭𝐩
𝐯 )𝐭𝐩𝐯

𝐦(𝐓𝐩𝐫𝐞𝐝−(𝐓𝐨𝐛𝐬+𝟏))
    (7.) 
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• Final Displacement Error (FDE) is defined as the distance between the predicted final 

destination and the actual final destination of the vessel at the end of the prediction interval, 

i.e. at Tpred. Mathematically, FDE is defined as: 

𝐅𝐃𝐄 =
∑ √(𝐱𝐓𝐩𝐫𝐞𝐝

𝐯 −𝐲𝐓𝐩𝐫𝐞𝐝
𝐯 )

𝟐

𝐯

𝐦
    (8.) 

Results 

The performance of our model on the above-mentioned metrics is shown in Table 1 for different 

sequence length and prediction length combinations. To validate the performance benefits of our 

model’s architecture, we compare it with three different models: 

• A model with the same number of modular vanilla LSTMs of the same dimensions 

• A model with the same number of modular vanilla LSTMs of the same dimensions with 

hardwired attention only 

• A model with the same number of modular vanilla LSTMs of the same dimensions with 

soft/temporal attention only 

 

Sequence 
Length 

Prediction 
Length 

Vanilla LSTM 
(ADE/FDE) 

Vanilla LSTM 
+ HW Attn  

Vanilla 
LSTM + Soft 
Attn  

Vanilla LSTM 
+ HW Attn + 
Soft Attn  

  ADE FDE ADE FDE ADE FDE ADE FDE 
5 1 0.015 0.019 0.008 0.023 0.013 0.016 0.011 0.023 
5 5 0.020 0.024 0.009 0.022 0.006 0.014 0.006 0.016 
10 5 0.046 0.050 0.020 0.033 0.035 0.039 0.040 0.042 

Table 1. ADE and FDE values for our model (Vanilla LSTM + HW Attn + Soft Attn) in comparison with 

a vanilla LSTM of the same dimensions, a vanilla LSTM with HW attention only, a vanilla LSTM with 

soft attention only. The performance improvement from incorporating spatial interactions (HW 

attention) is clearly evident from comparing values for Vanilla LSTM + HW Attn model with those for 

Vanilla LSTM. Similarly, the performance improvement from incorporating temporal attention (Soft 

Attn) is evident from comparing values for Vanilla LSTM + Soft Attn model with those for Vanilla 

LSTM.  
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Functionality of Innovation(s) 

Our spatially and temporally attentive deep learning architecture for intent modeling has utility in 

the maritime domain where ships are required to be able to predict the future intent of other 

neighboring ships for safe navigation. The ability of our architecture to explain various predictions 

makes it more user trustworthy which is especially important given the safety-critical nature of the 

application. The performance benefits can be improved, and user trust can be increased by using data 

from other sensors such as LiDARs, radars, etc. in critical scenarios. Our model is also suitable for 

modeling pedestrian intent in shopping malls, hotels, universities, train stations and other crowded 

environments. In the pedestrian domain, our architecture would be useful to model implicit human 

navigational rules such as respecting personal space, yielding right-of-way, etc. The ability to model 

these rules and understand human motion in complex environments involving social interactions is 

of use in a multitude of applications - such as deploying social robots in such crowded settings or 

designing intelligent tracking systems. Further, our model can also be used in unmanned aerial 

vehicles for collision avoidance and intent modeling and in autonomous cars for the same purposes.  

Conclusions and Recommendations 

As our obtained results demonstrate, incorporating spatial interactions and temporal attention in a 

standard sequence modeling LSTM leads to a loss of prediction error and hence increased accuracy 

in intent prediction. Our spatially and temporally attentive LSTM is not only capable of achieving a 

comparably low average displacement error for intent at the immediate next time step, it is also 

capable of accurately predicting the final destination of the vessel after the entire prediction time 

horizon, as reflected by FDE metric. While these performance benefits, coupled with its ability to 

explain its decisions and infer vessel domain from training data make it highly useful for intent 

prediction in the maritime domain, it can also be extended without much modification into other 

domains such as pedestrians, autonomous cars, unmanned aerial vehicles, etc. The performance can 

also be further improved by using data from other sensors and incorporating scene information such 

as closest ports and harbors, etc.  
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Impact and Uses/Benefits 

Since every autonomous agent needs to navigate through complex environments involving social 

interactions, our spatially and temporally attentive intent modeling architecture can be applied to 

model intent in other domains such as pedestrian intent modeling, automobiles and unmanned aerial 

vehicles. Apart from predicting intent of autonomous agents, the model can also explain why it made 

certain decisions and the effect of various neighbors and timesteps from history using hardwired and 

soft attention. Given that the use of deep learning in safety-critical applications is largely held back 

by the inability of deep learning models to explain themselves, such explainability can help achieve 

user trust and hence reap the performance benefits of using deep learning in safety-critical 

applications.  
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