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Executive summary: 

NSF CVDI AMALIA project trains researchers and assist companies in Finland with Artificial intelligence, 

machine learning and advanced analytics tools to solve pertinent industrial/health problems with great impact 

to their business. There are three ongoing-projects within CVDI Finland site in 2019-2020, funded by Business 

Finland and the participating companies. 

 
Abstract  

Advanced Machine Learning for Industrial Applications (AMaLIA-2019) is composed of 5 Work Packages 

within the NSF-BF CVDI 2019-2020 Finland Site Projects, approved by NSF CVDI Steering Group. The main 

target of AMaLIA is to develop advanced Artificial Intelligence (AI) and Machine Learning techniques and 

apply them in relevant, timely, and high impact industrial applications of interest to the Industry Advisory 

Board and the industries they represent. The project is organized in 5 WPs. WP1 deals with real-time data 

collection, anomaly detection, localization and classification at the edge by taking into account energy 

efficiency and privacy-preservation. The goal of this project is to enable visual analytics on data streams at the 

edge. WP2 develops a real-time health monitoring system that is energy efficient and privacy-preserving. The 

novel goal of this project is to design a domestic body sensor network (BSN) prototype that is able to 

simultaneously aggregate multiple measurements in a compressed manner, which is also privacy preserving at 

low cost. WP3 deals with the development of advanced machine learning algorithms for anomaly detection. 

The aim of the WP is to develop novel Autoencoders and Variational Autoencoders to detect specific types of 

anomalies, such as cracks and potholes on road surfaces in real-time. WP4 aims to push the current state of 

the art in machine learning by developing Self-taught and semi-supervised learning and apply them in various 

applications of interest to the sponsoring company in CVDI.  WP5 deals with Phase II of Fully-automated 

Myocardial Infarction Detection Using Echocardiography.  

 

AMALIA-2019-2020 WorkPackages 

 

8a.014-TAU-WP1: Real-Time data collection, anomaly detection, localization and classification at the edge  

Main Researcher: Ali Senhaji and Fahad Sohrab 

Collaboration: joint collaboration with USA-ULL 

Company support: Dead Set Bit Oy (10000€) 

 

8a.014-TAU-WP2: Real-Time Health Monitoring System -- Energy Efficient and Privacy-Preserving 

Main Researcher: Mehmet Yamac and Mikko Impiö 

Company support: Tieto (30000€) 

 

8a.014-TAU-WP3: Advanced Machine Learning for Anomaly Detection 

Main Researcher: Mete Ahishali 

Company support: Cargotec (30000€) 

 

8a.014-TAU-WP4: Self-taught and semi-supervised learning 

Main Researcher: Firas Laakom 

Company support: Xiaomi (30000€) 

 

8a.014-TAU-WP5: Fully-automated Myocardial Infarction Detection Using Echocardiography  

Main Researcher: Aysen Degerli and Morteza Zabihi  

Company support: Tieto (30000€) 

 



 

8a.014-TAU-WP9: Joint Communication and Control in Large Fleets of Autonomous vehicles  

Main Researcher: Rustam Pirmagomedov 

Company support: YL Verkot (30000€) 

 

Below, we summarize the final findings in AMALIA-2019 project, which was carried out at Tampere 

University as part of the three CVDI projects in Finland funded by CVDI companies and Business Finland. 

The other two projects were carried out at Jyväskylä University and the University of Helsinki and are reported 

separately. 

 

 

8a.014.TAU-WP1-Real-time data collection, anomaly detection, localization and classification at the 

edge 

 

WP Summary 

Many emergent applications (i.e. buildings, infrastructure, wearables) require continuous processing and 

analytics at the edge. This includes requirements for low latency, privacy and computational cost. However, 

edge devices are resource constrained and have many challenges in terms of performing real-time analysis, 

aggregating multidimensional and multi-source data streams, and guaranteeing fault tolerance. On the other 

hand, there is a growing interest in learning data representations that work well for many different types of 

problems and data. The goal of this project is to enable multi-domain learning on data streams at the edge.  

 

There are many challenges trying to develop one model to solve different tasks from different domains and 

modalities: 

● Finding a data representation that will work well for all the target tasks. 

● Parametrizing the target architecture. 

● Different datasets come with different sizes, resolutions, target tasks and classes. 
 

In this project, the aim is to design a new multi-domain learning architecture for neural networks. An 

architecture that achieves a high degree of parameter sharing while maintaining or even improving the 

accuracy of domain-specific representations. 

 

 

WP Results 

We have gathered the different benchmark datasets currently used to assess state-of-the-art multi-

domain/multi-task learning methods. We used these latter to setup our training and testing protocols. Our 

current focus is on visual datasets, later on we are planning to try our methods on other modalities. The 

benchmark we are using represents a wide range of image classification tasks from Pedestrian Classification 

to a fine-grained classification task which contains 102 flower categories. 

We ran exploratory experiments based on the different existing architectures by assessing their levels of 

parameter sharing and performance. On the other hand, we investigated the different learned parameters for a 

specific architecture by applying statistical methods to calculate the distances and correlations between them. 

In that sense, we are designing a handful of experiments to test some of the hypotheses for architecture’s 

improvements. 

Our main goal was to develop a novel end-to-end incremental multi-domain leaning architecture as shown in 

Figure 1.1, we investigated the potential of incorporating early exits within parametrized shared networks. The 

motivation is that easier tasks would only need basic features from the core network. This means that making 

an early exit from the network would allow us to make a fast and cost-efficient inference while preserving a 

good performance. On the other hand, introducing early exits for easier tasks means less parameters, potentially 

a third of what we would need for harder tasks. 



 

 

Figure 1.1. A multi-domain model architecture. 

We proposed a novel adaptive approach for incremental multi-domain learning, where different parts of the 

base network are adapted depending on the level of complexity of each individual domain as shown in Figure 

1.2c. The aim is to reach an efficient use of the base network while maintaining a high performance. 

Developing efficient models with the most optimal capacity is important for a multitude of applications. The 

proposed adaptive method achieves comparable performance to adapting the whole base network for easier 

domains while reducing by far the number of parameters. This leads to efficient multi-domain learning 

solutions and can be useful in many applications (e.g., budget inference within edge devices). 

 

Figure 1.2. Adaptive parametric base network. We propose an adaptive parametric neural network 
architecture (c) instead of generic feature extractor (a) and adapting the whole base network (b). 

We investigated the use of the proposed approach for residual networks. High performance comparable to 

using the whole network was achieved for domains with easy and intermediate levels of difficulty, with only 

4.7% and 23.8% of the parameters, respectively. We have used a benchmark of ten visually different datasets, 

to solve problems including recognizing handwritten characters, classifying flowers, detecting pedestrians, 

classifying aircraft, and detecting actions from real-life video snapshots. Our adaptive method achieved a mean 

accuracy of 72.79%, using only 15% of the parameters required to have ten different fine-tuned networks, 

compared to 73.44% mean accuracy. Thus, our results confirm our hypothesis that it is not necessary to use 

the whole base network for all the domains, and easier domains can be more efficiently parameterized with 

the proposed method. 

We also proposed a novel method for transforming data into a low-dimensional space optimized for anomaly 

detection using one-class classification technique. The proposed method iteratively transforms data into a new 

subspace optimized for ellipsoidal encapsulation of target class data. We provide both linear and non-linear 

formulations for the proposed method. The method takes into account the covariance of the data in the 

subspace; hence, it yields a more generalized solution as compared to the data description in the subspace by 

hyper-spherical encapsulation of target class data. We propose different regularization terms expressing the 

class variance in the projected space. We compare the results with classic and recently proposed one-class 



 

classification based methods and achieve competing results and show clear improvement compared to the 

other support vector based methods. The proposed method is also noticed to converge much faster than recently 

proposed Subspace Support Vector Data Description.  

WP DELIVERABLES 

 

● Dataset Preparation and Creation of Training/Testing pipelines 

o Gathered the different benchmark datasets for visual tasks.  

o Defined the training/testing protocols for the different datasets. 

● Exploratory Work 

o Explored the existing multi-domain architectures from the literature. 

o Accessed their levels of parameter sharing using statistical method to calculate distances 

between the learned parameters 

● Developed a novel End-to-end Incremental Multi-Domain Learning Model 

o We investigate the adaptive use of the base model parameters and we propose a novel adaptive 

parameterization approach for multi-domain architectures depending on the level of complexity 

of each individual domain (Figure 2c). Depending on the difficulty of a new domain, the 

domain- specific model can partially exploit the base network topology to achieve results 

comparable to using the entire network topology, leading to high parameter reduction without 

sacrificing in performance. The use of compact and efficient models is important for a multitude 

of applications, like when using edge devices requiring compressed networks due to the limited 

computational power and memory. Our approach makes it more efficient to compress, swipe, 

and transfer the models. 

WP Publications can be found at the end of the Report. 

 

 

8a.014.TAU-WP2–Real-Time Health Monitoring System – Energy Efficient and Privacy-Preserving  

 

Motivation: 

• Sudden health threats such as stroke or heart failure are reported to cause more than seven million 

casualties each year. 

• A real-time computer/internet and AI-aided health monitoring system may help to reduce the preventable 

causalities significantly. 

• Upcoming 5-G and IoT technologies may have great potential to enable continuous health monitoring in 

which biomedical signals are collected by wearable devices and sent to a cloud or monitoring systems. 

Therefore, the health condition can be recorded, and the biomedical signal is analyzed via real-time data 

analytics equipped with state-of-art AI and advanced signal processing tools. 

 

Challenges: 

• The first handicap of such a continuous health monitoring system, which is also known as a body sensor 

network, is that IoT devices can quickly run out of battery in such a constant and long term surveillance. 

• Additionally, such a continuous bio-signal collection mechanism brings privacy concerns, which will be 

strictly restricted by General Data Protection Regulation legislation in Europe. 

• Moreover, a continuous data collection mechanism is viable to various type of networking attacks such as 

a distributed denial-of-service attack can easily block the monitoring center. 

 

Objectives: 

Developing a low cost compression mechanism to reduce energy consumption in data transmission. 



 

Designing a joint encryption/compression mechanism that can protect data privacy while robust against 

various types of networking attacks such as DDos. 

 

WP Results  

Compressive Sensing (CS) theory has been recently proved to be a very effective solution for joint 

compression/data acquisition, and encryption mechanism at a very low-cost for health sensors. Let s be the 

signal of interest to be compressed, then CS setup compressed it in linear manner, y= As, where A is CS matrix. 

Nevertheless, this traditional CS setup is vulnerable to various types of networking attacks. For instance, in 

the multi-usage of the encryption key, that is CS matrix A, a malicious user who can hack the network and 

obtain a subset from cyphertext-plaintext pairs to estimate the encryption key, A. In addition, in CS setup, even 

if the encryption in the sensor is a linear and low cost, the data reconstruction in a cloud or monitoring center 

is non-linear and relatively computationally costly. Therefore, an attacker group may try to produce fake 

signals and try to harm the monitoring system. This type of attack is also known as DDoS,  can be very harmful 

by causing a denial of service, which is very critical in a health monitoring system.  

 
Figure 2.1. Traditional ECG signal compression techniques: a) Wavelet-based compression. b) CS based 

compression. 

 

 
Figure 2.2. Proposed CS Encryption and Data Hiding-based Compression 

 

In this project, we develop a CS-based health monitoring system that is energy efficient, privacy-preserving, 

robust to various types of networking attacks. The proposed monitoring scheme consists of the following sub-

blocks; each is developed in this research to optimize for the aforementioned purpose: (i) Data 

compression/encryption As, (ii) data hiding and randomization, As’ +Bw where w is watermark and s’ is 

normalize signal (iii) data quantization, (iv) de-quantization, (v) data reconstruction, (vi) AI based signal 

inference (if necessary). 

 

The different types of Attacks are considered:  

 

A) Parrot Type Attack - (Direct inference on compressive sensing signals) 

 

Person identification problem is considered as directly classifying the compressively sensed signal, y. The 

work can serve as a reconstruction free inference system that works directly on CS signals. Nevertheless, when 

enough CS signal and its class information is hacked by a malicious user, the adversary may use it as a training 

set to design a machine learning system that gets enough information from CS-compressed (encrypted)  

signals. Table I and Table II shows two different machine learning techniques for direct classification of CS 

signals. In MIT dataset, there are ECG samples of 40 people and we train the system to identify the CS 

compressed signals without knowing CS matrix A (direct classification on y). It seems that both CNN based 

and SVM based solutions achieve this task for a reasonable level.  



 

 

When we use our proposed CS encryption and data hiding-based compression system, a malicious user cannot 

train his/machine learning system without knowing Encryption matrices, A and B.  

  

 As we mentioned our analysis can also be extended to reconstruction free inference on CS signals if needed. 

In that case, instead of recovery s from y (which can be done with l1 minimization techniques), we can use 

proxy, A’y. Both Table I and Table II show a high classification accuracy.   

 

 
 

C) KPA attack 

Few hours of information leakage is enough for hackers to estimate CS encryption matrix, A in traditional CS 

based data sharing scheme. On the other hand, in the proposed scheme with enough watermark embedding 

power, it is not feasible to estimate A even with a long term data leakage. 

 
  

The plots show in traditional CS based monitoring scheme a malicious user can obtain CS matrix, A, after 

obtaining 600 measurement and signal pairs (y, s). In proposed scheme, even with no watermark, the operation 

of normalized signal s’ makes CS matrix estimation harder, and with a watermark it makes the chance of 

success of such an attack impossible in practice.   

 

 



 

C) DDOS attack 

Proposed data monitoring also provides robustness against flood attacks such as DDOS type. The Table below 

shows DDOSS attack detection performance with respect to different watermark embedding powers. Please 

note that such an attack type is considered for the first time in literature for CS based monitoring, because it is 

not possible to detect such an attack using traditional CS based surveillance (CS based data sharing is 

completely vulnerable to Flooding Attacks).    

 

 
 

 

WP DELIVERABLES  

 

(i) Data compression/encryption and (ii) Data hiding and randomization 

Mathematical Model is done. 

Implementation is done.  

(iii) Data quantization and (iv) De-quantization, 

Mathematical Model is complete. 

Implementation is complete.  

Integration with other blocks is done.  

(v) Data reconstruction 

The novel CS reconstruction scheme  is developed, 

Parameter tuning is complete.  

(vi) AI based  Classification directly on CS measurements. 

Model is developed and Implementation is ready.  

WP Publications can be found at the end of the Report. 

 

 

8a.014.TAU-WP3- Advanced Machine Learning for Anomaly Detection  

 

WP Summary 

Utilizing autonomous reachstacker and forklift vehicles in ports has been a cost-effective solution and 

approach in industrial applications. In this manner, the main tasks of such a framework are depth/distance 

estimation, container pose recognition, and container and obstacle detection. Most methods aim to produce 

dense depth maps by computing a heat-map that gives a sense of relative depth distance information in an 

observed scene. This can be performed, for example, by using visual data with stereo matching algorithms or 

sensor data of LiDAR. However, these methods cannot provide the overall cost efficiency of the system 

because of the need for multiple cameras and sensors for operation. Hybrid approaches combining and utilizing 

both visual and sensor data can be another alternative for enhancing the noisy and sparse measurements of the 

LiDAR by visual data. Nevertheless, the necessity of dense depth maps varies among applications, i.e., in an 

autonomous driving application, the distance information of the objects is more desirable than providing the 

depth map of the scene. Hence, in this project, one of the objectives is performing an object specific distance 

estimation task, using only a monocular camera. Consequently, producing accurate distance estimations of the 

objects in an observed frame is a challenging task using only monocular cameras. In general, previous depth 

estimation approaches using monocular cameras do not provide exact object distance estimation but rough 

depth masks. Overall, there is a lack of existing research that focus on object distance estimation with a 



 

monocular camera even though its importance is obvious as recent advances in the state-of-the-art object 

detectors have been growing and further analysis over these objects can provide better assistance to 

autonomous systems. In particular, Convolutional Support Estimator Network that is developed in our group 

for representation-based classification is used for object distance estimation. The pipeline is given in Figure 

3.1. The representative dictionary, D, can be formed by vectorized samples of the quantized distances. For 

example, there would be 50-classes for a distance estimation task in the range of 1-50m. Next, a representation 

based approach, Sparse Representation based Classification (SRC) or Collaborative Representation based 

Classification (CRC), can be used to predict the class using the formed dictionary as a coarse depth estimation. 

However, we have revealed that for some cases, the atoms of the collected dictionary for a representation based 

classification method are not representative enough if we directly put the vectorized raw images. Hence, we 

propose to use a pre-trained Convolutional Neural Network (CNN) in [Casser 2019] to produce more 

representative information. The selected pre-trained model is their baseline method from [Casser 2019] trained 

in an unsupervised way with monocular time series RGB images. As demonstrated in Figure 3.1, the object 

location is cropped and resized from the calculated rough dense depth map to create 1024-dimensional fix-
sized vectors. The obtained vectors are collected column-wise to form the dictionary D. 

 
Figure 3.1. The proposed framework for the object distance estimation based on Convolutional Support 

Estimator Networks (CSEN). The modified CSEN performs regression over the estimated support sets using 

the proxy signal, x=By, where the y is the vectorized fix-sized features and D is the representative dictionary. 
  

Moreover, we have proposed another novel methodology for the joint estimation of object distances and angles 

with the detection. The proposed systematic framework is used for the edge computation which requires time 

complexity efficiency. In fact, detection of obstacles and containers is the binding task for both tasks since the 

distance and pose estimations of the objects rely on the performance of the detection algorithm. Accordingly, 

Single-Shot Detector (SSD) detector with MobileNet-v2 base structure is used as a feature extractor for two 

different Multi-Layer Perceptron (MLP) networks for the distance and pose estimations in this study. 

Consequently, such a feature extraction step does not bring any additional computational complexity over the 

detection task since the detector network is already making an interference regardless of the distance and pose 

estimation tasks. Hence, both methodologies proposed in this work bring two advantages compared to other 

approaches: The ability to work with a limited number of annotated data, and computationally cost-

effectiveness. Overall, the previous studies in the literature that focus on these explained areas are extremely 

scarce. Therefore, this project has a significant contribution to autonomous vehicles operating using visual 

weighted data in ports. 

 

Objectives: 

● Utilizing autonomous reach-stacker and forklift vehicles in ports has been a cost-effective solution 

and approach in industrial applications. The focused main tasks are object distance and pose estimation 

with the detection. 

● Developing a novel and state-of-the-art representation-based classification approach: Convolutional 

Support Estimator Networks (CSENs). 

● Overall framework uses only a monocular camera and it can operate on a limited annotated data. 

● The framework should be computationally efficient and can run on an edge computing device. 

 

 



 

Challenges: 

● Existing approaches for depth estimation do not provide exact distance estimation but rough depth 

masks. 

● Previous approaches do not provide the required cost efficiency of the system because of the need for 

multiple cameras and sensors for operation. 

WP Results 

The performance analysis is reported over publicly available dataset and the evaluation data provided by 

Cargotec. The reported results consist of two sets of experiments. The first set of experiments consist of 

performance analysis of the proposed CSEN approach for the distance estimation task. The CSEN uses a 

computationally more complex feature extraction algorithm. The second set reports the performance of our 

proposed second framework that is based on an efficient feature extraction from the detection network for 

object distance and pose estimation tasks. 

 

The publicly available KITTI dataset provides 2D/3D bounding boxes for the detected objects as well as their 

categories and orientation pose angles as given in Figure 3.2. The frames are captured by a moving 
platform/vehicle from rural areas, a mid-size city, and highways. The annotations consist of 7481 training 

images. We have reorganized the dataset: i) the objects between 1-50m are selected for the evaluation, ii) from 

those, 64 samples per meter (3200 objects in total) are selected to build the dictionary in such a way that the 

sparse code size is 80 x 40 in 2D-plane, iii) 1300 samples selected for the training of CSEN, and 1250 samples 

are selected for the testing. Consequently, we have created a scenario that fulfills the aim of this study, i.e, the 

learning capability with the limited amount of annotated data. Note the fact that for the used pre-trained 

network for feature extraction, we transfer the model which is previously trained over Cityscapes dataset. 

 

 
 

Figure 3.2. Object pose angle in [−𝜋, 𝜋] and distance of the object in meters with the predicted distances by 

Method-I (Multi-Layer Perceptron) and Method II (CRC). 

 

The performance analysis should be performed against our base model with CRC, and then, the improvement 

over CRC by using the proposed CSENs shall be reported. In addition, the performance evaluations are 

performed against Support Vector Regressor (SVR) that have been used by studies, [Gokce 2015, Zhu 2019] 

for the distance estimation. To make a fair comparison with the competing methods, the number of samples in 

the dictionary of CRC and training set of SVR is selected as 4500 (training + dictionary samples for the 

proposed CSENs). The same features with the proposed CSEN method are used in the CRC and SVR for a 

fair comparison. The reported metrics are Absolute Relative Distance (ARD), Squared Relative Distance 

(SRD), Root MSE (RMSE), the logarithmic RMSE (RMSELog). The proposed CSEN approach can estimate 

the object distances with 0.38 ARD, 3.46 SRD, 6.7 RMSE, and 0.37 RMSELog accuracy. The reported metrics 

are averaged over each test sample of different five runs with randomized dictionary, train, and test samples. 

It has been found that the proposed CSEN approach gives the best results compared to the competing methods 

except absolute relative error; and hence, the performance gain is more visible for distant objects. The 

estimated distances vs. the actual distances for each test sample (cumulated over five different runs) are given 

in Figure 3.3. It is observed that the methods produce comparable estimations for close distances such as 

between 1-10 m. However, for long-range distance estimations, the proposed method outperforms the 

predictions of the base model and SVR. 



 

 

Next, the performance analysis is made using the provided data from Cargotec. In the provided video 

recording, a truck with a mounted camera and LIDAR sensor is getting closer to containers as illustrated in 

Figure 3.3. This recording is used only for the evaluation purposes by transferring the CSEN model which is 

trained over the KITTI dataset. The pre-trained CSEN model has provided a good distance estimation with 

0.29 ARD, 1.76 SRD, 4.91 RMSE, and 0.32 RMSELog. Note that a post processing operation is applied by 

performing low-pass filtering: the current estimation is the mean of previously estimations within a window, 

N = 50. For example, one sample frame is illustrated in Figure 3.3. Note the fact that even though LIDAR 

reading fails for the first container, the distance estimation is possible from the visual camera. 

 

Finally, since there is still a need for a pre-trained deep CNN for feature extraction, we have proposed a second 

approach for the edge implementation of object distance and pose estimation tasks. Accordingly, the proposed 

systematic approach for the edge application is based on using features from the object detector. By this way, 

the feature extraction procedure does not require additional computational complexity since the detection is 
already performed before the distance and pose estimations. The MobileNetv2-SSD is utilized for the detection 

task, and the features are extracted from the detector’s 12th, 15th, and last convolutional layers’ feature maps. 

Accordingly, the concatenated feature maps are up-scaled to the input image dimension after max-pooling 

operation, and then, the fixed-size features are built by cropping the bounding-box locations from the up-scaled 

feature maps. These features are then fed to two different MLP classifiers for the distance and pose estimations. 

Obtained performance levels, averaged over 5 different runs for distance estimation, as follows, 0.28 ARD, 

2.44 SRD, 7.1 RMSE, and 0.36 RMSELog. There is a noticeable performance degradation since the object 

detection features is used for the distance estimation, whereas a separate CNN was used for the feature 

extraction in the previously discussed results. Finally, the performance for pose estimation of this framework 

is 0.29 MSE and 0.57 RMSELog in radians. Nevertheless, such an approach is extremely efficient, and hence 

it has been tested on Raspberry Pi 3 for the time complexity analysis. The optimized MLP classifiers are 

compiled with Tensorflow-Lite implementation running with 11.89 FPS averaged over 500 frames without 

additional quantization, and MobileNetv2-SSDLite detection has 1.7 FPS on Pi 3 edge computing device. 

 
(a) 

 
 

(b) 

Figure 3.3. Predicted vs. actual distances of the objects in the test set for the proposed and compared methods 

for KITTI dataset in (a), and in (b), evaluations over the provided data by Cargotec is given; in the brackets, 
actual and estimated distances are given, respectively. Minus sign indicates that containers are approaching 

towards the camera (truck). 
 

WP DELIVERABLES  

 

● Data Gathering and Preparation 

o Agreeing on data format with the sponsoring member and the preparation of the user 

agreement. This dataset is used only for the evaluations of the trained models over the KITTI 

dataset since the size of the provided data was very limited and not suitable for the training. 



 

● Classification Scheme Development 

o The proposed classification scheme, CSENs, is developed. Its support estimation performance 

is tested using MNIST and other face recognition datasets. CSENs are now ready to be used 

and utilized for any classification task. 

● Distance Estimation, and Container Pose Recognition 

o A novel approach based on CSENs is proposed for the distance estimation task, and it can 

achieve elegant performance levels using only a monocular camera. 

o For an efficient implementation, a novel and systematic approach is proposed for joint 

estimation of object distances and pose angles with the detection task. It is able to run on edge 

computing devices. 

 

WP Publications can be found at the end of the Report. 

 

 

8a.014.TAU-WP4-Self-taught and semi-supervised learning 

WP Summary 

   The Deep neural networks enable color constancy algorithms to estimate the global illumination of a scene 

in order to correct it and give it a plausible look as it was captured under ‘normal’ white light. The image 

datasets available for learning the chromaticity of the illumination are scarce and not enough to train a neural 

network. In this work package, we publish a new large color constancy dataset. We will explore self-taught 

and semi-supervised learning techniques and take advantage of unlabeled data during the learning process. 

The main advantage of this approach is that unlabeled similar data is often easier and cheaper to obtain. The 

additional information added by the unlabeled data can be used to learn a ‘good’ higher-level feature 

representation of the input [Kingma 2014a] [Raina 2007] [Doersch 2016]. Thus, resulting in a more robust 

shallow system, which is able to generalize. The deep learning-based solutions can achieve very low average 

error. However, in some extreme cases, such models achieve high errors. In such cases, the models yield 

undesired effects on the image.  To avoid such scenarios, it is critical to estimate the confidence of the model, 

i.e., when the model is more likely to make an error. 

 

Objectives: 

 

● Color constancy algorithms are required to estimate the global illumination of a scene in order to 

correct it and give it a plausible look as it was captured under ‘normal’ white light.  

● Collect a new large color constancy dataset.  

● Explore self-taught and semi-supervised learning techniques and take advantage of unlabeled data 

during the learning process.  

Challenges: 

● Existing image datasets available for learning the chromaticity of the illumination are scarce and not 

enough to train a neural network. 

● The available datasets for illumination estimation are not compliant with GDPR. 

 

WP Results  

In this work package, a new  color constancy dataset, namely INTEL-TAU, is proposed. It is the largest 

available dataset and thus the most suitable for deep learning methods evaluation. The diversity of scenes and 

camera models makes the new database appropriate for  evaluating the camera and scene invariance of different 

illumination estimation techniques. Privacy masking has been applied for sensitive information, e.g., faces, 

thus, rendering the dataset compliant with the new GDPR regulations. The Figure below presents some 

samples of this dataset. Furthermore, the effect of color shading for mobile images can be evaluated with 

INTEL-TAU, as it provides both corrected and uncorrected versions of the raw mobile data. introduce a new 

color constancy dataset, called INTEL-TAU, with the following properties. INTEL-TAU: 
● is  currently the largest publicly available high-resolution  color constancy dataset containing 7022 

images  with ground truth illumination, 



 

● is available at http://urn.fi/urn:nbn:fi:att:f8b62270-d471-4036-b427-f21bce32b965,  

● provides the training images without the color charts (i.e., there is no need for color chart masking), 

● contains images taken with 3 different cameras to allow camera invariance evaluation, 

● contains images grouped by  scene type to allow scene invariance evaluation, 

● contains mobile images before and after color shading to allow studying the effect of shading, 

● is fully GDPR compliant with privacy masking applied on all sensitive information,  

 

 
 
 

Figure 4.1: Samples from INTEL-TAU dataset 

 

In addition, we propose a novel unsupervised color constancy method, called Probabilistic Color Constancy 

(PCC). We define a framework for estimating the illumination of a scene by weighting the contribution of 

different image regions using a graph-based representation of the image. To estimate the weight of each (super-

)pixel, we rely on two assumptions: (Super-)pixels with similar colors contribute similarly and darker (super-

)pixels contribute less. The resulting system has one global optimum solution. The proposed method achieves 

competitive performance, compared  to the state-of-the-art, on INTEL-TAU dataset. 

 

WP DELIVERABLES  

 

● We collected and published a new color constancy dataset, called INTEL-TAU.  

o It is the largest publicly available dataset.  

o We evaluate different approaches using this new dataset and report the results.   

● We propose a new unsupervised graph-based color constancy approach.   

o The color constancy problem was formulated and solved as a graph problem. 

o We tested different variants of the graph-based solution, in order to enhance the performance 

of the model. 

o The method is tested on several datasets. 

● We also studied self-taught and semi-supervised learning approaches in the color constancy context. 

WP Publications can be found at the end of the Report. 
 

 

8a.014.TAU-WP5 - Early Detection of Myocardial Infarction Using Echocardiogram Images 

 

WP Summary 

 

Myocardial infarction (MI), or commonly known as heart attack, is a life-threatening worldwide health 

problem [Thygesen 2012]  from which 32.4 millions of people suffer each year. Only in the United States, the 
yearly rate of MI is approximately 600 cases per 100,000 people. The treatment of an MI is time-critical, and 

appropriate triage of patients with suspected MI is essential. Echocardiography (echo) is the most useful tool 



 

in the early detection of MI since it is a non-invasive technique that accurately assesses regional wall 

abnormalities, compared to electrocardiography (ECG) and biochemical marker tests. Additionally, echo is 

suitable for both clinical and research purposes [Gottdiener 2004]. Thus, the early manifestation of heart 

muscle anomalies in this imaging modality can provide early detection of MI [Porter 2018]. However, the 

evaluation process of MI is operator-dependent; therefore, computer-aided techniques are the solution for more 

accurate and objective diagnosis. Although echocardiography is now included in the international guidelines 

regarding the management of cardiac arrest, only few studies [Kusunose 2020] have developed an automatic 

MI detection using this imaging modality. Moreover, there is a lack of appropriate dataset in this field to design 

a robust supervised machine learning algorithm.  

In order to tackle the aforementioned problems, in this work package, we introduce a novel three-phase 

approach for early MI detection using echocardiography [Degerli 2020] as illustrated in Figure 5.1. First, we 

segment the entire LV wall  on each frame of an echo using state-of-the-art encoder-decoder Convolutional 

Neural Network (E-D CNN). For this purpose, the ground-truths of the segmentation masks are essential. Thus, 

we have developed a novel ground-truth annotation technique that is pseudo labeling, which creates the 
ground-truths of the dataset by a human-machine collaboration. In the pseudo labeling technique, E-D CNN 

model is trained with a few manually annotated echo frames, and the unannotated echos are tested by this 

model. The produced masks by the model (machine) for each echo frame are verified under expert (human) 

supervision. We accumulated the verified ground-truth segmentation masks until our ground-truths are fully 

generated. Since the manual expert LV wall annotation of each echo frame is cumbersome and not practical 

due to the number of frames in each echo, the pseudo labeling technique has saved us numerous hours.  

 

 
Figure 5.1: The three-phase scheme is introduced where the first stage depicts the LV wall segmentation of 

each frame in an echo using the trained encoder-decor Convolutional Neural Network (E-D CNN) model, the 

second stage shows each block of feature engineering on the predicted segmentation masks, and the third 
block represents the MI detection by a conventional classifier.  

 

In the second stage of the proposed approach, we extract the characteristic information of the segmented LV 

wall by feature engineering. For this, once the LV wall is predicted by the trained E-D CNN model, it is divided 

into standardized segments. In this study, we have adapted the standardized model, which was recommended 

by the American Writing Group on Myocardial Segmentation and Registration for Cardiac Imaging [Lang 

2005], where the LV wall is divided into 6-segments for the A4C view. From the segments, we extract three 

different features: the displacement of the endocardial points, the displacement of (the center of) segments, 

and the segment areas (Figure 5.1). The process of extracting the information from the segments on one echo 

can be depicted in Figure 5.2.  

 



 

 
Figure 5.2: Motion feature extraction process from end-diastole to end-systole frames in one-cycle echo. Each 

segment displacement curve are plotted and their maximum displacements are selected.  

 
Lastly, these characteristic features are used to train several classifiers: Linear Discriminant Analysis (LDA), 

Decision Tree (DT), Random Forest (RF), and Support Vector Machines (SVM) to perform early MI diagnosis. 

This way, we extensively compared the performances of different classifiers for this task. The main 

contributions of this work package are the highly accurate LV wall segmentation, generating the segmentation 

ground-truth at pixel-level for the unannotated dataset using pseudo labeling approach, and the first 

echocardiographic dataset, which includes great variety in echocardiography modalities, e.g., resolution, size, 

etc.  

 

WP Results 

 

The performance evaluation of the proposed approach is carried out for both LV wall segmentation and MI 

detection problems. For a fair comparison, the proposed method is evaluated in a 5-fold cross-validation 

scheme on the dataset. The LV wall segmentation evaluation is performed on a pixel-level. The results indicate 

the robustness of the model as the proposed approach can achieve a high segmentation accuracy by 99.42% 

with an F1-Score > 93% on average. For the MI detection, the method is evaluated per-echo. The most crucial 

metric for MI detection is sensitivity since the aim is not to miss any patient with MI. In fact, among all the 

classifiers SVM holds the leading results with the highest sensitivity by 82.61%, elegant specificity by 72.97%, 

and precision by 85.07%. 

 

WP Deliverables 

 

➢ Dataset Preparation 

○ Dataset is created by resizing all the frames of the echo videos. 

○ The state-of-the-art segmentation network is used in the pseudo labeling technique to generate 

the ground-truth segmentation masks of the dataset. This process is more efficient and less 

time-consuming compared to manual labeling.  

➢ LV wall Segmentation 

○ The state-of-the art segmentation network is trained with the annotated data.  



 

○ The state-of-the-art segmentation network is used to predict the entire LV wall on each frame. 

➢ Feature Engineering 

○ The predicted segmentation masks are divided into six standard segments. 

○ A comprehensive set of features are extracted from the motion and area signals, which are 

obtained from each patient’s video frames. 

○ The features from all the segments for each echo are gathered and used in the MI detection 

process.  

➢ MI Detection 

○ The extracted features are fed to different classifiers: Linear Discriminant Analysis, Decision 

Tree, Random Forest, and Support Vector Machine.  

○ The distinct visual outputs of the methods, i.e., color-coded segments on the LV wall 

illustration, segment and endocardial boundary points displacement curve, and segment area 

plots can be crucial to cardiologists for a better and objective assessment. 

WP Publications can be found at the end of the Report. 

 

8a.014-TAU-WP9 Joint Communications and Control in Large Fleets of Autonomous Vehicles 

 

WP Summary 

 

Future smart vehicles will incorporate high data-rate communications and high-resolution radar sensing 

capabilities operating in the millimeter-wave and higher frequencies. These two systems are preparing to share 

and reuse many common functionalities, such as steerable millimeter-wave antenna arrays. Motivated by this 

growing overlap, which is advanced further by space and cost constraints, the vehicular community is pursuing 

a vision of unified vehicular communications and radar sensing that represents a major paradigm shift for next-

generation connected and self-driving cars. While the feasibility of mmWave V2X communications and radar 

sensing has already been confirmed, the focus of recent research efforts has shifted toward enabling scalable 

operation in massive (semi-)autonomous driving with smart interconnected vehicles. The major scalability 

concerns are, jointly for data transmission and radar sensing, related to massive interference from neighboring 

vehicles, which challenges the reliability, latency, and achievable data rate of NR-V2V communications. 

Further, there may be dangerous sensing inaccuracies that lead to the emergence of “ghost” obstacles. The 

level of interference in such systems must be kept under control to make collective autonomous driving safe 

and efficient.  

 

One of the primary functions of millimeter-wave automotive radar is collision avoidance. This application is 

typically realized in line-of-sight conditions. However, it does not perform well in situations, when another 

car suddenly come into view around the corner of a building. In this project we investigate a radar scheme 

with a reflector, enabling the detection of an oncoming car in blind corner conditions. Our ray tracing 

modelling results demonstrate the difficulties of straightforward non-line-of-sight radar application in such a 
scenario. Then the project investigates installation of a planar reflector, which should solve the issue. This is 

verified with real-world measurements. The results also indicate that the detection performance is sensitive to 

the around-the-corner car position and orientation of the reflector. 

 

General view of the blind corner intersection is shown in Fig 9.1. The scenario represents a small piece of the 

Manhattan grid, which mimics typical city layouts. It consists of a road surrounded by Building 1 and Building 

2 on the sides. The light blue colored zones are sidewalks. The detectable (green) car travels along the road 

with a certain speed, while the radar car (white) comes from behind the corner of the Building 2. The 

hypothetical collision area is determined as an intersection trajectories of these cars. The condition of the 

collision is the simultaneous presence of these cars in the collision area. This topology is utilized to carry out 

the measurements and to execute the simulations.  

 



 

Within the project we performed a measurement, simulation and analytical campaigns. The real-world blind 

corner topology is identified in Hervanta Campus of Tampere University to carry out the mmWave radar 

measurements. The detectable car (Saab 9-3 OG, 2002) drives along the road, surrounded by Building 1 and 

Building 2. The car’s speed is not exceeding 30km/h for safety reasons. The walls of the buildings are covered 

with corrugated metal sheets. Simulation campaign  was implemented via Ray Tracing tool simulating a 

simplified 3D model of the measured deployment. The simplifications relate to the absence of metal objects 

and irregularities near/on the buildings. Similarly, deployment consists of two cubical buildings, separated by 

the road, where the detectable car is assumed to drive. An analytical campaign delivers analytically-tractable 

description of the system under consideration and correspondent models for mmWave radar propagation. 

 

 
Fig. 9.1 – Measurements topology 

 

The following results were obtained during the measurement campaign. A set of measurements is completed 

without a reflector. In this case, the mmWave radar is unable to recognize the upcoming car, i.e. Rectangle 1 

in Fig. 9.2 was entirely blue. After this, rough placement (approx. 40◦) of the reflector is attempted, resulting 

in the immediate detection of the return signal from the car. Following this, the next task is to find the optimal 

angle, when the detection performance is the best, i.e. the SNR value of the returned signal is the highest. For 

that purpose, nine measurements are carried out, where the orientation of the reflecting plane was changing by 

10◦ steps from 0◦ to 90◦. As a result, the optimum angle of 30◦ is revealed. Based on the measured results in 

Fig. 3, deviation from the optimum by ±10◦ reduces the average SNR more than 20dB. Furthermore, a rotation 

of more than ±10◦ reduces the SNR almost to zero. Consequently, it can be argued that the installation of a flat 

planar reflector should be carried out with an accuracy of ±10◦, to guarantee functional detection capabilities. 

Such precise installation, potentially, may require the utilization of specific adjusters. 

 

 
 
Fig. 9.2 – Measured power profile by the mmWave radar setup. The scattered signal from the car, driving in 

the center of the road, is shown in Rectangle 1. The velocity of the car is 6.5 m/s while signal BW is 200 MHz. 



 

 
 

Fig. 9.3 – The influence of the reflector rotation on the maximum SNR. The car drives in the center of the 

road, signal BW is 200MHz. Markers represent raw data, while solid lines demonstrate the markers polynomial 

fit. 

 

The next step is the analysis of the detection sensitivity to the car position. For this purpose, two scenarios are 

considered: when the car drives as close as possible to Building 1 or Building 2. The results are shown in Fig. 

4. In the first case, the driving car reflects the highest signal when the distance to the collision area d1 is small 

(black line in Fig. 4). Oppositely, the car moving next to Building 2 (red line in Fig. 4) contributes the highest 

SNR being at a considerable distance d1. So, it can also be claimed that the detection performance of the 

scheme with a reflector is highly dependent on the position of the car relative to the surrounding buildings. 

 

The final task is to determine how the bandwidth affects the SNR. From the radar theory point of view, the 

bandwidth affects the ability to distinguish details of one object or to identify multiple ones. According to 

measurement results being plotted in Fig. 5, this assumption is confirmed. Additionally, it can be argued that 

reliable detection of a car, driving in the blind corner conditions, is feasible even with B = 50 MHz. However, 

based on the practical observations being done during the measurements, the recognition of several objects 

needs at least B = 100 MHz. 

 

 
Fig. 9.4 – Effect of the car position on the detection capability. Signal BW is 200 MHz, and the reflector angle 

is optimal. Markers represent raw data, while solid lines demonstrate the markers polynomial fit. 

 

 
Fig. 9.5 – Effect of bandwidth on the detection capability. The car drives in the center of the road and the 

reflector angle is optimal. Markers represent raw data, while solid lines demonstrate the markers polynomial 

fit. 



 

WP Results 

 

The impending proliferation of interconnected autonomous vehicles will dramatically increase the intensity 

and depth of vehicular communications and radar sensing integration. The envisioned utilization of mmWave 

and even higher frequency bands will (i) provide abundant radio resources for high-resolution imaging, which 

is essential for accurate recognition of the road surface, cars, and other surrounding objects, and (ii) facilitate 

high-rate data exchange between connected and self-driving cars. At the same time, the adoption of wider 

spectrum and directional antenna systems alone will not automatically lead to a successful implementation of 

scalable vehicular systems, since the underlying interference and deafness issues challenge the reliability and 

performance of both communications and radar operations. In particular, in this project we demonstrated the 

operation of the automotive mmWave radar scheme with a planar reflector in blind corner conditions. By Ray 

Tracing simulation we obtained geometrical paths, along which transmitted and received signals propagate 

around the corner. In practical measurements, the mmWave radar measurements were carried out to show the 

practical feasibility and operational reliability of the proposed scheme. Based on the work done, the following 
findings are made. The radars indeed may detect in the NLOS conditions. However, not every topology 

supports this. Specifically, it was shown that in the blind corner conditions, which is the essential part of an 

urban topology, such detection looks challenging due to geometrical and physical reasons. However, mounting 

of the reflector may resolve the problem. 

 

WP Deliverables 

 

- Measurement data for the practical scenario developed at Tampere University facilities for mmWave 

radar blind corner intersection 

- Ray Tracing simulation model for the blind corner intersection 

- Analytical model framework for the blind corner intersection 

 

WP Publications are included in Project Publication section of the report, next. 

 

Project Publications  

The project has exceeded expectations in terms of scientific publications. Below, we list the publications borne 

from the work done in the project, including related thesis works. 

 

1. Senhaji, A. (2020). Incremental Multi-domain Learning with Domain-specific Early Exits, Master 
Thesis, Tampere University. 

2. Senhaji, A., Raitoharju, J., Gabbouj, M., & Iosifidis, A. (2020). Not all domains are equally complex: 

Adaptive Multi-Domain Learning. arXiv preprint arXiv:2003.11504, ICPR 2020, under review. 

3. F. Sohrab, J. Raitoharju, A. Iosifidis and M. Gabbouj, "Ellipsoidal Subspace Support Vector Data 

Description," in IEEE Access, vol. 8, pp. 122013-122025, 2020, doi: 

10.1109/ACCESS.2020.3007123. 

4. F. Sohrab, J. Raitoharju and M. Gabbouj, "Facial Expression Based Satisfaction Index for Empathic 

Buildings" Adjunct Proceedings of the 2020 ACM International Joint Conference on Pervasive and 

Ubiquitous Computing and Proceedings of the 2019 ACM International Symposium on Wearable 

Computers. 2020, doi: 10.1145/3410530.3414443 

5. Degerli, A., Zabihi, M., Kiranyaz, S., Hamid, T., Mazhar, R., Hamila, R., and Gabbouj, M. (2020). 

Early Detection of Myocardial Infarction in Low-Quality Echocardiography. (To be Submitted to 

IEEE Transactions on Medical Imaging) 

6. S. Kiranyaz, A. Degerli, T. Hamid, R. Mazhar, R. Ahmed, R. Abouhasera, M. Zabihi M., Malik, J., R. 

Hamila, and M. Gabbouj, (2020). Left Ventricular Wall Motion Estimation by Active Polynomials for 

Acute Myocardial Infarction Detection. arXiv preprint arXiv:2008.04615, IEEE Access, under review. 

7. Degerli, A. (2019). System for Early Detection of Myocardial Infarction, Master Thesis, Tampere 

University. 

8. Mehmet Yamac, Mete Ahishali, Serkan Kiranyaz, & Moncef Gabbouj, (2020). Convolutional sparse 
support estimator network (CSEN) from energy efficient support estimation to learning-aided 

compressive sensing. arXiv preprint arXiv:2003.00768, IEEE Transaction on Neural Networks and 

Learning Systems, under review. 



 

9. Ahishali, M., Yamac, M., Kiranyaz, S., Vihonen, J., & Gabbouj, M. (2020). Monocular Object 

Distance Estimation via Convolutional Support Estimator Networks. (To be Submitted to IEEE 

Access). 

10. Firas Laakom, Jenni Raitoharju, Alexandros Iosifidis, Jarno Nikkanen, and Moncef Gabbouj. "Intel-
TAU: A color constancy dataset." arXiv preprint arXiv:1910.10404 (2019). 

11. Firas Laakom, Nikolaos Passalis, Jenni Raitoharju, Jarno Nikkanen, Anastasios Tefas, Alexandros 
Iosifidis, and Moncef Gabbouj. "Bag of color features for color constancy." IEEE Transactions on 
Image Processing 29 (2020): 7722-7734. 

12. Firas Laakom, Jenni Raitoharju, Alexandros Iosifidis, Uygar Tuna, Jarno Nikkanen, and Moncef 
Gabbouj. "Probabilistic Color Constancy." arXiv preprint arXiv:2005.02730 (2020). 

13. Mehmet Yamac, Aysen Degerli, Serkan Kiranyaz, Moncef Gabbouj, “Patient Identification from 

Compressively Sensed ECG signals” (To be Submitted to Pattern Recognition Letters) 

14.  Mehmet Yamac, Mert Duman, İlke Adaliogle, Serkan Kiranyaz, Bulent Sankur, Moncef Gabbouj, 

“Secure and Compressive Health Signal Sharing with an Application of Compressive Sensing-based 

ECG Monitoring” (To be Submitted to IEEE Transaction of Biomedical Engineering) 

15. D Solomitckii, C B Barneto, M Turunen, M Allén, Y Koucheryavy, M Valkama Millimeter-Wave 

Automotive Radar Scheme With Passive Reflector for Blind Corner Conditions, 14th European 

Conference on Antennas and Propagation (EuCAP), 2020. 

16. Y Sadovaya, D Solomitckii, W Mao, O Orhan, H Nikopour, S Talwar, S Andreev, Y Koucheryavy 

Ray-Based Modeling of Directional Millimeter-Wave V2V Transmissions in Highway Scenarios, IEEE 

Access 8, 2020. 

17. V Petrov, J M Eckhardt, D Moltchanov, Y Koucheryavy, Thomas Kurner Measurements of reflection 

and penetration losses in low terahertz band vehicular communications, 14th European Conference on 

Antennas and Propagation (EuCAP), 2020. 
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Internationalization efforts 

CVDI companies in Finland have been in close collaboration with the PI and the researchers regarding the 

projects, in some cases providing data and exploiting the results in their business, especially internationally 

(e.g. Cargotec, Tieto and Xiaomi). With Cargotec, we have received data from Hiab (sister company of 

Cargotec) and we know that Tampere University and NSF CVDI have positively influenced Xiaomi to start 

business in Tampere. We are also aware that Tieto has plans to expand internationally, in part because of 

CVDI. Therefore, CVDI has helped bring new companies and new jobs into Finland and helped companies 

gain a foothold in international markets.  

 

NSF IUCRC funding instruments encourages companies to join IUCRC centers and remain as members for as 
long as they can afford. The main idea is to build a true long term collaboration between industry and the 

university to benefit both parties. 

 

 


