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Executive Summary/Abstract 

Query suggestions have been shown to benefit users performing information retrieval tasks. 

In exploratory search, however, users may lack the necessary domain knowledge to assess 

the relevance of query suggestions with respect to their information needs. The project 

investigates the use of alternative queries in exploratory search. Alternative queries are 

queries that would retrieve similar search results to those currently visible on-screen. They 

are independent of the original search query and can, therefore, be updated dynamically as 

users scroll through search results. In addition to being follow-on queries, alternative 

queries serve as keyword summaries of the current search results page to help users assess 

whether results are inline with their search intents. We investigated the use of alternative 

queries in scientific literature search and their impact on user behavior and perception. In a 

user study, participants inspected half as many documents per query when alternative 

queries were present, but were exposed to over 40% more search results overall. Despite 

using them extensively as follow-on queries, user feedback focused on the summarization 

properties offered by alternative queries; finding it reassuring that documents were relevant 

to their search goals.  

Goals and Objectives 

In this project, we make the following contributions: (i) a novel query suggestion method 

that uses a sequence-to-sequence autoencoder to identify alternative queries, (ii) a search 

interface based on infinite scroll that dynamically updates query suggestions as users scroll 

through results, (iii) an expert assessment of the summa- rization properties of query 

suggestions, contrasting our approach to methods based on pseudo-relevance feedback and 

(iv) a user study demonstrating that users appreciated the availability of those summaries 

during exploratory scientific literature search.  

Differences from Current State of Art 
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Query suggestions are one of many techniques that have been shown to benefit users 

performing exploratory search [15]. Query suggestions are usually generated from query 

logs, using historical data to identify common follow-on queries and popular destinations for 

users issuing similar search queries [14]. In the absence of query logs, query suggestions 

have been generated directly from the corpus [3], external data sources [11] or using 

pseudo-relevance feedback [6]. In the case of pseudo-relevance feedback, query sug- 

gestions are effectively extractive keyword summaries of search results; identifying phrases 

that are over-represented in search results compared to the corpus as a whole [2]. In this 

project, we focus on how to use query suggestions in scientific literature search, where users 

are searching for the purpose of knowledge acquisition. In previous research, query 

suggestions were investigated in the context of exploratory search tasks, such as purchasing 

a VoIP telephone [14] or identifying topically relevant newspaper articles [6]. In these kinds 

of task, users already have sufficient knowledge to evaluate whether suggested queries are 

better than their own search query. For example, when searching for information about VoIP 

telephones, users can leverage their existing knowledge of cellular and landline telephones 

to assess the quality of the provided suggestions. This is not necessarily the case for 

exploratory search of scientific literature, however, where novice users can be highly 

uncertain about document relevance [9] and scroll through significantly more search results 

compared to lookup search [1]. This can lead to frustration, either because of time wasted 

inspecting lower ranked search results or because the accumulation of low quality feedback 

leads to query drift [10]. Our approach to query suggestions for exploratory search focuses 

on summarization, in addition to providing follow-on queries. We summarize search results 

by generating alternative queries, i.e. queries that would retrieve similar search results to 

those visible on-screen. We generate alternative queries using a nearest neighbor-based 

approach with a novel SERP embedding model based on a sequence-to-sequence 

autoencoder. Alternative queries provide succinct keyword-based summaries that, as they 

are independent of the original search query, can be updated dynamically as users scroll 

down the search results page. We take advantage of being able to dynamically update query 

suggestions by integrating them into an interface with infinite scroll; fetching additional 

search results on-demand as users scroll down the page. Infinite scroll serves two functions: 

first, removing pagination allows for fine-grained information to be displayed at all positions 

of the ranking and, second, provides an opportunity to animate the ordering of query 

suggestions, clearly highlighting their changing importance to users as they scroll. This 

interface allows searchers to quickly assess whether the currently displayed documents are 

relevant to their search intent.  
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Methods and Datasets 

Our approach to query suggestions uses alternative queries (queries that retrieve similar 

documents to those visible on-screen) to summarize the content of search results. To 

generate alternative queries we used an autoencoder, a type of neural network, to generate 

a learned representation for search engine results pages (SERPs). We refer to the 

autoencoder as the SERP embedding model. To train the model, we do not rely on query logs, 

but simulate queries and their associated search results directly from the document corpus.  

Once the model is trained, we generate SERP embeddings for each simulated query and store 

the results in a lookup table to allow us to identify which query is associated with each SERP 

embedding. We generate query suggestions when users either issue a new search query or 

when the visible set of documents changes as a result of scrolling. The system uses the top-

10 search results starting from the first visible document and gives them to the SERP 

embedding model to generate an new embedding, 𝑣. We rank all SERP embeddings in the 

lookup table by their cosine similarity with 𝑣 to identify its nearest neighbors. Finally, we 

return the simulated queries associated with the SERP embeddings at the top of the ranking 

as query suggestions.  

Our training data consisted of a collection of 299,451 unique search results pages associated 

with simulated search queries (data generation procedure described below). We limited the 

input sequence to 10 documents per SERP to simplify training. Each document was 

represented using Doc2vec [8], which was trained using the PV-DBOW (distributed bag-of-

words version of paragraph vectors) method, ignoring terms with a frequency < 10 to infer 

document vectors of length 300. To train the sequence-to- sequence autoencoder, we used 

95% of the data for training and the remaining 5% for validation to avoid overfitting. We 

used Adam [7] with a learning rate of 0.001 and trained for 10 epochs, after which the 

validation loss ceased to improve. We performed very little hyperparameter optimization 

because we had no objective quality metric to judge the summarization properties of our 

queries. Instead, we trained several models with different embedding lengths from which 

we selected the model with length 300 by manual in- spection of the predicted queries. As 

such, our results should be considered a lower bound for performance using this approach.  
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As we do not have query logs, in order to gather the data necessary to train the SERP 

embedding model, we generated search queries from the corpus of documents. We used 

these queries to search the same corpus to simulate SERPs. For the corpus, we used all ∼170, 

000 Computer Science articles from the arXiv repository. Each document was represented 

by concatenating the article title and abstract text. To generate search queries, we 

preprocessed each document (removed punctuation, lowercased and filtered out tokens 

composed of numbers) and extracted bigrams, which were allowed to skip over stop words. 

We performed bigram detection twice, extracting up to 4-grams. From this collection of 

automatically- derived queries, we filtered out the most common (appearing > 5, 000 times), 

rare (< 10 times) and short (< 3 characters) search queries. This procedure extracted 70,551 

queries, including very specific (e.g. “deep recurrent neural networks”) and very broad 

queries (e.g. “machine learning”).  

As the number of query phrases was relatively limited, we performed data augmentation to 

increase the diversity of the training set. Using our collection of queries, we retrieved up to 

the top-50 search results from the corpus using Okapi BM25 [5]. Next, we used different 

ranges and stride lengths to extract multiple “top-10” rankings per search query. For 

example, if there were 30 search results, then we used ranges 1–10, 11–20 and 21–30, as 

well as every third document with offsets 0, 1 and 2. This procedure yielded 299,451 unique 

document rankings associated with search queries that were used to train the SERP 

embedding model.  

Results 

We conducted an expert assessment of the summarization proper- ties of alternative queries, 

focusing on relevance and specificity. We focused on search results covering multiple 

broadly-defined topics (e.g. “computer vision” and “autonomous driving”) because the SERP 

embedding model was trained using search results from single topics and we wanted to 

understand how well different approaches generalized to more complex searches.  
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We compared our approach to several pseudo-relevance feedback- based methods for 

generating query suggestions. In this context, query suggestions are equivalent to extractive 

keyword summaries over search results [2]. The baselines were Rocchio’s weights [12], 

using TF-IDF and Okapi BM25 [5] as weighting functions, 𝜒2 and KL divergence [4]. 

Following [13], we set 𝑘1 = 1.2 and 𝑏 = 0.75 for Okapi BM25. All methods had access to the 

same document representation as the SERP embedding model (i.e. n- grams containing 1–4 

terms) and were used to output the top-10 scoring phrases as query suggestions. We tested 

four variants of our approach: (i) our approach, utilis- ing both SERP embedding model and 

the post-processing procedure, (ii) our approach, but constrained to only output phrases 

present on the SERP, (iii) the SERP embedding model alone and (iv) the SERP embedding 

model, but constrained to only output phrases present on the SERP. Variants (ii) and (iv) will 

help us to understand the impact of using the entire vocabulary, whereas (iii) and (iv) will 

help us understand the effect of our post-processing procedure.  

We designed an experiment around scientific literature search. We assumed users were 

searching for literature related to two broadly defined topics, e.g. “autonomous driving” and 

“computer vision”, and considered two different scenarios: (i) all search results contain both 

topics, that we refer to as conjoint results and (ii) the topics are mutually exclusive, with each 

document containing only one of the two topics, which we refer to as disjoint results. In 

terms of set operations, conjoint results are found at the intersection of two topics and 

disjoint results in the symmetric difference.  

SERP Simulation. We identified pairs of topics related to machine learning by manually 

enumerating phrases from the Scikit-learn user guide section headings (https://scikit-

learn.org/stable/user_ guide.html) and identified phrases that co-occurred in our corpus. 

We manually inspected this list of topic pairs and removed subjec- tively broad (e.g. 

“machine learning”) and narrow topics (as these would be lookup searches). We generated 

conjoint results by iden- tifying all documents that contained both topics and randomly 

sampled 10 documents without replacement. Similarly, we gener- ated disjoint results by 

identifying documents that contained one of the two topics at least 3 times, but not the other. 

We required topics to be present multiple times as documents where they appeared only 

once or twice tended to not be specifically related to that topic. Finally, we randomly sampled 

5 documents without replacement for each topic and merged them together.  
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Expert Assessment. We randomly sampled 125 SERPs for conjoint and disjoint search results 

and for each SERP generated 10 query suggestions using all eight methods. The expert, a 

professor in ma- chine learning, classified queries on the basis of whether they were relevant 

to a majority of documents in the SERP (i.e. summarized the document content 

appropriately). Assessment was carried out double-blind: SERPs were selected randomly, 

the queries generated by all methods were pooled, duplicates removed and the presenta- 

tion order randomized. Relevant queries were further subdivided by their specificity into: a) 

narrow, b) in-between and c) broad. Similarly, not relevant query suggestions were further 

subdivided into: a) too generic and b) unrelated. Queries classified as “relevant/narrow” 

were more specialized terms, e.g. names of specific methods. Queries classified as 

“relevant/broad” were the opposite, focusing on broader topics or classes of method, e.g. 

“clustering”. “Relevant/in-between” were relevant queries that fit neither narrow nor broad 

categories. For not relevant queries, “too generic” occur frequently in Computer Science, 

such as “model” and “algorithm”. “Unrelated” included terms such as “state of the art” that 

are uninformative.  

Conjoint Results. Our approach had 5% higher precision@10 than the best performing SERP 

embedding model and 26% more than Okapi BM25, the best performing pseudo-relevance 

feedback method. This lead dropped to 3% and 11% for precision@5 compared to the SERP 

embedding model and Okapi BM25, respectively. Our approach had the lowest number of 

excess queries, treating both topics more fairly than all other methods. Post-processing was 

essential to the success of our approach: 74% of query suggestions came from the SERP 

embedding model and the remainder came from Okapi BM25 weighted phrases. The pseudo-

relevance feedback methods had similar overall per- formance to one another in terms of 

precision, but skewed to either more narrow (𝜒2) or broad (TF-IDF, Okapi BM25 and KL 

divergence) queries. All pseudo-relevance feedback methods were outperformed by both 

SERP embedding models in terms of precision@10 and precision@5. The embedding 

approaches excel at finding narrowly relevant queries. Constraining methods to only predict 

queries present in documents on the SERP had a minor effect on performance, suggesting 

that there is little, if any, benefit from drawing queries from the entire vocabulary. Removing 

this constraint, however, improved fairness (i.e. excess queries was lower).  
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Disjoint Results. Our approach had 20% higher precision@10 than the best performing SERP 

embedding model and 8% more relevant queries than 𝜒2, the best performing pseudo-

relevance feedback method. For precision@5, our approach was consistently better than the 

embedding models by a margin of at least 22%, but 1- 2% worse than Okapi BM25 and 𝜒2. 

All methods performed worse in terms of precision compared to the conjoint experiment, 

but better in terms of excess queries. While the pseudo-relevance feed- back methods had a 

moderate drop in performance, the semantic methods’ performance dropped dramatically. 

In this scenario, our approach automatically compensated by using the SERP embedding 

model to only predict 49% of query suggestions. In this experiment, constraining the SERP 

embedding model to queries on the SERP actually improved performance, preventing many 

irrelevant queries from being output.  

Functionality of Innovation(s) 

Figure below shows the user interface of the system. A search is initiated by the user typing 

a search query into the search box at the top of the page. This results in a list of documents 

appearing on-screen, ranked by the Okapi BM25 algorithm [20]. The interface imple- ments 

infinite scroll, fetching additional search results on-demand just prior to the user scrolling 

to the bottom of the page. A list of query suggestions generated from the set of visible 

documents is anchored to the right-hand margin. Query suggestions are ranked by their 

confidence level, which is also visualized as a horizontal bar graph (longer bars indicate 

greater confidence). As users scroll down the page, the query suggestions are updated to 

reflect the documents currently visible on-screen, i.e. the rank/bar length of the currently 

displayed queries change or are swapped out for new ones. These transitions are animated, 

giving the user a visual cue in their peripheral vision when there is a change.  
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Conclusions and Recommendations                                                                                                   In 

our expert assessment, we demonstrated that when search results contain multiple search 

topics (conjoint results), the semantic information provided by the SERP embedding model 

was sufficient to outperform pseudo-relevance feedback methods. Pseudo-relevance 

feedback produces noisier results (higher not relevant/too generic counts) because they 

were easily misled by terms that are common in a given topic (e.g. “model” in machine 

learning), but rare in the corpus as a whole. Next, we showed that when multiple search 

topics were mutually exclusive (disjoint results), our approach still had the best 

performance, though the performance of all methods were significantly degraded. We note 

that even when simulated topics were related to one another, there were always query 

suggestions that were either too generic or unrelated to search results. Indeed, even one of 

the study participants observed that some queries were too generic to be useful. This could 

have been due to us always displaying 10 query suggestions when there might not have been 

that many relevant queries for a given set of documents. Unfortunately, filtering out low 

quality queries is difficult, as even variables that correlate with relevance, such as IDF, only 

correlate weakly. To improve the quality of queries further, we would need to understand 

how users conceptualize their relevance in order to better calibrate the specificity of query 

suggestions to suit individual knowledge levels.  
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Impact and Uses/Benefits 

In the user study, we saw that the presence of query suggestions dramatically impacts user 

behavior: users issue more queries, investigate fewer documents per query, but are exposed 

to more documents overall. From a user behavior perspective, it appears that query 

suggestions aid users in the decision-making process of whether or not to terminate the 

current phase of their information seeking, i.e. whether to reformulate the search query or 

continue scrolling through the current search results.  
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